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This book developed over 2008-2013 as a text for the one 
semester “Physics 1001” at the University of  Minnesota. 
(There was also a laboratory on the subject, covering 
most of  the topics.) This has, in the past, been the stan-
dard physics department course for interested liberal arts 
students. The liberal arts faculty wanted this course to fo-
cus on the environment. I have changed the course some-
what over these past years. There is now much more em-
phasis on energy and less on the environment. This is be-
cause we face a future with drastically less fossil carbon en-
ergy. I view the environment, including global climate 
change, as an important but separate topic.

It is very difficult to absorb the core ideas of  energy 
and power–particularly the idea that there is only one 
measure or unit of  energy, called the “Joule” and one of  
power, the “Watt”. Many people find the distinction be-
tween energy and power to be confusing. They also are 
usually confused by the large variety of  clumsy units for 
energy and power measurement that, in fact, all mean the 
same thing. Most students never practiced, in any realistic 
context, the middle school idea of  powers of  ten as a 

measurement of  large and small quantities. Powers of  
ten, energy and power are central to this book.

Over half  the American students in this class had no 
high school level physics; in addition, many students were 
from the Peoples Republic of  China and other countries, 
with varying backgrounds. Initially the students found the 
need to do about six numerical estimate problems a week 
quite difficult. (There were four homework problems and 
two in-class quizzes per week.) Almost all of  them got ade-
quate at this by the end of  the semester. I need to men-
tion this because the course depended on the book, the 
lectures and, significantly, the laboratory and the lab 
teaching assistants; the textbook by itself  is thus some-
what terse. Parts of  it need to be read more than once. 

The subject was new to me and far from my original 
research field of  elementary particle physics and particle 
astrophysics. This book arose because of  my dissatisfac-
tion with the usual “physics of  the environment” texts. 
These books are very detailed and cover  astonishingly 
varied material, mostly from the perspective of  present so-
cial and political concerns. They are not bad, but I think 
that the books cover too much ground and do not ade-
quately look forward to how the future will develop. If  
you do look forward and carefully distinguish relevant 

i

Preface



facts, use basic arithmetic and rough estimates and are 
simply logical, then the subject of  energy and the environ-
ment looks very different from the usual textbook view. 
For the United States, our energy future looks somewhat 
scary but in a broad sense also manageable, from an engi-
neering point of  view. I am not so sure about the rest of  
the world.

It has been interesting to follow public discourse on 
these topics. There is broad interest in global climate 
change and very little interest, apart from conventional 
nods to relevance, in the main subject of  the book. But it 
is almost certain that within a decade or so it is energy 
that will obsess us. It does not do so now, in my opinion, 
because of  the surprising character of  public discourse 
on energy, particularly on petroleum. After a time, it be-
came a steady source of  interest to me why the limited ar-
ticles and discussion of  energy in our media are almost 
never even close to accurate. A kind of  fantasy dominates 
public discussion of  energy and it must be very hard for 
anyone who does not carefully follow the matter to form a 
judgement on where we stand and what the future holds. 
Sometimes colleagues alert me to a new story making the 
rounds in the media and ask if  it is correct. Too often I go 
through these stories carefully and find yet again: another 
wrong one. This has been particularly true of  the irra-

tional enthusiasm for the 
quite limited oil to be got by 
frakking  the Bakken and 
other shale oil reservoirs.

Sources such as Kenneth 
Deffayes’ book “Hubbert’s 
Peak” , on the decline of  
world petroleum, and the 
very important 2005 “Hirsch Report” on planning for a 
low petroleum future (it is available on the Web), do not 
seem to have had much impact. The subject has also 
been a many years’ long topic of  remarkable web sites 
such as ’theoildrum.com’ without seeming to have had an 
influence on media information producers. The same can 
be said of  the many studies from national agencies. That 
will change, probably within this decade.

What has been very satisfying to me is the level of  in-
terest of  the young and often physics unaware liberal arts 
students in my class and in a recent honors seminar on 
this topic. My course was for them, in the hope that with 
some background they can think through these grave 
problems for themselves. This book is not for future “pol-
icy makers” at all–it is for everyone else who is concerned 
and willing to invest some time.
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Also, the once justly famous 
and much larger scope 
Meadows et al “The Limits 
to Growth”, from 1972 has 
almost vanished from the 
public consciousness. The 
first edition of this book was 
short, brilliant and very 
readable. I wish that it were 
still in print.



The book is, in places, admittedly tough going. But I 
would ask readers to keep the book’s goal in mind: you 
can, with study, work through the United States’ future energy pros-
pects on your own. You need not depend on authorities 
whose incentives you cannot know.

Think of  this book as a kind of  guided tour through 
the ideas we will need to create our energy future.

References are incorporated in the text or in the read-
ings section at the end. There is no formal references list 
or index. The problems were used to get students to make 
short estimates like those in the text–many estimates, six 
per week, as mentioned already. Not all are included 
here. 

It should not need saying that there is nothing new 
here. I have attributed what I can. Beyond this, what is 
not obvious is sometimes no longer attributable due to 
age, qualifying as “long known to somebody”. This is a 
well worked over field to those who have been paying at-
tention.
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The Coming Crises

The world and the United 
States will face major crises 
during this century. The en-
tire past twentieth century is 
a lesson in unpredictability, 
but two crises this century are 
foreseeable and will have to 
be dealt with. The first crisis 
will be the decline in avail-
able fossil carbon. Close to 
90% of  the energy we use in 
the United States comes by burning fossil carbon ob-
tained through various sorts of  mining. Our sources of  en-
ergy are so well developed that we hardly even register 
our use of  fossil carbon. We use refined petroleum to 
power cars as well as trucks and trains to move people 
and goods. We use coal to produce most of  the electricity 
that lights, heats and cools us. It is routine to fill an auto 
gas tank or light our house without ever seeing the com-
plex gasoline refineries, coal fired power plants or natural 

gas lines that bring us our energy. We even come to ig-
nore the electric transmission lines that are everywhere. 
Almost all of  this easy energy is from fossil carbon.

The first aspect of  this crisis to affect us dramatically 
in the United States will be a shortage of  the transporta-
tion fuel we now get from petroleum. This is the “Peak 
Oil” crisis, and it is real if  understood in context–as a 
coming decline. Those who claim a long term decline 
isn’t real too often have a short term economic interest to 
defend. The present world oil supply peak is broad in 
time, not really a sharp peak, but it will be followed by a 
decline. This will be followed later by an eventual decline 
in other forms of  fossil carbon: U.S. natural gas and, 
longer term, coal. We do not have access to all the data, 
but we can crudely anticipate the timing and effects of  
these changes. 

The period of  decline in fossil carbon will mean get-
ting at more difficult to extract, more expensive, and 
poorer quality fossil carbon. This will likely produce envi-
ronmental problems that are new or vast in scope com-
pared to what we are familiar with. Extracting the last dif-
ficult to get at fossil carbon could easily produce devasta-
tion that we cannot rationally accept, even if  it is in part 
hidden in remote places. 
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Introduction

“Fossil Carbon” is 
shorthand; the resource 
actually consists of carbon, 
hydrogen that we burn for 
energy and also often toxic 
contaminants. Hard coal is 
mostly carbon with little 
hydrogen. Natural gas as 
methane has four hydrogen 
atoms per carbon atom. The 
rest of “fossil carbon” has 
hydrogen to carbon in 
between these extremes.



The second crisis we face is global climate change, an 
average warming of  the Earth of  perhaps one to a few de-
grees Centigrade this century. This second crisis will be a 
development out of  the early stage first crisis and it will 
set in slowly, although the first impacts are now apparent. 
It is hard to foresee exactly how this warming will de-
velop. We depend on climate models and data that are 
hard for most of  us to understand, but we can be sure 
that a few degree increase in the global average tempera-
ture will cause problems that will affect everyone, in the 
U.S. and worldwide. There are already many books, arti-
cles and much public discussion concerning this second 
crisis.

This book is about the fossil carbon energy crisis. We 
need to understand the background of  this crisis before 
we can understand how to cope with it and its side effects. 
Young people entering this century will find their lives 
drastically affected by these two crises in the physical 
world. The crises should actively engage our minds. It 
would be folly to depend passively on “authorities”. 
Many authorities are part of  structures that have internal 
incentives that we do not see. Authoritatively expressed 
judgments can be correct, or they may be inaccurate or 
even deceptively false. We need to become independent 
in judgment.

A careful and active reading of  the book is one route 
for individuals to form reasoned opinions on our energy 
future that are not wholly dependent on news and infor-
mation media.

Credible Information

I feel there are roughly three levels of  credibility for 
the sources of  our information on petroleum. (This prior-
ity list works to some degree elsewhere as well.) 

Third and last in credibility, perhaps we could call it 
“Tier 3” information, is information derived from corpo-
rations in the petroleum or other fossil carbon business or 
sources materially and directly dependent on them. Fossil 
carbon executives would have to be deranged or retired 
to project a change that would hurt their corporate stock 
price. It is much more rational, from this point of  view, to 
circulate only information that is at least very optimistic if  
not deceptive. An important quality of  this Tier 3 infor-
mation is that it needs to be examined quite carefully if  it 
is used at all. Even when numbers from these sources are 
correct, they often do not mean what we might think they 
mean. (This can be where actual deception enters.) The 
real applicable numbers for a resource might be far less–
half, a quarter, a tenth– of  what follows from a casual 
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view of  what we are presented with. We should ignore 
most of  these sources, though perhaps not all.

Second, or “Tier 2”, is the credibility of  U.S. govern-
mental agencies, or world governmental agencies, whose 
charge is to promote indus-
trial and resource develop-
ment. Their data is from the 
industry or industry affiliated 
sources. As historical data col-
lections, they are valuable. 
But the agencies are subject 
to both corporate and politi-
cal influence in the direction of  over optimism about the 
future. At the same time, these sources of  our information 
cannot present future projections that are obviously ab-
surd. My own view is that these agencies are subject to, at 
the very least, a “factor two overoptimism”. That is, an es-
timate that is a factor two too big is not plainly absurd, 
even if  erroneous. It will not embarrass the political lead-
ership of  the agency. The professional staff  of  such agen-
cies can perhaps live with a factor two in an optimistic 
spirit. I will choose to ignore these agencies on the ground 
that their overestimates are not absurd but are also not to 
be preferred.

First in credibility, in my view, are retired oil geologists, 
other fossil carbon geologists, and a few retired corporate 
division heads with real expertise. They have no eco-
nomic interest to defend. The list is long and you will find 
their names later in the book. These are our current best 
sources of  “Tier 1” information; this should not be taken 
to mean that these sources are always perfectly correct. 
As facts change, so can their views. Our own universities 
could contribute as reliable sources but have not done so. 
For example, there are Ph.D. theses on future world oil, 
but they are not from the United States.

Universities in the United States are or can be in a 
unique position to act impartially in the long term public 
interest. They have not done much yet, but this can 
change. In the longer term real universities will be vital to 
any future energy development. Independence, a diver-
sity of  views and the ability to engage future generations 
will be their strengths. Many universities in the U.S. seem 
at present to have lost a sense of  mission, but a new one 
will become available. We need them as a source of  trust-
worthy information and judgement.

Perhaps the best source of  information on limited pe-
troleum is the book “Hubbert’s Peak” by Kenneth Def-
fayes. You can find the reference at the end of  this book. 
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Deffayes drew attention to 
what I called “factor two 
overoptimism” in his view of 
U.S. Geological Survey 
(USGS) oil projections 
Factor two or larger 
overoptimism can appear 
elsewhere in U.S. agencies. 



The ‘Hubbert’ of  Deffayes title was an oil geologist who 
predicted peaks in both U.S. and world oil production. In 
addition, there is a 2005 report by Robert Hirsch and his 
collaborators, known as the “Hirsch Report”, available 
on the Web. This report first described some of  the 
needed responses to declining petroleum.

Another important source is the U.S. web site 
“theoildrum.com” and also “peakoil.net”. But possibly 
the most important general source of  information is 
Wikipedia, which may be the most significant develop-
ment of  the internet. The concept behind Wikipedia is 
what the Web was invented for by European physicists: 
widely available curated information. I have not yet found 
anything in Wikipedia that is plainly wrong, apart from 
obvious pranks.

Following the peak, or the present plateau in oil pro-
duction, the manner in which that oil production, and 
eventually other forms of  fossil carbon, will drop off  is in-
fluenced by the way it is distributed in the crust of  the 
Earth. 

The Downward Slope

Fossil carbon is derived from past living things that 
once grew on the surface of  the Earth or in its oceans. 

There cannot be an infinite 
amount of  this carbonized 
fossil life. We easily reach the 
supply close to the surface of  
the Earth and in time we 
need deeper and deeper 
mines, deeper and deeper 
wells. Eventually the mines 
will become too deep and difficult to operate and the 
wells too deep and difficult to drill and maintain. We can 
see now that oil wells are drilled down two or more miles 
in rock below deep water, with the expected danger. 

It is too simplistic to think that we will actually “run 
out” of  fossil carbon, despite the difficulty of  getting it. 
There will however come a time when not enough accessi-
ble fossil carbon is left and it is extremely difficult and 
wildly expensive to get at. This is when the crisis occurs; 
the accessible fossil carbon is too little to run our indus-
trial society in the manner we have become accustomed 
to. This has already happened in the United States; our 
petroleum production is only a fraction of  our needs. We 
import the rest, depending on dwindling world-wide re-
serves.
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We will see that a single 
years’ worth of harvestable 
plant carbon does not 
amount to much in energy 
terms. Fossil carbon 
represents tens or hundreds 
of millions of years of buried 
plant and animal carbon.



What we have seen 
this last decade is that 
world crude oil is near or 
at a world production pla-
teau; this is no sharp 
mountain peak. Produc-
tion has bounced around 
a bit at the level of  one 
or two percent changes 
per year, but the plateau 
is more or less level (in 
the range of  72-74 mil-
lion barrels per day, 
about four times total 
U.S. oil use).Most nota-
bly, production did not 
go up significantly even 
when oil prices tripled 
since 2004, implying that 
there is little or no capa-
bility to increase produc-
tion. Informed people 
ought to worry about 
why production has 
changed so little even as 

oil has gotten so much more 
profitable. We ought to 
worry about when the de-
cline projected by Hubbert 
starts. We do not have an ac-
curate answer to this, but 
convincing estimates are that 
the plateau will end soon 
and somewhere around 2015-2020 world petroleum ex-
ports will begin to decline. Adding uncertainty, the cur-
rent world recession, or worse future ones, may influence 
the date, but the coming decline in exports will start soon, 
and consist of  a drop of  3%-5% or more per year, year 
after year. By 2100 there will not be much oil produced at 
all. And if  producing countries keep their oil to them-
selves, we will have to rely on our own, probably tiny, pro-
duction. There will be some other carbon based fuels 
then, adding to the small oil production, just not enough 
when compared to our use now. 

Here is a disturbing possibility in the near term. If  
there is less and less oil, producing nations may keep their 
own use up, transferring production losses to the amount 
of  oil they export. (The U.S. already did this.) Since about 
half  of  all oil produced is exported, this could create an 
“amplifier effect” on losses. A decline of  3%-5% per year 
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The distinction between “crude 
oil” and other liquids can get 
confusing. I will usually refer to 
“oil” as the free flowing room 
temperature black liquid from oil 
wells. This is what most people 
think of as oil; we should call this 
oil as well. Other carbon based 
stuff needs to be named 
descriptively. One is called 
“natural gas liquids” (NGL, 
propane, etc.) and should always 
be named that. NGLs are not now 
used to make much gasoline. 
There are also carbon based 
fluids, often called 
“unconventional heavy oil”. But 
they are the output of mining and 
chemical factories and do not flow 
from the ground like real oil. Most 
people in the U.S. call the source 
material “asphalt”; it would be 
good to refer to any flowing liquid 
from it “processed asphalt” not 
“unconventional oil”. Still another 
is carbon based fluid from mined 
shale rock which should be called 
“processed kerogen”. You should 
beware of sources mixing these 
up: the U.S. depends on crude oil 
from wells and some from 
Canadian processed asphalt.

Famously, W. King Hubbert 
predicted the peak in U.S. oil 
production and its following 
decline; so for the U.S. the 
decline in this particular 
fossil carbon is a historical 
fact, not some recondite 
theory.



could easily become a decline of  roughly twice this or 
6%-10% per year in the exported oil we depend on.

One tool we will use in the book is working with num-
bers and scale to understand what large quantities mean 
in terms of  our problem. All of  the Earth’s original realis-
tically accessible liquid petroleum supply (or oil supply, 
the words usually mean the same thing) would fill a cubi-
cal container measuring about four miles on a side – four 
by four by four miles. That is a cube that would reach 
near the top of  the largest mountain in the U.S. This 
seems like an impressive amount, but what is more impres-
sive is that the world has burned for energy about half  of  
that. A cubical container of  what we have already burnt 
would be about three miles on a side. Just imagine a mod-
erate sized mountain this big – that is what we have al-
ready used. About a quarter of  that has been used by the 
U.S. alone. 

So the amount of  petroleum that is easily accessible in 
the Earth is not really that large. For a personalized exam-
ple, if  the U.S. is using a quarter of  the world’s oil supply 
we can figure out how much each of  us gets. Of  all the ac-
tually fluid oil originally in the Earth and actually accessi-
ble to us, each American’s portion would amount to a ves-
sel about six meters, or about eighteen feet, on a side. 

This no longer seems like so 
much. It is roughly enough 
to pour in to fill a typical 
two thousand square foot 
house to the ceiling. Also, re-
member that we’ve already 
used half  of  this.

Turning to Coal, both 
the world and the U.S. have 
much less recoverable coal 
than once thought.The 
United Kingdom was once 
thought to have “a thousand 
years’ worth of  coal”, but it has been for the most part 
mined out in only a century. 

The practically accessible 
fossil carbon resources of  
the Earth are a few times the 
oil resource in terms of  en-
ergy, not dramatically larger. 
There will be coal production in 2100, just not much. 
The same is true of  natural gas – and natural gas is vital 
to heating homes and businesses. There will be no mira-
cle source of  energy.
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A very important book was 
written on UK coal by 
William Jevons, in 1865, 
disputing this thousand years 
estimate. He seems to have 
been the first to realize that 
exponentially increasing 
exploitation can use up a 
resource even as abundant as 
UK coal in a relatively short 
time. You can find Jevons’ 
book on the Web.  At least in 
the U.K., the decline in fossil 
carbon in the form of coal is 
also a historical fact, not a 
theory or projection.

It is a misnomer to call this 
“alternative energy”; in due 
time there will be no 
alternative. Hence 
“replacement energy”.



Replacement Energy

It is easy to fantasize how we might find replacement 
energy as fossil carbon energy declines. Often the solution 
seems obvious and personal: conserve energy, insulate our 
houses better, install photoelectric panels, buy an electric 
car. But it is not so simple once we understand the nature 
and scale of  replacement energy. Understanding this in a 
quantitative way is a central idea in this book. We can 
look at a few examples to get an idea why our naive no-
tions are often wrong or misleading. 

Once fossil carbon is 
scarce and too expensive to 
just burn for energy, much re-
placement energy will be in 
the form of  electric power. 
Eventually, this may amount 
to several times our present 
distributed electric power. 
(Our present distributed elec-
tric power is mostly from 
coal.)

As a “benchmark” number, let us ask what would be 
involved in replacing a present day block of  fossil carbon 
energy (in the form of  distributed electric power), but 

from replacement energy sources rather than from fossil 
carbon. We will see later what this means in quantitative 
terms.

To start off  thinking about this, suppose we want to 
fully replace present a single household electric energy 
use by installing photoelectric panels. We will see that in 
most parts of  the country getting a reasonable amount of  
electric power in unfavorable months can mean a photo-
voltaic panel area that would amount to about a third of  
a smallish urban 40 by 80 foot lot. Storing this power in a 
home for night or bad weather would create extra com-
plexity and cost. The same applies to thermal solar panels 
used for heat rather than electricity: another third or 
more of  the lot used up. And all this would be expensive. 
It is a solution for those with money, land and expertise; 
some people get energy this way now. But it is no good 
for apartment dwellers and probably even most homeown-
ers. Most of  us will depend at least to some degree on dis-
tributed electric power, as now.

Perhaps we just need more wind turbines for electric-
ity. This is a realistic solution, but it too needs to be 
thought through. The scale is large–to make a significant 
contribution to our national energy use would involve pos-
sibly a few hundred thousand wind turbines, with all the 
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Many photoelectric panel 
installations now do not 
store energy locally but feed 
it into the power grid. This 
avoids the question where 
needed power is to be stored 
if large numbers of 
households feed power into 
a grid, drawing power down 
only when needed locally. 



complications that will involve. And having the wind tur-
bines is not too helpful if  we have no way to store the en-
ergy they supply for those times when the wind is not 
blowing. 

If  our benchmark for after fossil carbon is to supply, 
from replacement energy sources, about the present dis-
tributed electric power (likely a low figure), the present in-
stalled wind power is about five percent of  what would be 
needed. We need about twenty times what we have–plus 
energy storage we do not now have. 

And, at present, storing wind electric energy stresses 
old storage capacity, such as pumped hydro plants. We 
need a lot of  new large energy storage. Here is another 
big missing factor; we need perhaps ten times the storage 
we have now, either as hydroelectric storage or some 
other form.

How about solar thermal electric power (“power tow-
ers” or “solar troughs”)?  At least these two have the ca-
pacity of  storing energy as heat and turning it to electric 
power at night. 

But we have zero commercial power towers at present 
(Spain has three) of  the many thousands, perhaps ten 
thousand, we would need. 

We have in the U.S. now solar troughs producing elec-
tricity. If  our benchmark for after fossil carbon is the 
amount of  present distributed electric power, these exist-
ing troughs fall short by a factor of  about five thousand. 
And the existing installations do not store energy for 
night. 

We do have nuclear 
power, much criticized since 
the Three Mile Island and Fu-
kushima accidents. These do 
supply electric power now, 
but most of  these plants need 
to be replaced due to both 
their age and for safety rea-
sons. 

We would need many hundreds of  large new fission or 
future fusion plants to supply, as replacement energy, an 
amount equal to present distributed electric power. 

At present the nation has very little geothermal elec-
tric power generation. Again, we will need several hun-
dred times what we have now if  the goal is the present dis-
tributed electric power from this source.
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The idea that we can entirely 
eliminate local or regional 
thousand megawatt plants 
(probably nuclear) seems 
risky to me and would likely 
make the whole system too 
vulnerable to disruptions of 
the long distance power 
distribution.



Home heating in much of  the country depends now 
on cheap natural gas–more fossil carbon. Present house-
hold heating energy use from natural gas really needs to 
be reduced by a factor of  five or ten when there is little 
available gas left. A mere factor two reduction by better 
insulation will be quickly eaten up as natural gas (and 
heating oil) becomes more expensive. Summer cooling de-
pends on electric power, which will likely become more 
expensive as well.

By 2100 we will very likely need different houses, not 
just houses that are a little more energy efficient.

The U.S. now has three fragile alternating current 
power grids, mostly dependent on regionally generated 
power from coal or nuclear power plants. Utilizing re-
placement energy, wind, solar or geothermal, will mean 
that we need to move large amounts of  electric power 
around the country; quality replacement power is not eve-
rywhere. Power generation will no longer be mostly re-
gional, but national. 

The amounts of  replacement power that will have to 
be transmitted is very large, perhaps in the range of  hun-
dreds of  gigawatts. A new “supergrid” will be needed for 
this. And it would be well to break up the existing three 
alternating current grids into smaller units. After all, 

Texas already has its own grid among the present three; 
so this is not unprecedented. 

What may have seemed a simple issue is plainly in fact 
not at all simple. The scope of  the problem is huge. Re-
placement energy on the scale we need is possible, but it 
is just not simple or some trivial readjustment in the econ-
omy or our lives.

The quantitative scale of  this task of  replacing fossil 
carbon energy will become clearer in detail later, but we 
can anticipate a bit. Numerically, we will see that apart 
from a few necessary large plants for electricity genera-
tion, possibly nuclear or thermonuclear, each typically 
now about one thousand megawatts, most renewable re-
placement energy will come in the form of  much smaller 
scale electric power, or “power units”, each of  closer to 
ten megawatts. 

The entire nation will require many tens of  thousands 
of  these power units, blocks of  wind turbines, large solar 
farms or geothermal wells. The scale of  the needed effort 
is far beyond anything discussed in our media now, as we 
just saw.

Only small pieces of  our existing fossil carbon infra-
structure will survive to 2100. We will still need some liq-
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uid transportation fuels, fossil carbon for chemical indus-
tries, and the like. But most energy will be not from fossil 
carbon. It is very hard to imagine any widely distributed 
replacement energy other than electric power.

Replacing fossil carbon, or most of  it, will be a gigan-
tic but also exciting task for coming generations. Getting 
to 2100 will require mass collective action by the public, 
analogous to a very drawn out war. This scale of  action 
has always in U.S. history been by the will of  the whole 
people acting through their government. The United 
States in 2100 will look very different from the nation in 
2000. 

From the brief  outline so far, it is now clear why the 
book will focus on the large national scale of  the problem. 
It is most productive to do this first, before thinking about 
small scale adaptations, such as local or household re-
placement power sources, whether wind or solar. These 
will play a role in time, but a fragmentary discussion of  
them now will not help us grasp the larger framework 
into which they must fit.

The aim here is to help you develop a sense of  these 
coming changes and an ability to make your own judg-
ments. This book is an elementary development of  the 
mental machinery needed to think about our energy fu-

ture. Some of  the needed 
physics and mathematics 
tools may seem difficult to 
learn at first, but educating 
the mind is never easy. The 
reward is an ability to make 
informed judgments about 
what we read and see. We 
need no longer passively ac-
cept what amount to press re-
leases, and sometimes mere 
propaganda, as our source of  
information. An educated 
ability to judge the impartial-
ity or importance of  information is vital.

Tools We Need

We must have background knowledge in order to de-
velop independent judgment about energy. Our back-
ground is the creative use of  numbers and estimates. 
Many times we have to use outside sources of  informa-
tion. With practice it is possible to distinguish useful from 
misleading information. We will learn how to manipulate 
large and small numbers and to understand large and 
small scales and the units used to measure them. We will 
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“Rough numbers” can be 
accurate to 20%, a factor 2 
or be even less accurate, 
depending on the 
circumstances. It is very 
seldom a good idea to use 
numbers, even ones that 
appear good, to more than 
two significant figures. If you 
look carefully into where 
official numbers come from, 
they are seldom even 
accurate to one significant 
figure. Sometimes they are 
off, or questionable, by 
factors of two or more.



use rough numbers to guide our thinking, and learn the 
practice of  estimation. 

Energy is a fundamental physics concept. To further 
develop our background knowledge we start with the me-
chanics of  Newton and the vital ideas of  Thermodynam-
ics. This is how we can see exactly what energy is and 
how it is measured. Electromagnetism dominates our en-
ergy landscape now, and will continue to do so. With ba-
sic physics ideas in hand, we can add whatever else we 
need bit by bit.

The depletion of  plentiful fossil carbon and solutions 
for a world, particularly the U.S., with too little of  it is the 
subject of  the rest of  the book. Many of  these chapters 
depend on outside information. With our tools in hand, 
we can appreciate what information we have to get from 
outside, we can check it and we can also integrate it into 
our thinking. This gives us a view of  the future beyond 
our lives now, so dependent on fossil carbon. 

Nature follows its own laws, not our fantasies. Even 
our apparently reasonable desires for more fossil carbon 
will have to adapt to reality. As part of  this we can, if  we 
wish, rationally evaluate what we read and hear in news-
papers, television and other media. We can become intel-
lectually free and hard to fool.

If  there is a conclusion to the book, it can be found in 
the last chapter, ’What to Do Now? ’ This last chapter fo-
cuses largely on the coming several decades. The tech-
nologies and engineering we need in the coming decades 
are not new in concept; we do not have to rely on fantasti-
cal developments. We need to start soon implementing 
those energy technologies that will point towards our year 
2100 energy future. We need to look forward and not 
back. We need to look already now beyond fossil carbon. 

Implementing these familiar technologies would even 
create new industries and new jobs in the United States. 
Reindustrializing the nation will become a priority. We 
will see that nothing that is needed for a secure energy fu-
ture in 2100 is impossible. We can do it. Whether we will 
do it is outside the scope of  the book. 
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CHAPTER 1

Numbers, Units and 
the Scale of Things

We first need to learn how to represent 
the scale of things in terms of numbers.

Sculpture of Archimedes in Berlin. Archimedes developed a way of 
representing very large numbers. From Wikipedia.



If  you are only interested in the fossil carbon problem, you can 
skip chapters 1-5. These tools chapters will help you understand the 
background of  solutions to the fossil carbon problem if  that is your 
interest.

Everything we will do from here on depends on how 
we understand and use numbers. Learning how to com-
pare numbers and form our own estimates will allow us 
to make large complex problems manageable. We do not 
learn to use numbers creatively in school, but doing so is 
an absolutely critical tool when we are dealing with real 
world problems. With practice we can use and manipu-
late numbers to connect ideas and form opinions.

We have to get rid of  a concern with numerical accu-
racy where it is unproductive. Numerical accuracy is for 
the detailed development of  ideas and for scientific under-
standing. It often does not help in connecting ideas and 
facts with one another. Accuracy can be a wasteful bur-
den. So how much accuracy is good enough?  That de-
pends on circumstances. We all know how to use rough 
numbers to make some basic decisions. If  our income is 
“in the five figures range” we know that we cannot afford 
a Ferrari, whose price is “in the six figures range”. This is 
an “order of  magnitude” estimate, counting the number 
of  figures, not their exact values.

Physicists make these “order of  magnitude” estimates 
all the time, not worrying about whether or not the result 
is twice or half  a proper number for the question at hand. 
This might seem sloppy, but there is a very good reason 
for it. Using this method, sometimes we see that our 
whole idea is a hundred or a thousand times away from 
anything useful before we waste any more time and en-
ergy. If  the number is ’in the right ballpark’ we can get 
more precise if  we choose. This method fosters quick 
thinking because we can get the number we want in our 
head without even using paper or a calculator. What 
physicists seldom do is what we will do here: systemati-
cally use “ballpark” numbers to guide our thinking. 

Why use such crude numerical estimates?  What are 
they good for?  Once we become familiar with numbers 
and estimates, they are our route to a general understand-
ing based on real knowledge. 

We may read that some novel energy production tech-
nology will revolutionize the world but we can estimate 
that it has to be scaled up in productivity by a thousand 
or ten thousand times to do that. We can ask questions: 
“Why have you not mentioned the small scale of  your pro-
ject? ”, “Do you know what sort of  engineering will be 
needed to scale your project up to a thousand times 
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where it is now? ”, “What will it cost or involve to scale 
this up? ” A couple of  questions thrown at someone who 
is carefully avoiding mentioning these topics can have a 
big effect. This may sound like an exaggeration, but ex-
actly this sort of  estimate raises serious questions about, 
say, the now popular idea of  producing biofuels from al-
gae. So far as I know, there are not yet any convincing an-
swers. You would not know this from the media discus-
sions on “biofuels”. 

Staying away from detailed numbers allows us to stick 
to large and important issues. We may see a vigorous argu-
ment about whether or not some energy source gains us 
ten or twenty percent over the energy cost to make it or 
whether or not it looses ten to twenty percent and is thus 
pointless. But the real question is: why are we looking at 
something that does not gains us twice, three times or 
more the energy we put in?  Why are we even having an 
argument at this “twenty percent” level?  Is this really 
something we should be pursuing at all?  This is also no 
exaggeration–it applies almost precisely to the so-called 
“corn ethanol” question, as we will see. These are the 
“ten and twenty percent arguments” and they are often 
not useful.

Sometimes it is worthwhile thinking carefully about 
gains or losses of  energy of  ten, twenty or thirty percent. 
This sort of  careful analysis should only come after we 
have got to a broader understanding of  the problem. It is 
getting broad understanding that will help us solve our fu-
ture problems. We want a method that will allow us to 
think about new energy problems we have not encoun-
tered before. Since we need to search for information or 
facts that will be new to us, we need to be able to put 
them in a known context. We need to be able to make 
good judgments about outside information. We must be 
able to decide what is useful and what is not. Sometimes 
we will find outside information that just does not fit, and 
we need to be able to tell if  it is wrong. 

Rough numbers and estimates can help us see the gen-
eral shape of  a forest of  information without getting ob-
sessed with particular trees in the forest.

We cannot go forward without dealing with very large 
numbers and sometimes also small ones. A key issue for 
us will be exponential growth. Exponential growth is a 
story of  how numbers start small or perhaps human scale 
and then get big. We need to deal with both small and 
large.
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Let us start with money, illustrating the idea by exam-
ple. 

Here we encounter precision versus estimates, large 
numbers versus personal everyday numbers. For most of  
us this is small scale: a dollar, a hundred dollars, a thou-
sand dollars or ten thousand dollars. We think that we 
need to know cost accurately, but do we?  We do when 
dealing with the IRS or a utility bill. Many other times ac-
curacy holds us back. Pick a large number–the annual 
budget of  the U.S. government. We can look it up. It is 
about three trillion dollars. This number is big and hard 
to relate to everyday life. But another fact helps us – that 
there are roughly a hundred million “households” in the 
U.S. This is again roughly the number of  IRS income re-
turns. You can look up the exact numbers, but we do not 
need them. We can just guess that on average there are 
perhaps two or three people “per household”.

We can relate big and human scale numbers using 
“powers of  ten”. The basic idea is ancient and was in-
vented by the Greek mathematician Archimedes. In mod-
ern mathematics we separate off  the zeros in a number, 
which makes comparing numbers easy to do. 

These powers of  ten are a good thing school did for 
us. As a review, here are the rules. Imagine that we have a 

number starting off  with some digits, a0,000 where a 
might be a digit between 1 and 9. Or the number might 
be ab,000 with two digits before a string of  zeros. These 
are both in the “five figure range”, one is just more accu-
rate than the other. Let us 
represent the first digit by A 
and the number of  zeros by 
X. The number is then 
A × 10Xwhere X just counts 
the number of  zeros after 
the single digit A. A second 
number would then be 
B × 10Y  . Here are the rules: 

 Multiplication 

                          A × 10X × B × 10Y = A × B × 10X+Y

	

 Division 

                             A × 10X ÷ B × 10Y = A
B

× 10X−Y	

Even if  A and B are single digits, the product of  the 
two or the ratio of  the two will not be single digits. So we 
use the decimal point so as to separate off  X or Y “digits 
after the decimal point”. Here is an example. We write 

18

Often, what we do is write 
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number, not using powers of 
ten. This is not bad–we see 
at a glance that some 
numbers are much bigger 
than others–but it is hard to 
use routinely.



ab,000 as a . b × 104. Now we have a decimal number be-
tween 1 and 9 followed by, in this example, four digits and 
not all of  them are zeros. If  we choose “scientific nota-
tion” on a calculator all of  this is done automatically – we 
get a decimal number between 1 and 9, with a decimal 
point after the first digit, and a representation of  the expo-
nent as 10 to some power that tells us how many digits 
there are after the decimal point. 

For multiplication and division that is all there is to the 
idea. For addition or subtraction there is a complication – 
we have to adjust the number of  digits after the decimal. 
On a calculator, adding a large number in scientific nota-
tion to a small number, also in scientific notation, will of-
ten leave us in the display with just the big number. This 
is because the calculator automatically does this adjust-
ment and the two numbers, added together, give us a 
number that is the big number plus some new digits that 
are off  the right hand side of  the calculator display.

It can be helpful to buy a cheap calculator that can dis-
play scientific notation – ten or twenty dollars is enough 
spent on this – and go through some examples of  multipli-
cation, division, addition and subtraction on a piece of  pa-
per and then on the calculator. You can even adjust the 

number of  digits after the decimal point. One or two dig-
its after the decimal point is good enough.

For example, let us go back to get the U.S. budget. Let 
us use three trillion dollars and also use one hundred mil-
lion households. Dividing the two gives us the U.S. budget 
per household: 

$3,000,000,000,000
100,000,000 = $30,000

Of  course, we don’t write it this way. Count zeros, and 
we write 

$3 × 1012

1 × 108 = $3 × 104

using the rule for powers of  ten that 
1012/108 = 1012 × 10−8 = 1012−8 = 104 . If  we attach in-
vented “units” even this works out. Dollars in the numera-
tor divided by households in the denominator gives us dol-
lars per household. We left the households out in the de-
nominator, but you can put them in. Since we were guess-
ing some of  the numbers or using them casually, there is 
only one digit of  accuracy. If  we had really wanted accu-
racy we would have looked up the exact number of  house-
holds in some year and the Federal budget (to the nearest 
million dollars or whatever) and used that. There then 
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would have been a lot of  numbers after a decimal. It 
would not tell us much. 

So the amount of  the U.S. budget per household is the 
ratio or about thirty thousand dollars or $3 × 104 . We 
can look up the “median” household income (half  of  
households make more and half  less) and find that it is 
about fifty thousand dollars–only about 1.5 times the an-
nual U.S. government budget per household!  Most of  us 
do not pay thirty thousand dollars in federal taxes or any-
where near that, even counting the social security tax. 
This simple estimate tells us something about U.S. govern-
ment spending and taxing we may not have known. Most 
of  the U.S. tax revenue has to come from households with 
income over the median. Using a calculator for this 
would be a waste. Arguing about the exact numbers 
would not help us understand. It would even distract. 
Thought about, this one number embodies a whole set of  
large political issues. 

We can think about a related issue–just how accurately 
is the U.S. budget known?  Look it up. Agencies and the 
whole government quote budgets accurate to one million 
dollars. One million dollars is a lot of  money, but it is 
small compared to the total. The whole is not known that 
well. Actually, the real budget may be known to far less ac-

curacy than one million dollars, possibly hundreds of  mil-
lions or more.

Let us turn this around. We may read that some Fed-
eral program will cost 100 billion dollars or 
$100 × 109 = $1 × 1011 over five years. Well, we are more 
interested in year by year. That is what our household 
budgeting uses. Well, what does it cost per household 
(that is us) in one year?  The cost per year is twenty billion 
dollars and this divided by one hundred million house-
holds is two hundred dollars “per household per year”. 
Of  course, this is an average. Because a median house-
hold does not even pay directly for all of  this, if  the me-
dian household tax bill is actually only a third or less of  
that average $30,000, the real bill for a median household 
is maybe nearer seventy dollars. (Again, some accuracy 
has vanished to get us to an useful answer quickly.) If  you 
are at the median household income and gain seventy dol-
lars or more per year from the program, it is a good deal 
for you. You can figure out all this in your head while 
reading the news. All you need is practice. You can make 
your own judgement on the politics of  the program on 
the fly. You do not need someone to tell you if  you are for 
it or not, at least so far as the money is concerned. 
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Can we visualize these approximate numbers?  Three 
trillion dollars is a lot so some sort of  picture might help. 
Here is one you can check yourself. A stack of  ten $1 bills 
is about a “millimeter” thick. Check it with a ruler that 
shows inches and centimeters and millimeters, as many 
do these days. So one bill is about 0.1 mm, the abbrevia-
tion for millimeter or a thousandth of  a meter or a tenth 
of  a centimeter. One bill is then about 1 × 10−4 meters 
thick. (We will get to meter units in more detail later.) 
Hundred dollar bills are probably the same thickness. So 
three trillion dollars is, of  course, 3000 billion dollars or 
30 billion $100 bills. Since one bill is  meters, abbreviated 
’m’, thick, such a stack would be 

 1 × 10−4 m
$100 bill × 3 × 1010$100 bill = 3 × 106m 

or a stack of  hundred dollar bills about 3 kilometers 
(“kilo” being a thousand) or 2 miles high. This is still not 
too helpful, but it does aid in visualizing a big number as 
a large height. What is more useful is the height of  the 
stack per household. We already know that this height is 
about 10−8 (one over one hundred million) that above, we 
have a stack a “mere” 3 centimeters per household, a cen-
timeter being a hundredth of  a meter. Three centimeters 
is about an inch, as you can check on a cheap plastic 
ruler. A stack of  hundred dollar bills an inch high is some-

thing we can imagine. Since big numbers are often not 
used to inform us but rather to alarm us, it can be helpful 
to whack off  eight digits to get something a bit more 
meaningful. If  the big number of  dollars is over many 
years (ten years is common, and I have even heard num-
bers quoted over 75 years), you need to divide by that as 
well to get a number per household per year. A big num-
ber that seems alarming can be reduced to something 
more understandable–it might still be alarming, but now 
you can see why. We have a hard time imagining big num-
bers and far away times or places, so quoting the cost of  a 
government program over seventy five years is odd and 
probably even foolish. Seventy five years in the future 
might be compared to seventy five years in the past–a 
time of  depression, a world war and dramatic economic 
change. When we speak of  long times we have to be very 
careful. Such numbers can be meaningless in ordinary ex-
perience.

Let us look at another example of  small and large-size. 
We will measure human scale size in “meters”; our height 
varies from around one and one half  to one and three 
quarter meters. The meter was chosen to be a human 
scale of  length. It is related to other older units such as 
the yard (three “feet” make up one “yard”) and a meter is 
a little over one yard. The originators of  the meter length 
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scale felt that they had to make it not as arbitrary the foot 
or yard–so the meter measure of  distance was chosen to 
be exactly one ten millionth of  the distance from the 
Earth’s pole to its equator, or 1 × 10−7 = 1/10,000,000 of  
the distance from pole to equator. 

•	A meter is one ten millionth of  the distance from 
Earth’s pole to equator and is a bit longer than a yard or 
three feet. 

This relationship did change a bit later, but already 
here is a large number and a human scale number con-
nected. From the distance from the pole to the equator 
we can get a good estimate of  the circumference of  the 
Earth–it is about four times ten million meters or 40,000 
kilometers.

What about our more familiar units?  Those older 
U.S. units of  feet have actually been defined for a century 
in terms of  the meter. One inch or one twelfth of  a foot is 
exactly 2.54 centimeters, the centimeter being a “cock-
roach scale” unit of  a hundredth of  a meter. A foot is 
then 0.305 meters to three digits. A mile or 5280 feet is 
about 1.61 kilometers or 1610 meters to three digits. It is 
annoying to express the same thing in two different 
“units”. We will use these “metric units” of  meters and 
centimeters. We will deal with the annoyances arising 

from other units in com-
mon use as they come up. 

There is a systematic 
way of  using numbers in 
the metric system. Unfortu-
nately, it differs from our 
usual use of  numbers like a 
billion or a trillion. A thou-
sand is denoted “kilo”, a 
million, “mega”, a billion 
“giga” and a trillion “tera”. So the U.S. budget is really 
“3 Teradollars” or 3T$ or, if  you like, “three terabucks”. 
A billion dollars is a “gigadollar” and so on. One thou-
sandth is a “milli”, a millionth a “micro” and so on. The 
table shows these abbreviations, which we will use a great 
deal.

Back to large and small: a thousand meters or a kilo-
meter is at the long end of  a human scale, it takes fifteen 
or twenty minutes to walk that far. Something a kilometer 
off  is far away, ten kilometers really far. At the other end, 
a thousandth of  a meter or a millimeter is quite a small 
distance–a fraction, about half, of  the length of  a back-
yard ant. An object a tenth of  a millimeter long is just visi-
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ble without detail, a dot on a page of  text. A hundredth 
of  a millimeter and we are into the microscopic. A hun-
dredth of  a millimeter is also one hundred thousandth of  
a meter or ten micrometers or ten “microns”. That is the 
size of  a yeast cell. A “hundred power” microscope is 
needed to make this yeast cell appear to be a millimeter 
long at the normal viewing distance of  about 20 centime-
ters, like looking at the millimeter divisions on a ruler 
from 20 centimeters away. 

Everything larger or smaller than our “human” scale 
distances are intellectual constructs and we do not really 
understand them well. Taking steps one meter long is 
tricky, so is recognizing that an object is 100 meters away. 
We know that a football field is 100 yards or about ten 
percent less than 100 meters, but can we actually recog-
nize that an object or person is that distance away, a hun-
dred meters?  Try it sometime and then pace off  the dis-
tance, checking beforehand how long your “pace” or step 
length is. Try this with something a kilometer away, as 
well. You can check the distance with a “pedometer” that 
counts steps and converts the number of  steps to a dis-
tance.

Large distances we have to relate to something else we 
have a sense for. The United States is very roughly 5000 

kilometers across or roughly 3000 miles. Walking three 
kilometers per hour for twelve hours per day, or 36 kilo-
meters per day, it would take us an estimated five months 
or so to walk across the country. Here is the calculation:

5000 kilometers
36 kilometer

day

= 140 days 

and dividing by a rough 30 days
month 

 and “rounding 

up” gives us about five months. Notice how dividing kilo-
meters by kilometers per day gives us a unit of  a day or 
days. A car could average 100 kilometers in an hour, or 
about thirty times faster. It would take about three or four 
days to cross the country (although most of  us could not 
stand the constant driving). An aircraft can average eight 
hundred or nine hundred kilometers per hour and can 
cross the country in somewhat around four hours, while 
traveling several hundred times faster than a person can 
walk. All these are easy to check.

In all these examples you could do the arithmetic in 
your head or quickly on paper. You do not need more 
than a rough guess of  how wide the country is – a guess 
you can improve easily. The result may be good to only 
one digit of  accuracy. 
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We have covered money and distance–time we need 
not spend much effort on. The unit of  time, the “sec-
ond”, has not changed for probably the last thousand 
years or more. The second is very much a human time 
scale since our hearts beat about once a second or a bit 
less when we are resting. The old trick of  pronouncing 
longer words such as hippopotamus or Mississippi works 
as well as a time measure. Most people can judge the pas-
sage of  a minute of  time quite well. Shorter times than a 
second become problematic. After an unexpected event, 
it takes more than a half  second for us to physically react. 
At twenty miles per hour or about 30 kilometers per hour 
a car will go about four meters–roughly its own length–in 
the time it takes to begin pressing the brakes after seeing 
an unexpected event. Here is the calculation for that:

30 kilometers
hour

×
1000 meters

kilometers

3600 seconds
hour

× 0.5 seconds ≈ 4meters

We have interposed a conversion of  kilometers per 
hour into meters per second, and the two wiggly lines 
mean that we have dropped accuracy, keeping only one 

figure. It can be useful to remember that to get from kilo-
meters per hour to meters per second we need to divide 
by 3.6.

A little experimentation waving ones hand in front of  
the eyes and counting out one hippopotamus indicates 
that the eye has a limited time resolution, about twenty or 
thirty images of  your hand per second. Movies and televi-
sion, of  course, use about 24 or 30 “frames” per second 
to create the illusion of  continuous motion. It is an easy 
guess that 30-50 milliseconds is the time for nerve im-
pulses to travel through the brain. Ten such intervals 
would then be very roughly the time to process informa-
tion about something we do not expect. Very short time 
intervals are measurable but hard to comprehend. Just 
like distances. We have to use some reasoning to connect 
them.

Ten years–about three hundred million seconds–is a 
long time when you are young and seems a short time 
when you are older. Even ten minutes or about six hun-
dred seconds is a very subjective time interval. Times be-
yond decades seem pretty much impossible for us to re-
late to except through culture and custom. Times beyond 
“a generation” or about thirty years seem almost mean-
ingless. 
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This inability to formulate a useful and clear concept 
of  a long time and changes over long times is rapidly be-
coming a serious liability for our species. 

What about measures of  “mass”?  The pound of  mass 
that we are familiar with is actually derived from the kilo-
gram, a kilogram being exactly 2.205 pounds of  mass. 
The pound we see on a bathroom scale that we use to 
weigh ourselves is, in fact, a unit of  Newtonian “force”, 
not mass. We are all familiar with the idea that in a freely 
falling elevator such a scale would measure zero. No sky-
diver would ever think of  taking along a bathroom scale 
to measure his or her mass while falling. The pound that 
bathroom scales shows is one pound of  mass (1/2.205 kg) 
at a point near worldwide sea level. Astronauts in a space 
station actually have to measure mass indirectly through 
their vibration frequency while constrained in a seat by 
springs attached to the station frame. Newton’s mechanics 
can then relate the motion to the mass.

Masses are not easy to sense directly. A kilogram is 
about the mass of  8-10 small apples, so a tenth of  a kilo-
gram (100 grams) we can sense with our muscles. Much 
less than that is difficult. An aspirin has a mass of  a few 
hundred milligrams or about 0.3 grams and that we can 
sense from skin pressure. Down at the mass of  a mosquito 

(a milligram or so) we would need a sensitive scale and a 
dead mosquito. A person masses 50 kilograms to 90 kilo-
grams or about 110 to 200 pounds mass. A cow is 700-
800 kilograms and a light compact car pretty close to 
1000 kilograms–the metric “tonne”. Most autos are 
closer to 1.5 tonnes, a wheeled mass. An elephant might 
mass 5-10 tonnes. Beyond this it is really difficult to de-
velop a sensory idea of  what masses mean. What we can 
do is to use size and the idea of  density or mass per unit 
volume. 

The average “density” of  an object is just defined as 
the mass divided by the volume. If  we stick to metric 
measures, a liter (a cube ten centimeters on a side) of  wa-
ter is a kilogram, a cubic meter of  water is one thousand 
times the volume or 1000 kilograms mass or one tonne. 
(We use this funny spelling for the metric “tonne” or “mt” 
for short. It is actually 2205 pounds of  mass, not the usu-
ally 2000 pound mass “ton”.) 

If  something floats on water, it must have less density 
of  mass per unit volume than water so its mass per cubic 
meter must be less than 1000 kilograms. If  something 
sinks in water, its density must be more than 1000 kilo-
grams per cubic meter. Oil has a density roughly 0.9 that 
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of  water or 900 kilograms per cubic meter, so oil floats on 
water. 

•	Water has a “density” of  1000 kilograms per cubic 
meter; it is convenient to quote density relative to water. 
Rock, for example, has a density of  about 2.5 times that 
of  water. 

Surface rocks mostly have a density around this 2.5 
tonnes per cubic meter. Iron has a mass of  about 8 tonnes 
per cubic meter and gold about 19 tonnes per cubic me-
ter (or 19 kilograms for a cube 10 centimeters on a side). 
It is really a convenient feature of  the metric system that 
we can convert densities this way. A density of  8 tonnes 

per cubic meter for iron is the same as 8 “grams” (a gram 
is a thousandth of  a kilogram) per cubic centimeter. Here 

is the calculation for that:

8 tonnes
m3 = 8000 kg

m3 = 8000 103g
106cm3 = 8 g

cm3

Iron ships float so that their average density must be 
less than that of  water. People float in fresh water, if  their 
lungs are full of  air. Without air in the lungs, most people 
sink. Since you can expel at most four or so liters of  air 
from your lungs, this tells us that the volume of  a life vest 
had better be bigger than four liters.

Even the atmosphere has a density–about 1.2 kilo-
grams per cubic meter at sea level and less as altitude in-
creases. Since this is the mass of  perhaps a ten small ap-
ples, you can visualize the mass of  the atmosphere this 
way, as ten small apples worth of  mass per cubic meter. 
The entire mass above a square meter of  the surface of  
the Earth, up to the top of  the atmosphere, is about ten 
tonnes. This is roughly the mass of  a column of  water ten 
meters high or a column of  rock four meters high. Pic-
tures of  Earth taken from space show how the atmos-
phere is only a thin layer compared to the whole globe. 
We tend to visualize the sky as almost endless, but this if  
far from the case. If  we take a moment to consider that 
the mass of  atmosphere above us is about the same as the 
mass of  four meters of  rock below us it gives us perspec-
tive. There is not much atmosphere.

Linear dimensions, areas and volumes are less easy to 
visualize than most of  us think. An example illustrates 
this. The distance on the Earth from pole to equator is 
about ten million meters. So ten million people could 
stand a comfortable meter apart and cover this distance 
assuming that mountains and oceans do not interfere. 
This is a large distance and a large city’s population. But 
if  each person occupied an equally comfortable one 
square meter and the total a large square, that square 
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would only measure just three kilometers on a side–far less 
than the ten million meters or ten thousand kilometers linear 
distance we just got. The same population with each con-
fined to a cube one meter on a side would amount to a 
large cube only two hundred meters on a side–the height of  the 
cube being roughly seventy stories of  skyscraper at three 
meters per story. The entire population of  the U.S. would 
fit into a cube only three times larger on a side. It is useful 
to go through this calculation in detail to fix the ideas of  
distance, area and volume. 

More illustrations of  size and distance:

A teaspoon of  oil would cover a calm lake seven kilo-
meters on a side at about one molecule depth. This is 
about an area of  five thousand hectares (one hectare is 
100 meters x 100 meters) or ten thousand acres at 640 
acres per square mile or about 2.5 acres per hectare.

The air in an otherwise empty five gallon bottle 
amounts to more than 1024 molecules. Even a cube of  air 
nearly too small to see, a dot about one tenth of  a millime-
ter on a side, would contain roughly ten billion molecules. 
The nuclei of  atoms are even smaller, about one hundred 
thousand times smaller than an atom (this is a “factor” ). 
If  an atom were imaginatively scaled up to the size of  a 

football stadium, the nucleus 
would be about the size of  a 
pea. 

Consider a mix of  the 
large and the small in an-
other context. Our sun is 
106 kilometers in diame-
ter–only somewhat larger 
than the diameter of  the 
Moon’s orbit around the 
Earth. If  the Sun were to be made of  only nuclei rather 
than whole atoms it would be 105 times smaller, about the 
diameter of  a large city on Earth. There are such gravita-
tionally collapsed stars, consisting only of  nuclei and not 
atoms. They are called “neutron stars”.

Problems

1.	 What is 8 trillion dollars divided by 300 million 
people, in dollars per person?  To one significant figure?  
Two?  What would the result to two significant figures be 
if  the number were 8.3 trillion dollars and the number of  
people were 280 million?  Both “rounded off ” to one sig-
nificant figure are the same as the 8 trillion and 300 mil-
lion example. You may want to try other numbers with a 
calculator to see what happens when you round off. 
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34 NUMBERS, UNITS AND THE SCALE OF THINGS

• Water has a “density” of 1000 kilograms per cubic meter; it is
convenient to quote density relative to water. Rock, for example,
has a density of about 2.5 times that of water.

Surface rocks mostly have a density around this 2.5 tonnes per cu-
bic meter. Iron has a mass of about 8 tonnes per cubic meter and
gold about 19 tonnes per cubic meter (or 19 kilograms for a cube 10
centimeters on a side). It is really a convenient feature of the metric
system that we can convert densities this way. A density of 8 tonnes
per cubic meter for iron is the same as 8 “grams” (a gram is a thou-
sandth of a kilogram) per cubic centimeter. Here is the calculation for
that:

8 tonnes
m3 = 8000 kg

m3 = 8000 103g

106cm3 = 8 g

cm3

Iron ships float so that their average density must be less than that of
water. People float in fresh water, if their lungs are full of air. With-
out air in the lungs, most people sink. Since you can expel at most
four or so liters of air from your lungs, this tells us that the volume of
a life vest had better be bigger than four liters.

Figure 1: A meter cube is a thou-
sand liters in volume. The dashed
cubes are one liter–ten centimeters
on a side. One meter is about ten
percent more than three “feet” of
12 “inches”, each inch equal to 2.54
centimeters.

Even the atmosphere has a density–about 1.2 kilograms per cubic
meter at sea level and less as altitude increases. Since this is the mass
of perhaps a ten small apples, you can visualize the mass of the atmo-
sphere this way, as ten small apples worth of mass per cubic meter.
The entire mass above a square meter of the surface of the Earth, up
to the top of the atmosphere, is about ten tonnes. This is roughly the
mass of a column of water ten meters high or a column of rock four
meters high. Pictures of Earth taken from space show how the atmo-
sphere is only a thin layer compared to the whole globe. We tend to
visualize the sky as almost endless, but this if far from the case. If we
take a moment to consider that the mass of atmosphere above us is
about the same as the mass of four meters of rock below us it gives us
perspective. There is not much atmosphere.

Linear dimensions, areas and volumes are less easy to visualize
than most of us think. An example illustrates this. The distance on
the Earth from pole to equator is about ten million meters. So ten
million people could stand a comfortable meter apart and cover this
distance assuming that mountains and oceans do not interfere. This
is a large distance and a large city’s population. But if each person
occupied an equally comfortable one square meter and the total a
large square, that square would only measure just three kilometers on
a side–far less than the ten million meters or ten thousand kilometers
linear distance we just got. The same population with each confined
to a cube one meter on a side would amount to a large cube only two
hundred meters on a side–the height of the cube being roughly seventy



2.	 Might there be actually 8 trillion dollars in cur-
rency in circulation?  Try Wikipedia or do a Web search. 
What is the U.S. governmental budget for last year?  
What is the ratio of  the number of  dollars of  currency in 
circulation to this budget?  If  the ratio is less than one, 
how can this be?  

3.	 The distance from New York to Los Angeles is 
about 2400 miles, to two significant figures. Find the con-
version factors and convert this to kilometers. Do the 
same for the distance from Seattle to San Diego. Now 
draw a “model” of  the U.S. 48 states as a perfect rectan-
gle and label the sides. Models like this are OK for some 
purposes. 

4.	 Make a wild guess of  the amount of  agricul-
tural land in the U.S. in thousands of  kilometers, or a frac-
tion, across. What is this guess as an area in square me-
ters?  

5.	 A cell phone solar charger has solar cells in an 
array of  4 centimeters by 7 centimeters. What is the total 
area of  the solar cells in square meters?  

6.	 If  a small car masses about 1000 kilograms, 
what is the size, in centimeters, of  a cubical rock with this 
mass?  

7.	 An atom is, in order of  magnitude, 10−10 meters 
across and a cell 10 microns across. About how many at-
oms are there in a cell?  If  the atoms in a cell were lined 
up instead of  in a volume, how long would the line be?  

8.	 A satellite in low earth orbit goes around once 
in about an hour and a half. How fast is it going in kilome-
ters per second?  What is the ratio of  this speed to that of  
a jet aircraft (you have to know or look up the aircraft 
speed)?  At the speed of  the satellite, how long would it 
take to reach the moon?  How long would it take to reach 
Mars when it is closest to earth?  
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CHAPTER 2

Ballpark Numbers 
and How to 
Estimate

We need to be able to creatively use large 
and small numbers to guide our thinking

Enrico Fermi had fun making quick numerical 
estimates.



With a little creativity we can get approximate answers 
to questions that seem too vague to solve. The physicist 
Enrico Fermi was known for being able to make surpris-
ingly accurate estimates by guessing when he lacked con-
crete numbers. A famous example goes something like 
this: How many piano tuners are there in a city of  
around 4 million people?  It seems like we do not have 
enough information, but if  we can make an educated 
guess about the percentage of  houses that have a piano, 
we can figure out how many pianos there are. If  we guess 
that each piano is tuned about once a year we know how 
many tunings there are per year, and if  we estimate the 
amount of  time it takes to tune a piano we can figure out 
how many hours of  piano tuning work exist per year. 
From there we can figure approximately how many piano 
tuners can be employed by the amount of  work available. 

That is the idea, and we can learn how to estimate by 
example.

Example 1

“How many auto repair shops are there in a metropoli-
tan area with, say, 2 million people? ”

There are several pieces of  information we need and 
don’t have. We can estimate these numbers to get an ap-

proximate answer. Let us guess that there are about as 
many cars as people. This would amount to maybe 2 mil-
lion cars in our area. We know that to stay open the auto 
repair shops need business. This lets us get closer, we just 
need to figure out a way to figure out how many cars 
each shop deals with. Cars need regular maintenance, 
have breakdown, and get in accidents. What are the main-
tenance and repair costs per year per car?  This is an-
other number we have to guess, really a kind of  ‘pick a 
number’ game. Some people will have a better idea than 
others. Let us guess $500 per year. You may estimate 
something different or even know the right number, but 
we don’t need accuracy. Using $500 per year per car, the 
total bill for our area is is 

$500/car × 2 × 106cars = $1 × 109

(The unit here is ‚”one car”, plural or singular) What 
might a shop cost to operate?  More guessing. A shop 
might have 3-6 workers plus other costs. If  a worker gets 
$30K (or $30,000) per year then the shop might have of  
the order of  $200K in labor costs per year. Let’s double 
that to account for other things, so we assign $400K per 
shop. Now we can get the number of  shops,

$1 × 109/($4 × 105/shop) ∼ 2 × 103shops
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(The wiggly line is to emphasize that this is a crude es-
timate; even the first digit may be off.) That is a lot of  
shops. Is it right?  In the days of  printed yellow pages, 
you might count the number of  shops per page and multi-
ply by the number of  pages to check, but it is harder now.

You can come up with your own method to check: you 
might guess the number of  city blocks serviced by one 
shop and use that number. It is very unlikely that these 
numbers will agree, but they should not. They are all esti-
mates, and in this particular case we are using very crude 
estimates. The point is that we can get an idea of  the gen-
eral situation by estimation in situations when we 
wouldn’t be able to if  we were concerned with needing ex-
act figures. We can make estimates quickly enough to size 
up quite things that are quite emotional. You may see a 
debate about this subject and want to find out if  the par-
ties involved are completely making things up or not. 

Example 2

“What are the violent death mortality rates through 
two sources: accident/homicide or terrorism (now a popu-
lar subject). “

We can guess that there are some tens of  thousands of  
violent deaths yearly in the U.S. in auto accidents (an auto 

accident certainly qualifies as ”violent”). To make the 
numbers even, let’s take the number to be 30,000 per 
year for auto accident fatalities and a similar number for 
homicides–just a guess, perhaps vaguely remembered 
from some news story. With 300 million people in the 
U.S. The violent death rate per year per person is then 

6 × 104(deaths/year)/3 × 108people=

2 × 10−4 deaths
person-year

Admittedly the resulting units look odd. To make a 
risk estimate for terrorist attacks, assume that the “9/11” 
rate of  3000 people are killed each 30 years – you may 
want to make your own guess. The rate is then 
1 × 102/3 × 108 = 3 × 10−7 or a factor almost 1000 less. 
Apart from one risk factor – small fission weapons smug-
gled into large cities–this borders on the negligible. To 
put it differently, the probability of  a premature violent 
end to ones life–let’s take the average lifespan to be 70 
years– from an auto accident or homicide is 

70 years × 2 × 10−4deaths/person-year
∼ 1 % deaths/person
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(there is no point to keeping more accuracy than one 
digit at the end, the number could easily be 1% for each 
of  the causes). The risk we got for lifetime premature 
death from a terrorist attack would then be about 10−5 or 
0.001%. Admittedly this is an average and gross estimate. 

There are various ways of  doing this estimate (you 
should try to do your own estimate) but it buys us dis-
tance from something initially quite emotional. More, it 
makes us wonder how many other risks we face daily that 
are worse than the risk of  dying by terrorist attack. It is 
rational to use a seat belt and be careful when driving but 
perhaps we shouldn’t worry overmuch about terrorist at-
tacks.

We might look further risks up, of  course. That would 
only be of  interest if  we wanted more particular informa-
tion such as specific risk by profession, but we already un-
derstand well enough for our purpose. Not surprisingly, it 
is hard to come up with a bigger risk to life and limb than 
the automobile. It is a matter for psychologists to investi-
gate why we as a people think that a rough one percent or 
near that lifetime death risk from driving is tolerable, 
while worrying greatly about less likely risks. 

Example 3 

We can push this technique further and make some 
really ‘out there’ nutty estimates. For example, 

“What is the probability of  premature death by aster-
oid impact with the Earth? ”

Probabilities are a fraction of  the time some event is 
realized, so this is a bit silly with no regular occurrence to 
enable any kind of  realistic probability. But let us do it 
anyway.

Using the impact that led to the end of  the dinosaurs 
as an example of  something that could kill pretty much 
everybody, the impact rate is about one per 60 million 
(mega) years. With a lifespan again of  70 years this “prob-
ability” without units is 

70  years/6 × 107years ∼ 10−6

	 or 0.0001%, not really worth worrying about. I use 
quotation marks above because this result does not de-
serve designation as a real probability. But maybe we 
should think of  a lifetime risk of  order 10−5 or less, such 
as this 10−6 , as something we should ignore without a 
very good reason to consider it.

It is important to remember that our estimates can al-
ways be wrong. This became clear after two U.S. Space 
shuttles were lost in the last 30 years. It turns out that the 
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estimates of  a Space Shuttle “crew loss” (i.e. death) were 
wildly overoptimistic before the first Shuttle accident. A 
better estimate is provided by two losses out of  130 or so 
flights, ∼1% per flight to one significant figure. One flight 
about doubles the average risk per lifetime if  the other 
risks are dominated by auto accidents and homicides. 
This reminds us that even what seems to be a good esti-
mate can be off. These are all averages, guesses and your 
own fate can vary

Moving away from morbidity, lets look at some more 
examples to get used to estimating. 

Example 4

“How many beef  cattle or cows are there in the U.S.?  

Let’s again use this to practice estimating, even though 
we can look up the number. Let us start with a guess and 
suppose that everyone eats the equivalent of  a quarter 
pound hamburger a day. This would give us, very 
roughly, two pounds or about a kilogram a week. At 52 
weeks per year, that is around 50 kilograms a year per per-
son. At a guess beef  cattle might weigh 800 kg with half  
of  that usable meat. So we eat about one eighth of  one 
per year per person or 

3 × 108people × 1
8

cows
person-year

∼ 3 × 107cows/year

per year–the ∼ symbol again meaning that we are mak-
ing a crude estimate and dropping accuracy as we go. We 
can be pretty sure that beef  cattle take about two years to 
market so the total number must be somewhere around 
sixty million, give or take a factor of  two or so. 

cattle ∼ 6 × 107

I did not cheat with this estimate and quite acciden-
tally it is about right, despite the possibility that errors 
could compound and make the final result unreliable. 
Sometimes an estimate leads to something interesting to 
think about and sometimes not. An interesting number to 
look up is a historical estimate of  how many bison there 
were in the territory of  the U.S. before they were nearly 
exterminated. The number usually quoted is many tens 
of  millions, perhaps ∼50 million. We might think this a 
bit large if  modern methods keep about that same num-
ber, but ancient bison had to live off  the land. 

We can also turn the estimate around–look up the to-
tal production of  beef  and use that to estimate how much 
each person eats per day. Our first guess–how much each 
person eats per day–is easy because we are familiar with 
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the eating habits of  family and friends and we can ex-
pand on this. 

You might find it amusing to estimate the total num-
ber of  pigs and especially chickens in the U.S.–this is 
clearly going to be a very big number, certainly for chick-
ens!  These estimates tell us something. Food production 
is a very large scale enterprise. Sixty million beef  cattle is 
about a herd of  a half  cow per household. 

This is an opportunity to bring actual numbers down 
to a “per person” human level. Suppose we imagine a 
household to be two adults and two children (one equiva-
lent adult). We can sketch the number of  cattle, pigs and 
chicken associated with this “household”. You should 
make your own picture. Imagining all of  these animals on 
one family’s lot in a city makes us realize how much we 
consume and what kind of  support structure even one 
family relies on. Let us expand this image to energy using 
something that is familiar: the power of  a “100 Watt” in-
candescent light bulb. Heat is energy and if  you know 
how hot an incandescent light bulb gets you will not be 
surprised that almost all of  that 100 Watts goes into heat 
energy, or rather heat “power”, rather than light. The 
proper unit for the Watt is “Joules per second”. That is, 
heat energy produced in Joule units per second. The ac-

tual heat energy produced increases with time if  the rate 
of  producing heat in Watts is constant. Almost all houses 
in the U.S. use energy for light, heating and cooling. The 
units of  power, the Watt, and energy, the Joule, are 
named after James Watt and James Joule. Joule is a cen-
tral figure because he was the final discoverer of  the en-
ergy principle we use throughout this book.

Example 5 

“How much energy does the U.S. use for lighting. “

To get an estimate, we will guess that most households 
use the equivalent amount of  power or energy per second 
of  having a 100 Watt light bulb on all the time. Maybe it 
should be two or three light bulbs, but let us stick with 
one. In Joules per year we have to multiply by the number 
of  seconds in a year, 

(60sec/min) × (60min /hour) × (24hours/day)

× 365days/year) = 3.15 × 107 sec	

So we get, per household, 

(102Joules/sec) × (3 × 107sec/year
= 3 × 109Joules/year

or “3 gigajoules” per year. To get an estimate of  the to-
tal for the U.S. we need to multiply by the number of  
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households, which we have estimated to be 1 × 108 giving 
us–check it–

3 × 1017Joules = 0.3 × 1018Joules = 0.3 exajoules

per year. (Look up “exajoules” in our table.)

Sometimes estimates turn out quite wrong. Let us 
make another estimate, this time a dubious one. Gold is 
valuable and we would expect that most of  the gold 
mined so far is still used. 

Example 6 

“How much gold has been mined in the last six thou-
sand years?  “(Assuming that no gold is lost.)

Let us try. It does not seem likely that everyone on 
Earth has some gold, but let’s use a population of  6 × 109 
people. How much gold should we assign per person?  
Let us use an estimate for common items we know about–
jewelry. A wedding ring weighs about a few grams, per-
haps 5 grams. Since we do not want to overestimate for 
the whole population of  the Earth, let us use this as the 
average and ignore the additional mass of  jewelry we sup-
pose more prosperous people have (earrings, watch cases, 
and so forth). We would then get a total mass of  mined 
gold of  

 5 × 10−3(kg/person) × 6 × 109people

	 = 3 × 107kg = 3 × 104tonnes

(We could have use the abbreviation mt=tonne for met-
ric tons. Also notice again that in using common words 
for units we do not worry about singular and plural.). If  
we look up the actual number it is closer to 
2 − 3 × 105tonnes . We were off  (or, rather, I was off) by a 
factor of  about ten!  (Maybe you did better.) This should 
not be a surprise–there were perhaps too many guesses in 
our estimate. But it does seem surprising that the amount 
of  gold per person averaged over the whole population of  
Earth is about an ounce, a Canadian Maple Leaf  coin, or 
about 30 grams, worth above $1000 at current prices. 
Pretty clearly some people, or banks, have a lot of  gold 
and others have very little. 

The actual volume of  mined gold is not so impressive, 
it is a pile roughly twenty meters high. At 18 mt (metric 
tonnes) per cubic meter density, the height of  the pile is 
about the cube root of  the ratio or:

(2 × 105tonnes/(18tonnes/m3))1/3 ∼ 20meters	
There really is not that much mined gold. 

So sometimes we can get within a factor two of  the 
correct answer by simple estimates and sometimes we 
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have to face the possibility of  a factor ten error. But esti-
mates can always be refined if  you decide that your num-
bers look wobbly. 

Sometimes we have to look numbers up to make an il-
lustrative estimate. Let us do that to estimate the size of  
another pile, that of  the corn produced in the U.S. in one 
year. Then we can reduce this to the pile of  corn pro-
duced per person. (The numbers we can look up are of-
ten not too illuminating. Piles are easier to visualize.)

Example 7

“How much corn is produced every year, in the form 
of  one large pile? “

From the USDA – they have a website – we learn that 
in a recent year about 13 billion “bushels” of  corn (mean-
ing 13 “gigabushels”--check our table of  numbers.), pre-
sumably corn kernels, was produced. So what is a 
“bushel”?  We can look that up too, a bushel is about 35 
liters. So it is a volume measurement. Since a liter is 10−3 
cubic meters (remember, a liter is a volume 10 centime-
ters or 0.1 meters on a side, 10 centimeters being occa-
sionally called a ’decimeter’), the amount produced per 
year is: 

(13 × 109bushels) × (35 × 10−3m3/bushel)

= 4.6 × 108m3

And now using the rule that the height of  a conical 
pile of  45 degree angle is close to the cube root of  the vol-
ume (see our last example, coming up), we get a pile 

(4.6 × 108m3)1/3 = 770m	

high. We can look up the height of  the Empire State 
Building and it is 373 meters to the top floor, for 102 
floors. So our pile is about twice the height of  the Empire 
State Building. (Of  course, we are assuming that the pile 
does not compress down under its own weight.) What 
about the height of  a “one person” pile. For this we di-
vide the total volume by the population of  the U.S. and, 
you can do the arithmetic yourself, we get a pile per per-
son about 1.5 meters high–quite a lot of  corn, even if  the 
density of  corn is much less than an equivalent volume of  
water. 

As an aside, this amount of  corn has an energy con-
tent of  at least several percent of  the total yearly U.S. pri-
mary energy use per person. Corn is very energy inten-
sive to produce and is not a sustainable resource in the 
sense that we will use later in the book. You may read else-
where that the energy used to produce food is much 
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greater than the energy content of  the food itself. This 
does not now seem crazy.

A last example, on energy

As a last estimate we jump ahead to a very important 
number for this book. The number is the total energy use 
(usually called “primary energy” use) by the U.S. It is 
about 100 exajoules, a unit we just saw in an example. 
Let us convert this energy use into the energy content of  
an equivalent volume of  coal, using what we have 
learned.

Now it happens – the number is later in the book – 
that if  we burn a tonne of  coal in air we get about 30 “gi-
gajoules” or 30 GJ of  energy out as heat. So we can fig-
ure out what this 100 exajoules national energy use for 
one year is in terms of  coal. It is (you should work this 
out) about 3.3 × 109 metric tonnes of  coal. Coal  is 
denser than water, but let us just use our 1 tonne per cu-
bic meter for water; this is then roughly 3 × 109 cubic me-
ters of  coal. How much is this, visually?  Now for a con-
venient fact from geometry. A cone whose base is twice its 
height (so the sides are at a forty five degree angle to the 
horizontal) has a volume πh3/3 . We know that π=3.14.. 
or close to 3. So the volume of  this cone or “pile” of  stuff  
is close to 3h3/3 = h3 . The volume of  this conical pile is 

pretty close to the cube of  its height, which is handy and 
we already used it. 

 A conical pile with sides at 45 degrees, or the ra-
dius of  the base equal to its height, has a volume about 
equal to the cube of  its height 

A pile of  coal with a volume of   cubic meters would 
be the cube root of  this or about 1500 meters in height,

(3 × 109m 3)1/3 = 1.5 × 103m

The famous Burj Dubai (now Burj Khalifa) building is 
about half  this high. So that is a visualization of  how 
much primary energy, expressed as coal, we use in a year. 
This is an ominously large pile. But it is hard to make 
much use of  this visualization.

What if  we divide by the number of  people in the U.S. 
so we get the volume of  coal per person. This height is a 
more understandable 2.2 meters as a conical pile, some-
what higher than a person. If  you want a further visualiza-
tion, imagine having this pile dumped in your front yard 
each January, one pile per person in your household, as 
your “allotment” of  the U.S. energy use for the coming 
year. Or imagine having to dig it out of  the ground and 
transport it yourself. Expressed as coal, we use a lot of  en-
ergy per person in a year. Actual sources of  energy in the 
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U.S. are more varied than 
this conversion to an equiva-
lent amount of  coal. But it 
is helpful to keep this illus-
tration in mind while read-
ing the book. We are not 
talking about small matters 
when discussing energy.

This is our introduction 
to the idea of  numbers and 
estimates. Sometimes the 
ability to estimate will lead 
us to a well formed conclusion starting with only the 
knowledge we already have; sometimes we can use our es-
timating ability to test and use some figures that we find 
elsewhere. With practice it can become very useful. 

Problems

1.	 How many piano tuners are there in a moderate 
sized metropolitan area of  two million people?  Mechani-
cal pianos are going out of  fashion, but try this anyhow. 
Can you check the result for the area you live in?  The 
point of  such estimates is to learn to think about numeri-
cal relationships and avoid just looking up numbers, 
which are quickly forgotten in any case. Estimates also 

make clear that accuracy is not always essential to under-
standing; one or two significant figures are often enough. 

2.	 How many chickens are there in the U.S.?  If  
you stacked them all up, how high would the stack reach?  
Many estimates of  this sort ignore such details as the com-
pressibility of  chickens, etc. You may want to try the 
same with pigs, checking the number afterwards on the 
Web. 

3.	 Estimate how much 
sugar is eaten in the U.S. per 
year, starting from how much 
each person eats. If  this were 
taken to be all in the form of  
small sugar cubes and you 
lined them up (or stacked 
them), how long would the 
line be?  Compare this to 
some other linear dimension such as the size of  the U.S., 
the size of  the earth or the distance to the sun. 

4.	 Given that the human metabolic power from 
our food is about 100 Watts or 100 Joules per second, 
what is the yearly energy generation, mostly heat, by the 
300 million people in the U.S.?  Express the answer in exa-
joules. The number may look familiar; you may want to 

38

The point of such estimates 
is to learn to think about 
numerical relationships and 
avoid just looking up 
numbers, which are quickly 
forgotten in any case. 
Estimates also make clear 
that accuracy is not always 
essential to understanding; 
one or two significant figures 
are often enough.

44 BALLPARK NUMBERS AND HOW TO ESTIMATE

A last example, on energy

As a last estimate we jump ahead to a very important number for this
book. The number is the total energy use (usually called “primary
energy” use) by the U.S. It is about 100 exajoules, a unit we just
saw in an example. Let us convert this energy use into an equivalent
volume of coal, using what we have learned.

Now it happens – the number is later in the book – that if we burn
a tonne of coal in air we get about 30 “gigajoules” or 30 GJ of energy
out as heat. So we can figure out what this 100 exajoules national
energy use for one year is in terms of coal. It is (you should work this
out) about 3.3 ◊ 109metric tonnes of coal. Since coal is about the
same density as water or just a bit more, this is roughly 3 ◊ 109 cubic
meters of coal. How much is this, visually? Now for a convenient fact
from geometry. A cone whose base is twice its height (so the sides are
at a forty five degree angle to the horizontal) has a volume fih3/3.
We know that fi = 3.14.. or close to 3. So the volume of this cone or
“pile” of stu� is close to 3h3/3 = h3 . The volume of this conical pile
is pretty close to the cube of its height, which is handy and we already
used it.

• A conical pile with sides at 45 degrees, or the radius of the base
equal to its height, has a volume about equal to the cube of its
height

A pile of coal with a volume of 3 ◊ 109 cubic meters would be the cube
root of this or about 1500 meters in height,

!
3 ◊ 109 m 3"1/3

= 1.5 ◊ 103m

The famous Burj Dubai (now Burj Khalifa) building is about half
this high. So that is a visualization of how much primary energy,
expressed as coal, we use in a year. This is an ominously large pile.
But it is hard to make much use of this visualization.

Figure 2: U.S. Yearly Energy Rep-
resented as a Conical Coal Pile,
Compared to the Burj Dubai

Figure 3: One Person’s Yearly Energy
Represented as a Conical Coal Pile

What if we divide by the number of people in the U.S. so we get
the volume of coal per person. This height is a more understand-
able 2.2 meters as a conical pile, somewhat higher than a person. If
you want a further visualization, imagine having this pile dumped in
your front yard each January, one pile per person in your household,
as your “allotment” of the U.S. energy use for the coming year. Or
imagine having to dig it out of the ground and transport it yourself.
Expressed as coal, we use a lot of energy per person in a year. Actual
sources of energy in the U.S. are more varied than this conversion to
an equivalent amount of coal. But it is helpful to keep this illustra-
tion in mind while reading the book. We are not talking about small
matters when discussing energy.



speculate on the total energy or power input to the food 
system that produces this number for our metabolic en-
ergy rate. 

5.	 Guess that there is about one car per person in 
the U.S. and assume that each has a mass of  a thousand 
or fifteen hundred kilograms. If  this is all iron, what size 
cube of  iron is used per year to make cars?  What is the 
total mass in metric tonnes?  

6.	 How many gallons of  gas does the U.S. use in a 
day?  In a year?  How large a cubical container would a 
years’ use fill per person?  For the whole U.S.?  

7.	 Estimate the arable land in the U.S. as a square, 
in kilometers times kilometers. Then check your result, 
again after you have done it, using the Web. How much 
land does this work out to per person?  

8.	 Draw a picture of  a large city lot, about fifty feet 
by one hundred feet, with the distances labelled in me-
ters. On this sketch a house. two adults and two children 
(= one equivalent adult), the very approximate number 
of  cows, pigs and chickens they eat each year and also 
draw piles of  coal to scale representing the energy they 
use in a year. You may want to check whether this size lot 
can grow the grain products they, and the animals, use in 

a year. This sort of  representation is not as useless as you 
might think, even if  you live in an apartment. 

9.	 Make up some problems of  your own and check 
the estimates you get. Try to make a short list of  how far 
off  your estimate is and try to judge why it is off. There is 
a clever book on sophisticated estimating, “How to Meas-
ure Anything”, Douglas Hubbard, John Wiley and Sons, 
2007 if  you want to follow up.
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CHAPTER 3

Physics Tools-
Newton’s Mechanics

The mechanics of Newton is fundamental 
to the concepts of energy and power.

William Blake’s vision of Newton. From 



The first modern physics, the theoretical physics of motion, 
began in the late middle ages, over two hundred years before 
Galileo invented experimental physics and Newton formalized 
mechanics. The key figure was a bishop in France, a close 
friend of the French king, named Nicholas of Oresme. He was 
perhaps the last great originator in physics who was also a 
leading religious figure. Oresme was not alone in inventing 
our modern concept of motion (there was also a group of inno-
vators at Merton College Oxford) but Oresme was the great fig-
ure of his time. 

The work of Oresme connects to our common understandings 
about motion today. We all have a simple idea today of steady 
motion in a straight line, thanks to the automobile with its 
speedometer and odometer. Constant speed just means that 
the needle of the speedometer stays fixed at some value. This 
is even true if we do not drive in a straight line, but motion in 
a straight line is easier to put into simple mathematical form. 
This constant speed also means that the odometer increases 
its reading at a constant rate: the distance we travel is propor-
tional to time. It is just the speedometer reading times the 
time, in whatever units we are using. If a speedometer reads 
100 kilometers per hour and the odometer reads kilometers 
(in the U.S. they do not, unfortunately), then the distance we 
travel on the odometer is just the speed in kilometers per hour 
multiplied by the time in hours or 

Distance in kilometers = speed in kilometers per hour × 
time in hours 

x=vt

if v is a constant and x is the straight line distance. This same 
mathematical equation can be used if we take different units–
say meters for distance, meters per second for speed and sec-
onds for time. The units have to match up right, 

meters = meters per second × seconds 

And we can convert from one set of units to another. One hun-
dred kilometers per hour (this is about 62 miles per hour) is 
one hundred times one thousand meters in a time of 3600 sec-
onds,

100  km/hr = 100 × 103 m /((60 sec/min) × (60  min/hour))

 =(100/3.6) m/s=27.8  m/s

And we can put this on a graph of distance versus time in ei-
ther set of units–let us use meters and seconds. This we can 
relate to something we sense. A car is about four or so meters 
long and at 100 kilometers per hour a car will go in one sec-
ond about 28 meters/4(meters/length) = 7 lengths .

In the course of his investigations of motion, Oresme invented 
the graph and this is an example of his invention at work. We 
owe this vital physics concept to him. The slope on this graph 
is the number of meters we go in one second, or the number 
of meters we go in ten seconds divided by ten, either being the 
speed. Constant speed just means that if we move up by one 
second anywhere on this graph, the distance goes up by the 
same amount, 28 meters for our example.
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But if the speed in a straight 
line is not constant?  How do 
we represent that?  Again, 
we are familiar with speed-
ing up and slowing down 
from automobiles. If the 
speedometer needle in-
creases uniformly–that is, if 
the time to go from zero to 
ten kilometers per hour is the 
same as the time to go from ten to twenty kilometers per hour 
and so on, then this is a uniform increase of speed. This is con-
stant acceleration. Let’s assume that we go at a uniform rate 
of increase from zero kilometers per second to 100 kilometers 
per second in ten seconds. We can use Oresme’s idea to graph 
this, using meters and seconds. This means that we reach 
about 28 meters per second in ten seconds or an increase of 
2.8 meters per second in each second, starting from rest with 
speed zero.

This sort of graph can be used to represent complicated mo-
tions. Consider starting from rest with speed zero, speeding 
up to one hundred kilometers per hour or about 28 meters per 
second and then slowing down at exactly the same rate to a 
speed of zero. This is represented by the next figure.

This is good as a description of speeding up or constant accel-
eration, but it says nothing about how far we travel. This is 
where a famous theorem of motion appears, first proven by 
Oresme: the “Merton Theorem”. This says that the distance 

travelled is the aver-
age speed of the mo-
tion times the time. It 
is the same thing as say-
ing that the distance 
travelled is the area un-
der the plot of speed 
versus time. We can ap-
ply it to the two exam-
ples just given. First, the 
average speed on speeding up from zero to 28 meters per sec-
ond is  from the definition of average as half the sum of the 

two numbers 
1
2 (0 + 28 m/s) = 14  m/s . The time is, of course, 

ten seconds. So the total distance travelled from rest is 14 m/
s×10 s=140 m. For the second example, the average speed is 
the same but the time is twice as long, so the distance trav-
elled from start to stop is 280 m . 

The theorem tells us more. Since the average speed starting 
from rest is half the final speed and the final speed is just a×t 
with a the acceleration or slope of the speed versus time 

graph, we have an average speed of 
1
2 at . We get the total dis-

tance travelled from the start until time t has elapsed as this 
times the time or 

total distance = average speed × total time = (half the accel-
eration × time)× time 
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x = 1
2 at2 

This tells us in mathematical form that the distance travelled 
increases as the square of the time. It is not difficult to check 
that this formula gives the same distances we got from the 
Merton Theorem. In Oresme’s time it was not realized that 
free fall under the influence of gravity and with no air resis-
tance followed exactly this law. That was for Galileo to prove 
using experimental physics together with theoretical reason-
ing. 

(It is curious that at least one ancient physicist understood 
that in free fall the speed increased with the distance of fall. 
This was the physicist Strato, but our knowledge of his work is 
only indirect. His published work is lost and the surviving, but 
incorrect, work of Aristotle influenced later thinkers.)

The important thing for us is the recognition that motion on 
the Earth can be understood mathematically and it involves 
the possibility of a new thing, acceleration. Even acceleration 
that is not constant can be understood, but that required New-
ton and his new idea of “force” as the generator of changes in 
motion.

Fortunately Newton’s concept of force is something we experi-
ence and we even have some notion of the magnitude of a 
force. Muscular effort or force is what we use in lifting a 
weight–the greater the weight the greater the muscular effort 
or force we need. Most of us can sense even a light weight of a 
fraction of a gram by the sensation of pressure on our skin. A 

kilogram being about two pounds mass, we begin to get some 
sensitivity to magnitude. Ten pounds of weight is a slight ef-
fort to lift. Twenty is a greater effort. It is difficult to lift, unpre-
pared, a weight of fifty pounds. For physics use, our subjective 
perception of force is too imprecise, we need to convert these 
sensations to something that can be measured. 

Springs do just that, using soft springs for light masses and 
stiffer springs for heavier masses. There is some range where 
a spring (or anything else that will extend) will stretch twice 
as far for twice the mass hanging on it. More mass will dam-
age the spring, in which case we can use a stiffer spring. We 
can label the spring extension by the mass it can lift. It is easy 
to make sure that the two different springs match their read-
ings for some definite mass at the high end for the light 
spring’s range, and the low end for the stiffer spring’s range. 
The two springs now show the same reading for the same 
mass and together they cover a larger range of masses than 
one spring. In this way we can measure small to large masses. 
To calibrate the springs we just decide that our unit of force is 
some value that is dependent on the spring reading of a hang-
ing one kilogram mass. This is pretty much how you deter-
mine one Newton of force. Roughly, at sea level, a one kilo-
gram mass hanging from a spring corresponds to the spring 
exerting a force of about ten (at sea level 9.8) Newtons. 

Once they are calibrated, we can use these meters to measure 
any force, even away from the Earth’s gravity. Now we have a 
way to accurately measure the force exerted by suspended 
masses and, by extension, to measure force anywhere. Any im-
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precision can be reduced by 
greater care in the spring 
force meters. We can even 
use them to calibrate other 
devices that we want to use 
as force meters. Force is a 
genuine physics concept and 
this means that all different 
ways of measuring it will 
give consistent results. 

Besides using the idea of 
force, Newton introduced 
three other concepts.

The first concept is that in 
our example of the mass sus-
pended by the spring there are actually two forces acting. One 
is the force exerted upward by the spring (equivalent to our 
muscular sensation of force) and the other is a force exerted in 
the other direction–downward. This is the “force of gravity 
near the Earth’s surface”. Newton put this in a more general 
way as a law. If the mass is at rest then the “force” is zero. 

By this he meant the total force on the body, sometimes also 
called the net force. So if there is one force – the upward force 
by the spring – then if the body is not moving there must be 
another force acting in the other direction. This is not the 
same as the spring force, or our arm holding a mass. Our hand 
held the mass or the spring was firmly attached to it. There is 

nothing in contact with 
the mass that exerts this 
new downward force. It is 
inferred by the require-
ment that the total force is 
zero. If this new force is 
real, then if we place the 
mass on a table our new 
force still exerts a down-
ward force on the mass. If 
the mass is at rest then by 
Newton’s law there must be another upward force exerted on 
the mass by the table. This new force acting on our mass but 
without contact has a new name, the “gravitational force”.

All this works the same if we observe the mass hanging on a 
spring from a bicycle moving on a level path at a constant 
speed. The spring measurement does not change because the 
bicycle is moving uniformly carrying the spring and mass. 
This is an example of a part of Newton’s first law. That is, the 
total force must be zero if the mass is at rest or if it is moving 
uniformly. Moving uniformly just means at constant speed in 
a fixed direction. 

Newton’s second law applies when the net force is not zero. If 
we detach a mass from the spring of a Newton meter the 
spring can no longer exert a force on the mass and the mass 
will fall. A small and heavy mass will not be influenced too 
much by air friction and will speed up as it falls. 
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The mass accelerates, its speed downward increasing by equal 
amounts in equal units of time. Newton had a general way of 
expressing this idea that works for falling or stationary ob-
jects: the total force equals the mass times the free fall accel-
eration due to gravity. With a constant pull from gravity, the 
acceleration of every freely 
falling mass must be equal, 
because the force is propor-
tional to the object’s mass. 
The larger the mass, the 
larger force exerted on it by 
gravity. This was the origin of 
the idea that force could be 
connected directly to mass. It 
had been known at least 
since Galileo that all masses 
fell with the same accelera-
tion when not influenced by 
the presence of air. We just 
turned that around for the 
purpose of our example. 

Newton’s first two laws concern the identification of forces for 
bodies at rest or moving uniformly and the idea of a total or 
net force which equals mass times acceleration for bodies not 
at rest or moving uniformly. Newton’s third law, is unusual be-
cause it concerns forces on two different bodies. The third law 
states that the force of one body on a second is equal in magni-

tude and opposite in direction to the force of the second on 
the first. Both forces can be zero if the bodies are not in con-
tact or otherwise aren’t interacting, but if they do interact, the 
forces must balance – the force of body one on body two 
equals and is opposite in direction to the force of body two on 
body one. This law is hard to get used to because we don’t 
have a simple physiological sense of it. For example, if we 
throw a ball at a wall and it bounces back we can imagine that 
there must be a force exerted by the wall on the ball to do that. 
But the idea that the ball exerts an equal and opposite force 
on the wall in the course of its collision with the wall is not at 
all obvious to us. It only becomes clearer if we roll a light bas-
ketball across the floor at a heavy bowling ball. The lighter one 
bounces back but the bowling ball also moves. From this it is a 
short step to imagining that if the bowling ball were heavier, it 
would move less. If it were really heavy, like a wall, it might 
not move visibly at all. But that does not mean that there is no 
force on the heavier ball. It just means that if its mass is large 
a given force won’t cause it to accelerate much. For very heavy 
objects the acceleration might be too small to notice even if 
the force is fairly large. Another example: if two people are on 
roller skates and in contact and if one pushes on the other, 
each moves away from the other. Both experience forces. New-
ton’s third law just tells us how those forces are related and it 
could not be simpler. The forces are equal in size and opposite 
in direction. 

Newton’s laws are particularly simple in the absence of fric-
tion. But frictional forces, the action of air friction or bodies 
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scrubbing against each other, can be incorporated as forces in 
Newton’s sense. Newton realized this–that his laws governed 
bodies on Earth and the motion of planets and and that the 
force could arise from any source. 

These laws are perfectly general for bodies not moving at 
speeds close to the speed of light. Since the speed of light is 
300,000 kilometers per second this means the laws work for 
most situations we can imagine. The laws apply even to atoms 
softly bouncing off one another. The only tricky part is that 
the laws don’t work in this form for the motion of electrons in-
side atoms or if an atom breaks up when hit. There are also 
subtle modifications if the forces are due to electromagnetism, 
although F=ma is still valid. Otherwise the laws always work. 
A large fraction of modern technology is based on Newton’s 
laws, which governs engineering on Earth and the motions of 
planets and spacecraft in the heavens. 

A down to Earth use of Newton’s ideas is a concept of “pres-
sure” in fluids (such as water or air). If we go down to the bot-
tom of a swimming pool with one ear up, there is a column of 
water weighing on our eardrum. There is a Newtonian force 
on our eardrum due to the water. That force is the mass of wa-
ter directly above our eardrum times the ubiquitous factor “g”. 
It is the same as the force needed to suspend the same column 
of water against gravity. We know how to get that force. 

• The force of water above our eardrum in a pool is = the 
density of water in kilograms per cubic meter × volume of wa-
ter in meters cubed × g in meters per second squared 

And we also know that the vol-
ume of water is the depth 
times the area of our eardrum, 
call them “d” and “A”,

 F=ρgdA

But there is a surprise. If we ro-
tate our head to the horizontal, 
there is no sense of the force 
changing. In a pool of water, 
the force is independent of di-
rection. What is more, the 
force is proportional to the 
area–a small force exerted by 
the water in the pool on our 
small eardrum and a larger 
force on a larger object. So 
there is concept of pressure, or 
the force per unit area independent of direction in the pool, 

 Pressure is the force on an area A divided by the area 

p=F/A=ρgd

Since force is measured in Newtons, pressure is measured in 
Newtons per square meter. 

Thinking further, even on the surface of the Earth we are at 
the bottom of a column of air that has mass and weight. We 
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can look up the mass of air above each square meter of the sur-
face of the Earth and see that it is about 10 metric tonnes. The 
pressure in Newtons per square meter is then the weight of 
this mass, ten metric tonnes (10,000 kilograms) per square 
meter times “g”, which is about 10 meters per second squared. 
The result is pressure in Newtons per square meter or “atmos-
pheric pressure”

pA = 1 × 104kg × 10 m
s2 = 1 × 105N/m2

This is an enormous pressure, the weight of ten tonnes over 
every square meter. Without an exactly counterbalancing pres-
sure inside our bodies, this mass of air would squash us flat. 
As it is, we do not even notice the pressure, the Newtonian 
forces being so perfectly balanced. 

Ten tonnes per square meter is also the mass of a column of 
water ten meters high. Another way of thinking about pres-
sure in a column of water is that the pressure increases by 
“one atmosphere” for every ten meters of depth in water.

Rock is not a fluid, but we can still think of a pressure deep in 
the Earth. Since rock is about two and a half times the density 
of water, the pressure increases by about one “atmosphere” 
(or about 105N/m2 ) for every four meters we go down in the 
solid Earth, rather than the ten meters for water. 

This leads to something startling. Suppose that we have a hole 
4 kilometers deep in the Earth. The pressure at the bottom is 
nearly the pressure of the overlaying rock (not exactly, as rock 

is not a fluid like water). If that hole “struck oil” and we 
wanted to fill the hole with water to hold down the oil, it 
would take a column of water 10 kilometers high to balance 
the pressure created by those 4 kilometers of rock. The water 
column would actually have to stick out of the atmosphere!  
This is the basic reason why oil wells drilled into a fresh sup-
ply of deep oil “gush” out. The rock pressure will create a very 
high column of oil because oil is 80%-90% the density of wa-
ter. Luckily, friction and the low flow rate of oil from rock 
keep these gushers from damaging overflying aircraft. 

There is another way to use Newton’s laws. For motion in the 
absence of friction, there is a quantity that is unchanged in a 
motion that is due to Newton’s laws. The unchanging quantity 
has come to be called “mechanical energy”. 

There are three possible parts to this energy in elementary 
physics. 

One part is called “kinetic energy”, the energy of motion. For a 

single body of mass m it is 
1
2 mv2 where v is the speed of the 

body. For a number of bodies, we just add up the individual 
kinetic energies. 

 The kinetic energy of a body of mass m and speed v = half 
the mass × the square of the speed 

1
2 mv2
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The second part is the “potential energy” of a body due to its 
location, such as a rock at the edge of a cliff. This is, for a sin-
gle body of mass m, mgh where h is the height above some ref-
erence height–the surface of the Earth or anything correspond-
ing to height zero. We can choose to measure h from any 
choice of zero height. This is “gravitational potential energy” 
near the surface of the Earth.

The third sort of energy in basic Newtonian physics is the 
stored energy of a perfectly frictionless spring when it is com-
pressed. When a compressed spring is released the stored po-
tential energy can reappear as, for example, kinetic energy. 
Spring loaded toy pistols do this. This third sort of energy 
won’t interest us except in that it is an example of “stored po-
tential energy” independent of gravity; we will meet more com-
plex examples of stored energy later. 

The two that are most useful for us are kinetic energy and 
gravitational potential energy. There is a simple example. We 
throw a ball vertically upward neglecting air friction (or doing 
this on the Moon where there is no air) choosing this zero of 
height to be the height at which the ball leaves our hand. At 
the instant of release the ball has kinetic energy but its poten-
tial energy is zero because we chose this to be the place where 
the height is zero. The ball rises vertically, slowing down due 
to the action of gravity. Eventually the ball comes to rest for 
just an instant before falling back down. At this moment when 
the ball is at rest it has no kinetic energy, but it does have po-
tential energy mgh where h is the height above zero (the loca-
tion of our hand). Remember that the energy does not change 

during the motion. So the en-
ergy at the start is just  
where v is the speed with 
which it left our hand, there 
being no potential energy at 
that instant. When the ball 
comes briefly to rest a height 
h above our hand it has en-
ergy mgh . The energy at the 
start must equal the energy 
at the end–that is the “con-
servation of mechanical en-
ergy” during the motion. So 
we have an equation–the en-
ergy at the start equals the 
energy at the end. This is true even though the forms of the en-
ergy are different at the start and the end. At the start the en-
ergy is “kinetic” and at the end it is “potential”. The equation 
reads 

 Initial kinetic energy when leaving our hand with upward 
speed v = final potential energy when momentarily coming to 
rest at the top of the motion h above our hand 

1
2 mv2 = mgh

If we know v this equation tells us how high the ball rises be-
fore momentarily coming to rest. Or knowing how high the 
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ball flies, it tells us how fast it was going when it left our hand. 
Since the mass m appears on both sides we can divide it out, 
the equation remaining valid. This just means that the rela-
tion between velocity and height does not depend on the 
mass. It works as well for a large mass as for a small one. 

We can also multiply both sides by the factor 2 and the equa-
tion is still valid. Now it reads v2 = 2gh . We can take the 
square root of both sides and the equation is still valid. But 
now it reads v = 2gh , a famous expression that also follows 
directly from Newton’s laws through the acceleration of the 
ball due to gravity. Using Newton’s laws we have to do some 
complicated mathematics to get this expression. Using the con-
servation of mechanical energy is simpler and this result tells 
us other things as well. If we just drop a ball from a height h 
above the floor, its speed at the instant it hits the floor moving 
vertically downward is ..... v = 2gh. And suppose that we put 
a small arc of frictionless semicircular track resting on the 
floor so that just before the ball reaches height zero it is de-
flected to move horizontally along the floor. Its speed, now 
horizontal, is ..... v = 2gh

  These are really simple examples that already show just how 
powerful this idea of the mechanical energy is, with energy be-
ing changed from one form to another (potential to kinetic, en-
ergy of position to energy of motion) and with the value of the 
energy itself unchanged. This does depend, though, on the ab-
sence of friction. 

 One “Joule” of kinetic energy is one half × 2 kilograms × 
the square of one meter per second. 

1 Joule = 1
2 × 2 kilograms × (1 meter

second )
2

So the unit of energy, the Joule, is the same as kilograms 
times the square of meters per second.

The Joule is not a particularly large unit of energy. A small 
ball of mass 200 grams thrown quite fast, 30 meters per sec-
ond, has a kinetic energy of less than 100 Joules.

A one metric tonne auto going 100 kilometers per hour (which 
is 28 meters per second) has a kinetic energy of about 
4 × 105Joules or 0.4 “megajoules” (work it out). The energy 
unit of megajoules or MJ will be important to us.

Kinetic energy is not just for objects moving in a straight line 
– it appears for anything that has mass and is in motion. Imag-
ine a thin walled cylinder, like a soup can open at both ends, 
having a mass M. If, while stationary, it rotates about its cen-
tral axis, all parts of the cylinder move at the same speed v 

and the kinetic energy of the cylinder is the same 
1
2 Mv2 . This 

is just the same kinetic energy that would occur if the can 
were not spinning but moving in a straight line with speed v . 
So a a two kilogram cylinder whose outer wall has a speed of 
1000 meters per second has a kinetic energy of  or 1 mega-
joule. Such high speed rotating cylinders have been made with 
special composite materials. 
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We can present potential energy similarly to kinetic. 

 Gravitational potential energy = mass × g × height above 
some chosen level 

Suppose that we raise a one metric tonne (1000 kilogram) 
automobile one meter above the ground. Relative to the 
ground the gravity potential energy is (remember g = 9.8 m

s2  , 

the same number as the free fall acceleration of any mass in 
the absence of air friction–even though nothing is falling here; 
the relevant number is just the same.)

potential energy=mgh

or, for our earlier mass, 1000 kg×9.8 ×1 m which is about 
10,000 Joules or 10 “kilojoules”. Notice that the units work 
out the same as for kinetic energy–both kinetic and potential 
energy can be measured in Joules.

This idea of potential energy is connected to another concept, 
work, which has many useful applications. 

Let us start with a rhetorical question: where does the poten-
tial energy of a mass near the Earth come from?  Suppose we 
lift a mass m a height h. If we do this slowly, then the mass is 
moving uniformly, making the total or net force on it is zero. 
But there are, of course, two forces acting. One is the force ex-
erted by our muscles as we are lifting the mass. This force 
points upward. The other force is the force of gravity pointing 
downward, equal in magnitude to the force exerted by our 
muscles. So, our upward muscle force is equal in magnitude to 

the downward force of gravity, or mg. We lift the mass 
through a height h. The product of our muscle force mg and 
the height we lift the mass is just mgh. This is the resulting po-
tential energy. Ultimately, it came from the action of our mus-
cles against gravity. We can express this mathematically, us-
ing F for our muscle force, and calling the potential energy 
“PE” as 

 Resulting gravitational potential energy= force × distance 
the force acts 

 PE=W=Fh=mgh

The new thing here is the muscular “work” we do lifting the 
mass, W. The new idea is that for any force F acting through a 
distance x that lies in the direction of F there is a work done 
W=Fx . (This is for a constant force acting parallel to the dis-
tance x. ) 

Here is another example, not involving potential energy. Sup-
pose we push or pull a frictionless cart having a mass m across 
a horizontal table with a constant horizontal force F. There 
are, of course, other forces acting on the cart. But these other 
forces–gravity acting down and the table force acting up–ex-
actly cancel because the second law tells us that if there is no 
vertical acceleration then the forces in the vertical direction 
must cancel. So the net force is only in the horizontal direc-
tion. It speeds the cart up if there is no friction. 

If this force F pulls the frictionless cart of mass m through a 
horizontal distance x, then it does work on the mass and the 
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cart ends up after moving 
through the distance x with 
kinetic energy (abbreviate 
it “KE”) equal to the work 
done or 

 Final kinetic energy of 
mass m = force F × dis-
tance mass moves 

KE = 1
2 mv2 = W = Fx

In this case there is no potential energy as a result of the force 
because the motion is horizontal–the vertical distance does 
not change. 

These are our two useful examples of work: work in the verti-
cal direction producing a change in potential energy or any 
work without friction in the horizontal direction producing a 
change in kinetic energy. Of course, if we lifted a mass verti-
cally a height h and then dropped it, it would acquire a kinetic 
energy equal in magnitude to mgh after falling through that 
height. This kinetic energy would be equal to the force of grav-
ity times the distance of fall, just as we saw before.

But what about friction?  It is everywhere around us on Earth. 
The air itself slows motion and leads to a “terminal velocity” 
of falling bodies in the atmosphere. If we drop a cork ball it 

will at first speed up and then soon reaches a constant speed 
as it continues falling. Since the speed is constant once it 
reaches this “terminal velocity”, the net or total force on the 
cork ball must be zero. From Newton’s first law, there must 
then be two forces acting that are equal and opposite. One is 
the force of gravity and the second is the “frictional force” due 
to motion in the air. 

Suppose that we start a block sliding along a horizontal table 
with friction present. The block may start with some kinetic 
energy and zero potential energy if we choose the zero of 
height to be the surface of the table. But after a while the block 
slows down and stops. Its kinetic energy is now zero, and its 
potential energy was always zero. It is no longer true that the 
original mechanical energy (kinetic alone) is unchanged, all 
because of friction. So where does the original kinetic energy 
go?  Newton’s laws actually provide a partial answer to this 
question. As the block slides along the table, gravity cannot 
speed it up or slow it down. Its height is not changing. So grav-
ity does nothing. The only force acting to slow the block is a 
“frictional force”. Call its magnitude Ff where the little f is just 
to remind us that it is friction. If this frictional force is con-
stant as it slows a block sliding on a table, then Newton’s laws 
tell us something. If the block starts off with some speed v on 
a level table and slides a distance d before stopping then the 
kinetic energy  at the start has been used up by the the fric-

tional force. This looks like 
1
2 mv2 = Ff d , where d is the dis-
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tance it takes to stop the originally moving block. This quan-
tity  is called the “work” done by the frictional force. 

We could then save the idea of conservation of energy by add-
ing to kinetic energy the energy associated with this frictional 
work. When the block is moving at the start there is only ki-
netic energy and no potential 
energy and no “frictional 
work”. At the end there is no ki-
netic energy and no potential 
energy but there is this result-
ing “frictional work” that has 
occurred in the meantime. We 
know that energy never just 
vanishes, this friction just gives 
rise to heat–the block and the 
table warm up a bit. If we were to vigorously rub the block 
back and forth we could even tell by touch that there is heat 
generated. But this attempt to invent a new sort of energy as 
“frictional work” seems a bit clumsy. It is not a concept that is 
general in nature in the same way as the potential energy. Af-
ter all, the block and the table could be made of some other 
material, the frictional force could be different and the dis-
tance before stopping would be different. Potential energy is 
simple and this invented idea of heat energy from frictional 
work doesn’t seem useful at first. 

A falling ball influenced by gravity is an example of work. The 
force of gravity near the Earth’s surface does work on a falling 
ball. If a ball starts at rest and falls down a distance h, then 

gravity does work mgh where mg is the force. This is just Fh 
with a new F=mg and the work is equal to the kinetic energy 
the ball has after falling through a vertical distance h . But we 
saw this before in the guise of energy conservation. So maybe 
it is not absurd in our frictional example to use the work done 
by that frictional force as a kind of energy. 

Raising a mass through a vertical distance h requires doing 
work against gravity. Some external force is needed–muscu-
lar force in our earlier example. The “Empire State building 
runup” is an example of this. It is a yearly competition to 
climb the stairs of the Empire State building in the shortest 
time. In this case our muscles have to provide work against 
gravity. By Newton’s first law at constant speed this is just the 
same in magnitude or amount as the force of gravity (but op-
posite in direction). And the work our muscles do is mgh 
where m is our mass and h the height of the building, as we al-
ready saw in other contexts.

The work we do going up the stairs of the Empire State build-
ing is just mgh whether we do it quickly or very slowly. But 
what is limiting in a competition to run up the stairs fast is the 
rate at which our muscles can do this work–how fast we can 
do the work. And the rate–if we run up at constant speed–is 
just the work divided by the time from start to finish. Mathe-
matically this is 

 “Power” or rate of work = work / time 

P=W/t=mgh/t
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with P designating the “power” or rate of doing work. All of 
us can do the work W-maybe very slowly. What we cannot all 
do is do it in a short time t or do it at a high power. 

This runup has been done in about ten minutes by highly 
trained athletes; let’s assume that the Empire State is about 
300 meters high or 100 stories of about 3 meters each (a 
“story” is actually a bit more than this, but we are estimating). 
Then for a 70 kilogram runner and using our factor g we get a 
work in running up of 

W = mgh = (70kg)(10m /s2)(300m) = 2 × 105Joules 

where we remember that the unit of energy is Joules and one 
Joule equals 1 kilogram times 1 meter per second squared. It 
is sometimes useful not to use Joules directly but rather the 
unit of megajoules, abbreviated “MJ”, which = 106Joules . So 
this runup involves work of 0.2 megajoules. The rate of doing 
this work, or the “power”, is just .

P = 2 × 105J/600sec = 300 Watts 

This new ’Watt’ unit describes power and is 1 Joule divided by 
1 second. (This is the same “Watts” as in “a light bulb dissi-
pates 100 Watts”). This number, 300 Watts, is close to the 
best value of the rate of doing mechanical work possible for 
the human body. Most of us cannot get close to this rate of do-
ing work. We all have heard of “horsepower” for automobiles 
(though using Watts would be better). One horsepower is also 
a unit of power, about 750 Watts. So the best rate of work for 
a human can manage, at least for about ten minutes, is about 

a half horsepower. Of course, a horse could not run up the 
stairs of the Empire State building, so whether or not a horse 
could do “one horsepower” of work per unit time has to be de-
termined another way. We could have a horse drag a mass 
across a rough floor at a steady speed and determine the fric-
tional force resisting the motion of the horse. In this case the 
work done in a time t is  where d is the distance the horse goes 
in time t. Then the useful rate of work done by the horse is  
P = Ff d /t = Ff v where v is the steady speed of the horse. If we 
can measure the frictional force and the speed of the horse, we 
can find out if a horse can really do work at a rate of “one 
horsepower”. Another way to do this would be to have a horse 
raise a weight by pulling on a rope that runs horizontally to 
and over a pulley and down to the weight. The power would 
then be written in a way similar to our Empire State runup ex-
ample. 

These ideas of work and power are central to the practical ap-
plication of energy. The key difference between work and 
power is something we can appreciate from daily life. We can 
all walk up the stairs of the Empire State building, doing work 
mgh, but very slowly so as not to tire ourselves out. That 
might take an hour or more. What we cannot all accomplish is 
doing this amount of work (as energy) quickly. That is the dif-
ference between work or energy and power. 

An easy way to personalize this difference between work and 
power is to slowly walk up the stairs of a 4 or 6 story building 
and then go back down and run up the stairs as fast as you can 
and compare just how it feels in the two cases. Of course, in 
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both cases the product of the mechanical power you expend 
and the time to get to the top is the same (the total work or the 
change in potential energy)! 

Here is an imperfect but useful analogy of the difference be-
tween energy and power. Think of the power as the rate at 
which water flows into a bathtub and the energy as the 
amount of water in the tub. 

It may seem that the distinction of work or energy and power 
is easy, but it is not. Daily life gives us abundant examples of 
how confusing the difference between work or energy and 
power can be. Just to mention one common one, find a fur-
nace for heating a house and check the label on it. Many of 
them in the U.S. state a certain number of “BTU” the furnace 
produces. But BTU, as we will see, is a unit of heat energy and 
not power. So the furnace label should be “BTU per hour” or a 
unit of power, not energy. A label stating the rate of heating in 
kilowatts would be better.

Our example of the Empire State building runup leads to a 
question: in doing this we do an amount of work which we 
have estimated as about 0.2 megajoules or 0.2 MJ. This is use-
ful mechanical energy, but is it the actual total energy used by 
our body in going up the stairs?  To answer this we have to 
learn more about the origin of the energy we use in climbing 
the stairs. This is a “thermodynamic” problem.

Problems

1. Make graphs of distance versus time for a car moving at 
60 kilometers per hour, using these units and also units of me-
ters and seconds. Try millimeters for distance and millisec-
onds for time. You can do all these on notebook paper if you 
are careful, but cheap pad graph paper is better. 

2. Acceleration is the rate of change of speed and the accel-
eration downward of a dropped rock is about ten meters per 
second per second or 10m/s2 . If you run into a wall, you are 
(negatively) accelerated, slowing you to a stop. Estimate the 
acceleration for this case (you may be way off, but try it any-
way). 

3. The record stopping acceleration, or deacceleration, for a 
surviving human corresponds to stopping in 60 centimeters in 
4 milliseconds. What is the resulting (negative) acceleration?  
(This is a little tricky, because distance, not speed is given.) 
Much larger acceleration than this will kill you. 

4. What is the force, in units of Newtons, you need to exert 
to barely lift a box of mass 30 kilograms?  What is the force 
needed to suspend an elephant?  

5. Rock is not a fluid, but in the spirit of an estimate what is 
the pressure in units of Newtons per square meter at the bot-
tom of a column of rock 5 kilometers high?  What is this in “at-
mospheres of pressure”?  How high a column of water would 
this pressure support?  

6. If you drop a bowling ball from the top of Everest, with-
out considering air friction, how fast would it be going when it 
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hit sea level?  (Imagine that you can climb Everest from the in-
side.) Ignoring air resistance is bad in this case, but better for 
dropping a bowling ball from the top of the Empire State build-
ing it is OK. So how fast is the bowling ball going when at 
street level, dropped from the top?  

7. Imagine that you can push a 30 kilogram box on friction-
less rollers with about the most force you can manage, 100 
Newtons. What work in Joules do you do after it has gone 5 
meters?  What is its kinetic energy in Joules at this point?  
How fast is it moving?  

8. A 100 tonne aircraft can, on takeoff, go from rest to 
about 200 kilometers per hour in a runway distance of per-
haps one kilometer. How much work is done, in Joules, to ac-
complish this. What is the force exerted on the aircraft by its 
engines (assuming that the force is constant). What is the 
power generated by the engines?  

9. I think that I could climb the stairs of the Empire State 
building in about two hours. What Newtonian power do I gen-
erate?  Is my final potential energy at the end the same or dif-
ferent from that of the record holder who did the climb in 
about ten minutes?  
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CHAPTER 4

Physics Tools--
Thermodynamics

Heat as energy and a part of the conserva-
tion of energy is central to everything in 
this book.

Joule used this apparatus to show quantitatively 
that heat is a form of energy. From Wikipedia



It is commonly said that heat is a form of energy, but to solve 
real problems that involve heat we need to analyze what that 
casual saying really means in physics terms. Take our example 
from the last chapter where a block slides on a table and 
comes to rest because of a frictional force. The original kinetic 
energy of the block is something we learned to put in num-
bers, but what about the heat energy generated by friction?  If 
the block masses a kilogram or so and is sliding at a meter or 
two per second, we know that the original kinetic energy was 
about a kilogram times the square of a meter or so per second, 
which comes out to a Joule or a few Joules. If this all turns 
into heat energy, where does it go?  The block?  The table?  If 
we put our hand on the stopped block or the table, it does not 
seem hotter, but it is, if only a bit. We could also drop a block 
from a meter or two onto the floor. Its initial energy is poten-
tial energy due to the height above the floor, which might be 
ten or so Joules. After the block falls and the instant before it 
hits the floor it has no potential energy but it does have kinetic 
energy equal in amount to those original ten or so Joules. Af-
ter the block hits the floor and comes to rest there should be 
this same amount of energy, now as “heat energy“, but it is 
still undetectable. Even if we drop the block hundreds of 
times, it still does not seem unusually warm. This is odd, be-
cause there are lots of examples of “heat” that are very notice-
able, such as stoves and bathwater. If we grind a piece of steel 
with a motorized grinder it gets hot, so we can see there is a 
lot of heat energy there. This heat energy must in some way 
come from friction between the piece of steel and the grinder, 
which is all made possible because of the energy supplied by 

the motor. We can see that it is happening, but the difficulty is 
predicting and measuring exactly how much heat is created in 
any given situation. 

Solving this problem took decades in part because there was 
no clear idea of energy conservation. The first hint came from 
a famous renegade royalist American, Benjamin Thompson. 
Among other things, he was responsible for producing the 
bores of cast cannon by means of a tool that could cut the cast 
bores smooth. He observed that the friction of the rotating 
tool made enough heat to boil water. He realized he could boil 
as much water as he chose, the amount depending only on the 
work done by horses walking in a circle and rotating the tool 
rubbing against the inner wall of the cannon bore. If he 
wanted to boil a larger amount of water, it only took more 
work from the horses. This was the first clear observation that 
one could turn mechanical work into heat. Clearly both the 
heat and the mechanical work were vastly greater than in our 
simple example of the block, but by how much and how are 
the work and heat to be measured?  

The English physicist Joule 
used the new idea of conserva-
tion of energy, largely created 
by him, to guide an experiment. 
He used a falling mass to make 
friction in a liquid, so he could 
measure the temperature 
change easily. To get enough 
heat to measure, he let the 
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weight fall a large distance by raising it up repeatedly and let-
ting it fall slowly while turning paddles in an insulated water 
can. In this way he found that about 4200 Joules of initial po-
tential energy are needed to increase the temperature of a kilo-
gram of water by a mere one degree Centigrade. One degree 
Centigrade is not much–zero degrees C is where water freezes 
and 100 degrees is where it boils. One degree can be meas-
ured, but that one degree change is hardly perceptible to a 
hand immersed in the water. Now we can understand why a 
few Joules of heat energy from the sliding block does not cre-
ate any noticeable heat.

Before Joule it was known how to transfer heat directly from 
one sort of material to an-
other, for example from a 
kilogram of water to a kilo-
gram of Aluminum using 
heat energy directly. This 
did not depend at all on us-
ing mechanical work to 
heat objects. Using our mod-
ern way of expressing this in terms of energy, if we could use 
4200 Joules of direct heat energy to warm a kilogram of water 
by one degree Celsius , then it would take a measured 900 
Joules to heat one kilogram of Aluminum by one degree Cel-
sius. We can make a table of these numbers, the specific 
heats.

It was Joule who showed that you got exactly the same results 
whether you used direct heat or mechanical work. So in all 
cases, heat is energy.

A fantasy experiment makes the relation of mechanical energy 
to heat energy plain. Imagine that you had to heat your bath-
water by dropping it from a height h. For our example we will 
pretend we can do this without energy loss or loss of water, 
perhaps by putting the water in a magical indestructible bag. 
The initial potential energy is Mgh where M is the mass of the 
bathwater. The water falls, let us assume without air friction, 
and acquires some kinetic energy equal in magnitude to the 
initial potential energy. This ki-
netic energy is turned into heat 
by the impact of the water 
when it hits our imaginary bath-
tub. To heat one kilogram of wa-
ter one degree we need 4200 
Joules of energy, so we know 
that the total energy we need is 
4200 Joules per kilogram of wa-
ter times the change in tempera-
ture. If we are trying to heat 
our water by 40 degrees Centi-
grade then the heat energy for 
each kilogram of bathwater is 
4200×40=170,000 Joules. To 
find out what height corre-
sponds to this amount of energy, we take g×h for each kilo-
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gram of bathwater. To get h in meters we have to divide 
170,000 Joules by g or about , which gives us a height of 
17,000 meters or 17 kilometers. Since each kilogram heats up 
in this fall and the impact at the bottom, so does the whole 
bath, however many kilograms it contains. This 17 km is how 
far we would have to drop our bathwater to heat it up for a 
merely comfortable bath!  Or: lot of mechanical energy in the 
form of potential energy is needed to produce a modest 
amount of heat energy. The energy may be the same in nu-
merical value for potential energy as mgh and heat, but our 
perception of it is quite different. This also works the other 
way around because heat energy can be very effective when it 
is turned into work. 

In everyday life the only large source of heat energy we notice 
is fire obtained by burning wood, coal or other similar things. 

Just as Joule did, we can measure the heat energy equivalent 
of mechanical work by using it to heat water. The same proc-
ess should work if we measure the heat energy of anything 
that will burn by using it to heat water. If we burn a kilogram 
of wood and if we can capture all the released heat energy 
then the number of degrees Centigrade that it can heat water 
measures its energy. Here we meet the fact that heat energy 
from burning is large. Remember, the mechanical energy of a 
slowly moving kilogram block was tiny, a few Joules. What do 
we get if we burn a kilogram of wood?  The kind and moisture 
content of wood affects its energy output, but we just want a 
rough idea.

Figure 15:  A picture of the label on a candy bar. The energy is 
in bad units of “Calories” rather than Joules. One of these 
“Calories” is 4200 Joules. So the heat energy got by burning is 
151 Calories times 4200 Joules per Calorie or about 0.6 MJ.

For our examples we will think of a typical kilogram of rea-
sonably dry wood plus the oxygen needed to burn it. By experi-
ment we would find out that, if we make an efficient fire, even 
a small amount of wood (a few hundred grams) will boil away 
on the order of a kilogram of water. Our earlier example in-
creased the temperature of a kilogram of water by a degree Cel-
sius. So what mass of water will increase in temperature by 
one degree if we put the heat energy of one kilogram of wood 
in it?  It turns out to be almost four tonnes of water!  Put an-
other way, burning a kilogram of wood in air releases heat en-
ergy in the amount of about 15 million Joules, or 15 mega-
joules. This is a huge number. A four kilogram bowling ball 
raised to the top of the Empire State building has an increased 
potential energy of only about 12000 Joules or 12 kilojoules, a 
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thousandth as much. If the 
heat energy in a kilogram of 
wood could be used with 100% 
efficiency to raise a mass to the 
top of the Empire State, that 
mass would be five tons, about 
the mass of five compact cars. 
Raising one car to the top of 
the Empire State building 
would require the same energy 
got by burning a fifth of this or 
a mere 200 grams or about a 
half pound of wood. 

Our entire industrial civilization is largely based on this gross 
difference between the energy of mechanical work and the 
much greater heat energy released by burning things. 

In burning wood or anything else we do not usually count the 
mass of the oxygen used up, although this is a essential part of 
combustion. If we estimate that wood is all carbon (and this is 
a pretty crude estimate because wood is actually about half car-
bon by mass) then what happens is that carbon atoms com-
bine with oxygen to generate heat and a gas called carbon diox-
ide, CO2. Given that a carbon atom and an oxygen atom weigh 
about the same we expect that within a factor two or so the 
mass of oxygen used up is about twice the mass of carbon 
burned.

The origin of this heat energy 
got by burning in oxygen comes 
from the energy difference be-
tween a free carbon atom and a 
free oxygen molecule and the 
carbon dioxide molecule that 
results from burning. The car-
bon dioxide molecule has less 
chemical energy that the free 
carbon and oxygen. The result 
is released heat energy. (The 
same also works for the hydro-
gen in most fossil carbon.) This 
is originally “chemical energy” 
that is turned in to heat energy. 
It is amazing that this original chemical energy is latent, intan-
gible to us, while the heat energy after burning is obvi-
ous–think of burning an ordinary sheet of paper. 

Once we see how to measure the energy content of burnable 
things, we can make a table. A kilogram of coal releases about 
30 MJ of heat energy when burnt. A kilogram of natural gas 
yields about 40 MJ, a kilogram of gasoline about 43 MJ, pea-
nut butter 25 MJ, bread 10 MJ and so on. It is curious that 
these numbers are all nearly the same, within about a factor 
two of the approximate middle value of 20 MJ. If you have to 
guess the energy content of something burnable, try 20 MJ 
per kilogram. Explosives that contain their own “oxidizer” are 
a different matter, but for most things 20 MJ/kg will be a 
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good guess. In all cases the 
heat energy is released by 
the combination of mole-
cules of the stuff with oxygen 
and most molecules have 
about the same energies of 
combination. All of our 
wood, coal, food and gas 
forms of “chemical energy” 
are built out of roughly the 
same structures and the re-
leased heat energies are all 
about the same. Again, origi-
nal chemical energy is intan-
gible but it can be trans-
formed into the same amount of heat energy by burning.

As an example, you can easily check the heat energy released 
in burning a candy bar because all the needed information is 
printed on the bar. Inconveniently, in the United States the 
unit of energy is the Calorie (upper case “C”), rather than the 
Joule. A Calorie is about 4200 Joules, so the “Calories” 
printed on the candy label can be converted to joules by multi-
plying by 4200. Most candy gives the mass in metric units of 
grams despite the wayward unit of “Calories” for energy, so 
the number of MJ/kg for candy is easy to get. You can check it 
yourself and see that a candy bar is very roughly a megajoule 
and the same for a jelly donut. 

With the metric system rather than “Calories”, the unit of MJ/
kg is particularly nice. Because everything is in units that are 
equally proportional, a MJ/kg is equal to one kJ/gm (kilo-
joules per gram), which is equal to one GJ/tonne. Here is the 
calculation:

1 MJ
kg = 1 10−3GJ

10−3tonne = 1 GJ
tonne

Looking at the amount of energy created by burning raises an 
obvious question: do we really get this amount of energy to 
run our bodies?  After all, we do not contain small burners in-
side us. The answer is that the actual process of turning mate-
rial to useful energy is much more complicated, and much less 
efficient than the ideal scenarios described above. After eating 
bread we excrete part of it and this, if burned, would contain 
heat energy. Dried cattle feces are used around the world as 
fuel for fire, showing that they do not actually get all the en-
ergy in the food and their and our “efficiency” is far from per-
fect. When talking about sources of energy we quote the possi-
ble energy content, then later work on inefficiency. We often 
see the information that a standard diet in the U.S. is about 
2000 of these “Calories” per day. This is about 8.4 MJ/day, or 
something around 100 Watts of power, the same as the heat 
generated by a 100 Watt light bulb. We find this as follows:

                  8.4 MJ
day

= 8.4 × 106 Joules
8.6 × 104sec

≈ 100W

It may seem odd to measure the rate of energy used here as 
Watts or Joules per second, but this is quite right. Watts are 

61



Joules per second, so this means that if we were perfectly effi-
cient we would “burn” about 100 Joules per second. This num-
ber is not completely correct because we do not actually “me-
tabolize” (turn into useful energy) all that 8.4 MJ. You might 
want to try to find out just what fraction of that energy is 
wasted as excreted material. 

Now we see why athletes need to eat so much when competing 
or exercising, and we start to see why running up the Empire 
State building does not only take the amount of energy re-
quired to lift our mass to that height. If an athlete can output 
a few hundred watts of useful mechanical work running up 
stairs then they must need to take in a multiple of that “2000 
Calorie” daily diet. I am told that a normal person on a 2000 
calorie diet can work an 8 hour day performing useful (Newto-
nian) work at the rate of about one tenth horsepower. This is 
75 Watts (one “horsepower” is about 750 Watts) or perhaps 25 
Watts averaged over a 24 hour day. If this is correct we are 
about 25% efficient at turning food energy into useful work. 
The remaining energy appears as heat.

We can use our information to find out something interesting, 
in another context. Suppose a car traveling 100 kilometers per 
hour travels 25 miles on a gallon of gasoline. It is easier to 
compare various forms of transportation energy in metric 
units so we will convert this to megajoules per kilometer. 
We’re using one gallon of gas, which is 3.8 liters. Gas is less 
dense than water so if we guess that the density of gasoline is 
about 0.7 kilograms per liter we can look at our table and get a 

primary energy use of about 3 megajoules per kilometer the 
car travels, 

  
(1/25 gallon) × (3.8 l /gallon) × (0.7 kg/l)

1 mile × (1.6 km /mile) × 43 MJ/kg

 =2.9 MJ/km

Transportation is one of our greatest uses of energy in this 
country, so now we know where we stand. If you want more 
energy efficient travel you have to beat this number, about 3 
MJ/km and if you want something that will be worth the ef-
fort, you should aim to beat it by a lot. 

All of our attempts to produce usable energy and increase the 
efficiency of transportation are governed by the great general 
law of conservation of energy. The law has many forms and ex-
pressions, but in layman’s terms it means that you can not 
ever get more energy out of a closed system than you put in. 
Energy may change form, from kinetic energy to heat energy, 
but energy does not just appear or disappear. A “closed sys-
tem” in this definition contains a fixed amount of energy and 
that amount can not change. If there is some engine or “sys-
tem” whose energy does change, it means that energy has 
been imported from outside the “system”. Various bits of en-
ergy can be converted from one form to another, but nothing 
can magically appear or disappear. The law for this “closed sys-
tem” reads: 

 Chemical plus heat plus kinetic plus potential energy is (or 
equals) a constant 
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 CE+HE+KE+PE=constant

The abbreviations are: CE 
for chemical energy, HE 
for heat energy, KE for ki-
netic energy of motion and 
PE for potential energy. 
Earlier we saw examples 
of the conversion of poten-
tial energy in the Earth’s 
gravity into heat energy, 
and the conversion of 
chemical energy in materi-
als and the atmosphere 
into heat energy. The law 
of conservation of energy 
can be complex and in cer-
tain situations we might 
express it differently, but the basic structure is simple. The ex-
act mathematical way the law is expressed can vary but the 
constancy cannot. Every time the law has been tested, it has 
worked. There have been famous frauds, mostly in the 19th 
Century, in which this energy conservation has been “vio-
lated” by “Perpetual Motion” machines, but in all cases these 
“Perpetual Motion” machines have secretly imported energy 
from outside. Sometimes a genuine new form of energy has to 
be incorporated, such as the recent introduction of nuclear en-
ergy, but this was just a previously unrecognized form of en-
ergy. Once included, the law remains valid; the attempts to 

find a violation to conservation of energy are the story of our 
hope that we could get something for nothing.

It would be well to remember that the law is for an isolated 
closed system. If energy comes in from outside, we know how 
to measure it and it has to be included. The energy of the sys-
tem increases by a known amount due to the import of energy 
of a known form and amount. We can imagine that the “sys-
tem” includes the known energy and then the total is constant. 
Either way of looking at imported energy works. 

A simple example is sledding down a hill. We spend energy to 
climb up a hill, and get energy out in the form of our speed or 
kinetic energy at the bottom of the hill. If we want more speed 
at the bottom, we have to put in more energy to climb higher 
up the hill. We can never get more energy out of our system 
than we put in. If you only climb half way up the hill and bring 
a rocket pack to make yourself go faster, all you have done is 
smuggled in outside energy.

Here is another example of energy conservation of a closed 
system compared to smuggling energy into a system. Suppose 
we imagine a “system” to be a closed gym room with a basket-
ball resting on a platform a height H above the floor. The ball 
then very slowly rolls off the platform and falls some distance 
to the floor, bounces a bit and then comes to rest. Let’s choose 
the initial energy of our system to be MgH, the potential en-
ergy of the ball a height H above the floor. We can ignore the 
tiny initial kinetic energy, which can be made as small as we 
wish just by letting the ball roll off the platform more and 
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The equation for conservation of 
energy can be confusing, because 
the constant really just means that 
the energy of an isolated system 
cannot change when something 
happens. The value of the constant 
is not important; there is no such 
thing as “the total energy of an 
isolated system”, because we can 
change the constant. Choosing 
where we pick the potential energy 
to be zero is one such change of the 
constant. (Also, the exact meaning 
of heat energy is a bit more 
complicated than implied by this 
equation.)



more slowly. Then later, a 
moment before the now fal-
ling ball hits the floor it has 
no potential energy but 
does have kinetic energy 
equal to its original poten-
tial energy. Then after the 
ball comes to rest, the sys-
tem has the same energy as 
at the start, but now it is 
heat energy of the gym. The 
heat energy is distributed in 
the gym, but it is there. The 
potential and kinetic ener-
gies are zero. Now compare 
this to the following: the gym is entirely empty with no basket-
ball. Let us call the energy in the gym zero. Someone from out-
side moves a basket ball from outside onto the platform that is 
a height h above the floor–say that there is a window there be-
hind the platform. Now our system has energy brought in 
from outside and we can call this energy MgH, the potential 
energy of the ball. Now everything proceeds as in the first case 
we mentioned. The energy of the system (the gym) is con-
served once we account for the potential energy that was 
brought in by placing the ball on the platform. And we can 
also see the role played by the constant mentioned above. 

The law of conservation of energy for a closed system can even 
apply to a system that operates on a huge scale. When our so-

lar system began, it was a 
reasonably isolated cosmic 
cloud of gas and dust. 
These particles were not 
moving much, so they had 
little kinetic energy. They 
were far apart, so there 
seemed to be little gravita-
tional potential energy. 
There was some chemical 
energy in molecular form 
but this was also small. 
Now we look and see a 
bright and hot sun with 
enormous heat energy. 
Since the total energy of 
our solar system is mostly conserved apart from some radiant 
heat loss, how can there now be a sun where the was a cloud 
of dust?  The heat energy that was required to begin the nu-
clear reactions taking place in the sun came from the kinetic 
energy of the gas and dust as it fell into a ball, collecting more 
gas and dust as it became more massive. That dust acquired 
kinetic energy as it sped up falling in. The thing to remember 
is that all the energy the dust seems to have “created” by fal-
ling into a ball is actually balanced by the gravitational poten-
tial energy that exists because of its collapse. The sum of posi-
tive kinetic energy of molecules (or heat) when the sun started 
almost exactly balances the now negative gravitational poten-
tial energy of the condensed solar sized cloud of gas and dust. 
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This might be startling but is in perfect conformance with the 
law of conservation of energy. This heat started the sun off, 
but it now continues to burn due to the energy released in nu-
clear reactions in the sun. This “nuclear energy” is a new term 
in our energy conservation relation. Once it is included, en-
ergy remains conserved. 

The law of conservation of energy is the foundation of our 
ideas about both energy and technology and also about the na-
ture of the universe itself. 

Engines

Engines convert energy into motion, often using the heat cre-
ated by the burning of one or another form of fossil carbon. 
Though we know we cannot get more energy out of an engine 
than we put in, how can we describe in more detail the way en-
gines use energy?  

For engines, it is convenient to express the law of conserva-
tion of energy in a specific way, unlike the general examples 
above. What we are interested in is heat energy and useful me-
chanical work rather than kinetic and potential energy. Let’s 
write our law for engines with Q as the positive amount of 
heat energy introduced from outside into an engine (or a “sys-
tem”, more generally) and W as the positive amount of Newto-
nian work done on the engine or system. Both of these num-
bers are positive quantities. If we introduce this total amount 
of energy Q+W into the engine, then the total energy of the 
system goes up by this amount. We call this change of the to-
tal internal energy “Δ U” where this symbol Δ means “change 

in”. There is a total internal energy of the system U; we will 
see an example of this later. We can write it like this: 

 Positive heat energy into the engine (or system) plus the 
positive Newtonian work done on it = the change in the inter-
nal energy of the system 

Q + W = △ U

Now here is a complication that confuses almost everybody: 
how we treat positive and negative quantities. We wrote Q and 
W as positive and this means that we introduce heat into the 
engine or system and do mechanical work on it. By energy con-
servation both of these increase the energy of the system. If 
heat were to leave the system and go somewhere else, we 
would write -Q and the quantity “Q” is still positive, the minus 
sign takes account of energy leaving the system. Same for 
work. If we write -W we mean that the system does work on 
its surroundings. The result of both is then to decrease the in-
ternal energy of the system. An automobile engine does work 
on the outside so we would write the work it does as -W, “W” 
being the positive numerical magnitude of the work. 

For an auto engine, burning gasoline, chemical energy, gener-
ates heat and the hot gasses that result expand, pushing a pis-
ton and turning heat into motion. This motion then is used to 
spin a crankshaft, and the generated motion eventually turns 
the car’s wheels.
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 The expanding gas and the 
metal walls immediately sur-
rounding it are the engine, 
one of those walls being the 
moving wall of the piston 
head. We usually think of eve-
rything under the hood of the 
car as an engine, but reducing 
our engine to only hot gas 
and its surrounding walls 
makes for a simpler example. 
To help keep track of the en-
gine’s energy, we think of 
heat energy Q into the engine 
as positive and energy out of 
the engine, -W, as negative. When gasoline is ignited and be-
gins to burn, this is heat “in” to the engine. When the engine 
gets hot and heat flows out, this is heat “out” of the engine. 
“+W” is the work done on the engine by outside forces, such 
as the work done on the gas of the engine by the compressing 
force of a piston. This puts energy into the engine and has a 
positive value while Work done by the engine, the actual turn-
ing of the car’s wheels, is negative because energy is leaving 
the system. We need to use these signs because conservation 
of energy has to account for both the energy in and out of the 
engine. 

The molecules of hot gas actually have more kinetic energy 
than colder gas, and those molecules are bouncing around 

more. If Q+W= Δ U, we can 
think of Δ U as the amount of 
increase in the kinetic energy 
of the molecules of gas in the 
engine. If we put energy in 
the form of positive Q or posi-
tive W into the engine, the ki-
netic energy of the molecules 
will go up. The reverse works 
too. If we take heat energy 
out or have the engine do 
work on the outside, the ki-
netic energy of the molecules 
in the engine will go down. 

Now, what do we mean by an engine and its internal energy?  
Clarity about this was a great accomplishment of the nine-
teenth century. Here was the idea: any real world engine of in-
terest is a gadget that does the same thing over and over. That 
is, it runs in “cycles”. At the end of each of these cycles the en-
gine is the same as at the start of the cycle. An auto engine’s 
speed is measured in “revolutions per minute” because the en-
gine runs through a cycle of one rotation and then repeats the 
same cycle over and over. One clever thing about this idea is 
that if you look at the beginning and end of a cycle, the engine 
is unchanged and everything is back in place. So whatever the 
“internal energy” U is, it is the same at the beginning and end. 
It may be that heat energy is introduced by burning gasoline 
at the start of a cycle but this must then equal the energy at 
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These signs are hard to get used 
to because we tend to think of 
the work out of the engine as 
positive; some textbooks do 
exactly this–choose signs so the 
work out of or done by an engine 
is positive and not negative as 
here. We have to do energy this 
way if we stick to thinking of heat 
into the engine or work done on 
the engine as positive thus 
increasing the energy in the 
engine. This is called a 
“convention”; you have to watch 
out for this convention in books.



the end. As an illustration of this, let us call the energy put in, 
say by burning gasoline and oxygen, as heat Qin ; this is a posi-
tive number of Joules. The engine, hot gas and piston, then 
does some useful work -W, a negative number of Joules, on 
the outside (on a crankshaft, for example) and dumps some 
heat −Qout which leaves the engine as a negative number of 
Joules. 

Since any “internal energy” U is the same at the start and end 
of a cycle, the energy at the start must be the energy at the end 
or 

 The total energy into the engine during a cycle, including 
the total heat in plus the (negative) work done on the outside 
during the cycle must be the change in internal energy, which 
is zero, or 

Qin − Qout − W = 0

Remember that the quantities in this equation are all positive; 
the minus signs are there to tell us whether the energy is going 
in or coming out. This can also be written in a simple form “to-
tal energy in equals total energy out, including heat energy 
and work”

Qin = Qout + W

This is the great equation of engines. It just expresses the fact 
that the total energy into the engine in magnitude equals the 
magnitude of the energy out of the engine in one cycle of its 
motion. Not all the things that we think of as engines run in 

cycles–the human body does not–but these particular engines 
are the basis of our industry. Understanding the physics of 
their operation is one of the great intellectual works of the 
nineteenth century. 

So, now that we have the equation that governs cyclical en-
gines in front of us, we can see that the ideal engine would be 
one in which Qout is zero. In such an engine all the heat gets 
converted into useful work: . Such an engine would be able to 
actually lift a car to the top of the empire state building by 
burning half a pound of wood, as in our previous example. Un-
fortunately this is impossible. The second great discovery of 
the physics of heat was that the heat energy “left over”, Qout , 
can never be made zero. 

We may all recognize the conservation of energy as a funda-
mental idea that seems trivial, but the deep underpinnings of 
the idea that Qout can never be made zero still resonates in 
physics today. The impossibility of ever making Qout zero is 
central today even to our view of the universe’s origin. There 
is a quantity in nature called “entropy”, which relates to heat 
in a closed system. The concept states that the amount of this 
entropy in a closed system can never decrease. It can with 
great effort be held nearly constant but in anything but a ideal-
ized system it always goes up. Remember, the total energy of a 
closed system can never change– a “closed system” being one 
that includes all its sources or sinks of heat, work and so on. 
This law of the increase of entropy in a closed system is a bit 
strange, but it still applies to engines. To understand how, we 
need some background on temperature.
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Temperature and Entropy

Up until now we have treated the concept of temperature in a 
very casual way, as people are familiar with the concept. We 
have thermometers in our ovens and refrigerators, outside our 
windows, and in our bathrooms in case we get a fever. In the 
United States these thermometers almost all use the Fahren-
heit scale– water freezes at 32 degrees and boils at 212 de-
grees. That can be convenient, but a much more meaningful 
scale is the Celsius (or centigrade) one we already used. In the 
Celsius scale, water freezes at zero and boils at 100. If we mix 
ice, water, and salt the temperature can get down to about -20 
Celsius, while a very cold winter temperature is about -40 C. 
The cold record on Earth is somewhere around -70 C, while a 
special thermometer in outer space in the shadow cast by the 
Earth, might measure -220 C. Just how negative can we push 
the temperature?  There is an answer to this question: On the 
Celsius scale the absolute lowest temperature that can exist is 
-273 degrees. Whatever the substance, be it ice or gas cooled 
in a research lab, this temperature cannot be beat. The exis-
tence of this lowest temperature was a fundamental discovery, 
and led to yet another temperature scale. While the Celsius 
scale sets zero at the freezing point of water, the Kelvin scale 
has a temperature of zero at this lowest possible value. The in-
tervals are the same as degrees C, so water freezes at “273 K” 
and boils at “373 K”. 

T(Kelvin)=T(Celsius)+273

After more than a century of experimentation we have found 
that it is not possible to even reach this zero of temperature. 
This is why you read about new experiments that reach some 
new lowest temperature, a tiny fraction of a degree Kelvin, but 
they never actually reach zero. 

This Kelvin scale for temperature originated in an interesting 
way, going far back in physics. We can take a simple gas such 
as Helium and measure its volume and pressure and tempera-
ture, for example temperature in degrees Celsius. 

The origin of the Kelvin temperature scale involves measuring 
temperature and pressure in gasses, so to understand tempera-
ture we will also have to understand pressure. Pressure is re-
lated to the Newtonian force, and is the force per unit area, as 
we saw earlier. For example, if a tornado passes a house, the 
pressure inside the house is suddenly higher than outside, and 
that pressure will often blow out large windows but not small 
ones. This is because the force on the window is dependent on 
the area. Big windows have a large area, so there is a large 
force even if the pressure is the same as on a smaller window. 
For the purposes of blowing out the windows in your house, it 
is the pressure difference that matters. This is because there 
are two opposed forces–the inward force of the air outside the 
window (suddenly lowered if a tornado passes) and the out-
ward force of the air in the house. Remember, pressure on an 
area A is just p=F/A provided the force is a constant over the 
area A. An area with high relative pressure to the outside and 
one side that can move under that pressure looks just like our 
engine from earlier. 
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Because of this relation to force, pressure can be used to get 
work just as we did for force. If the pressure is constant–as we 
used constant forces–then the work done in changing volume 
by means of a piston having a constant fixed area A with the 
piston moving through a distance △ x (so that the volume 
change is △ V = A △ x ) is 

 Work done in changing the volume of a gas at constant 
pressure = pressure (F/A) × change in volume 

or just 

 p △ V = (F/A) × A △ x

which is our old expression for work W = F △ x .  This way of 
writing is used a lot in physics with △ x meaning “a small ( 
△ ) distance x” or “change in x”. This is the same use of the 
symbol we made before.

It is here that we start to see the connection between tempera-
ture and pressure, because a vessel of a gas, and we choose He-
lium gas, behaves in a remarkable way as the temperature 
changes. If we change the temperature of Helium in a rigid 
but hollow metal sphere we find that the pressure inside 
changes exactly in a linear fashion. It is important to stress 
that our sphere has to be rigid because as we change the tem-
perature, we want to make sure the volume remains un-
changed. 

  Change in pressure = constant × change in temperature 

Δp=constant×ΔT

where we measure temperature now in degrees Kelvin. But 
this is just the equation of a straight line of pressure versus 
temperature. It looks like the figure. It is amazing, but for 
high enough temperature there is even a more useful form for 
the pressure, volume and temperature. It is called the ideal 
gas law and it can be written not just in terms of the change in 
pressure and temperature but exactly as

 The pressure in a gas, multiplied by its volume is = the 
amount of the gas × the Kelvin temperature × a constant 

 pV=nRT

n is the amount of gas, expressed as the number of “moles” of 
the gas, and the constant R = 8.3 Joules/K mole. We now see 
that pV has the dimensions of energy in Joules (it was also 
clear from p △ V being work in Joules). So we see that there 
might be a relation between pV and the energy of a gas. For 
simple gasses like Helium, the kinetic energy of all the atoms 

in the gas just adds up to 
2
3 pV . So pV really is related to the 

energy in the gas, the “internal 
energy” that we called U. In our 
earlier example, the largely un-
explained “internal energy” of 
the gas is, for helium, just this 
2
3 pV . When pressed, we can 

just guess the energy in a gas as 
“about pV”, not all of this being 
actually useful energy we can 
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We learn about the measure 
of amount as “moles” in 
school; a mole of hydrogen 
gas is 2 grams, a mole of 
oxygen is 16 grams, a mole of 
carbon is 12 grams and so on. 
A mole is the mass in grams of 
a number of molecules equal 
to about 6 × 1023 . 



get out of the gas.

The amazing thing about the straight line produced by the 
temperature and pressure relationship of gasses when the vol-
ume is fixed is that the line points to -273C, our lowest possi-
ble temperature. At the point that the temperature reaches 
this zero, the pressure of the gas would also reach zero!  It is 
the straight part of the line that points to this zero tempera-
ture, not parts that deviate because of state changes. For exam-
ple, the pressure of Helium gas does not go smoothly to zero 
at -273C because a bit above that temperature the Helium gas 
becomes a liquid and the pressure drops. If water is hot 
enough so that the it is a vapor, it behaves the same way. Wa-
ter vapor has a line on this graph that also points to the same 
lowest temperature. It never gets there, because at some tem-
perature the steam turns to water, but there remains this 
amazing universality in where the line of pressure versus tem-
perature points. This point is the absolute zero of tempera-
ture. The “Kelvin Temperature scale” uses the same sized 
measurement units as the Celsius scale, only with its zero set 
at absolute zero rather than the freezing point of water. In Kel-
vin, zero really means zero. 

Entropy

This brings us to entropy. Entropy 
is a measure of how much energy 
is not useful for work.

The exact physical and mathemati-
cal concept is complicated. So 

let’s use a simple case that is related to our interest in engines, 
but is not actually an engine. Let us imagine submerging a 
small sealed cold jar of water at some temperature (in Kelvin! 
) Tc (the c means “cold”) in a very large pot of water that is 
much hotter, at temperature Th (the h means “hot”) with the 
two of them insulated from the outside but not from each 
other. So heat can flow from one to the other. Since nothing 
moves, no work is done, heat alone being transferred. We 
know what will happen over time, the cold jar of water will 
warm up to near Th (because the large pot is so much bigger 
and its temperature will not change much) and the large pot 
will stay near Th . Both will end up at the same temperature, Th 
. We can express this process in a way that allows us to intro-
duce the idea of entropy. The large and warmer pot supplies 
some heat energy of (positive) amount Qh to the small and 
colder jar. The energy of the large pot goes down by an 
amount Qh (so its change is negative, −Qh ) and the energy of 
the small jar goes up by a positive amount Qh because of en-
ergy conservation. Now in terms of entropy, the entropy of the 
large pot goes down by an amount Sh  where Sh = − Qh /Th 
(negative), this being just the definition of the entropy change 
of the large pot provided its temperature does not change. No-
tice that the entropy is not the heat or work or anything like 
that, it is the heat divided by the Kelvin temperature at which 
the heat transfer takes place. This is what is new. The entropy 
change is negative because the heat is lost from the large pot. 
Now the entropy of the small jar changes as well, but this is 
more complicated because the temperature of the small jar is 
not constant, it goes up from Tc to Th . Think of the entropy be-
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ing the heat transfer divided by 
the Kelvin temperature at which 
the transfer takes place. We now 
have to imagine the transfer of 
heat from the large hotter pot to 
the cooler and smaller jar in posi-
tive little bits △ Q ; this is the 
heat transferred into the little 
pot. The first little bit of heat en-
ergy to the small pot is at nearly 
its original temperature so the 
entropy of the small pot in-
creases by a small positive 
amount △ S = △ Q /Tc . 

At the next step, the temperature of the small jar is a bit big-
ger than before so the next entropy change is △ Q divided by 
this new, slightly larger, temperature. And so on. Eventually 
the whole Qh is transferred from the large hotter pot to the 
originally cooler jar. The key point is that the temperature of 
the small pot as it warms up is always less than that of the 
larger and hotter pot of water it is immersed in. So the total 
increase in the entropy of the small pot must be greater than 
Qh /Th , the magnitude of the entropy loss by the large pot. This 
is because the temperature appears in the denominator and 1/
T for the small pot will always be larger than 1/Th all the way 
to the point where its temperature has risen to Th . So what 
happens to the total entropy of the “isolated system” consist-
ing of the large hot pot with the small cooler one immersed in 

it?  The total entropy change is the negative change −Qh /Th  
for the large pot  plus the positive change for the small pot 
which is greater than +Qh /Th . The total entropy of the system 
consisting of both increases. Let us now imagine something 
that does not happen in nature: both the large and the small 
immersed pots are at temperature Th and are insulated from 
the surroundings; the small pot now spontaneously cools off, 
loosing heat energy to the large pot. For this physical impossi-
bility to happen, the total entropy would have to be the oppo-
site of what we just got, it would have to decrease. The second 
law of thermodynamics as applied to our little example says: 
in nature, the entropy of an isolated system can never de-
crease. It can only remain the same or increase. 

We know a familiar example–drop some cubes of ice into hot 
tea to make iced tea. Eventually the cubes all melt and the tea 
is cold. It never happens the other way, with cold tea turning 
into hot tea plus ice cubes in it.

If this were all that the entropy idea did, it would never have 
got to be a keystone of physics. It would just be a little story 
that explains one or a few things. But remember, this is just a 
small example of the idea. The second law is a law precisely be-
cause it applies everywhere to all of physics. 

To apply what we’ve just looked at, let’s idealize what we 
mean by an “engine”, a gadget that does repetitive work. At 
the beginning of a cycle of the engine it takes in heat energy of 
positive amount Qin . At the end of a cycle it puts out heat en-
ergy of amount −Qout plus mechanical work of amount -W. 
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(Remember our use of + and - signs here.) How the heat en-
ergy in and the heat energy out is generated can be compli-
cated. In an auto engine the initial heat energy is obtained by 
burning gasoline in the engine cylinders and the heat energy 
out is what is pushed out of the engine as cooler (but still 
pretty hot) exhaust gas. 

An ideal engine was imagined by Sadi Carnot and is not an en-
gine that we can use in practice. Carnot’s ideal engine is one 
where Qin is taken in slowly at constant temperature Tin . This 
is like heat extracted from a large pot of water, in our earlier 
example, at temperature Th if the pot was so large that the loss 
of energy Qin does not change the pot’s temperature. Now, the 
heat that goes out as Qout is also pushed out slowly at a lower 

Figure 23:  A heat engine on the left takes in a greater heat en-
ergy and puts out work and a lesser heat energy. But the right 
hand engine is also possible: it takes in lesser heat, plus work 
and outputs a greater heat. This is a “heat pump”.

constant temperature Tout . Think now of a large cool pot 
whose temperature does not change because it is big. Al-
though an automobile engine is far from Carnot’s ideal exam-
ple, we can think of the temperature of the input heat as the 
maximum temperature reached in the cylinder just after the 
gasoline and air have burned and are hot. The temperature of 
the output heat is then the temperature of the cooler exhaust 
gasses.

Carnot’s engine is important because it is an example of what 
the ideal heat engine would look like, and as such establishes 
the maximum possible efficiency of any heat engine. In terms 
of entropy, it leads to this statement: 

 The best we can do is to create an ideal engine for which 
the entropy does not increase in the course of a cycle. 

Any other less perfect engine will lead to an increase in the en-
tropy of the system over each cycle. For our ideal engine in 
one cycle the entropy decrease of the whole system, not just 
the engine, is −Qin /Tin going into the engine (this is the en-
tropy decrease of the hot “reservoir”). There is an entropy in-
crease of the system +Qout /Tout going out of the engine to the 
cooler reservoir, where we have to remember that the engine 
ends up in the same state when it started. The trick here is 
that our ideal engine has constant temperature in and another 
lower constant temperature out. So the best engine we can 
imagine is our ideal engine where the magnitude of the en-
tropy increase at the start equals the magnitude of the entropy 
decrease at the end–the entropy of the whole system does not 
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increase at all, there is an exact en-
tropy balance. 

 The entropy change for the per-
fect engine from a hot reservoir = 
the entropy change of the cool reser-
voir 

Qin /Tin = Qout /Tout

Notice that we are counting heat en-
ergy, there is no entropy associated 
with the work done by the engine; 
and we count the entropy of the 
whole system of engine and reser-
voirs. Any other engine will have a 
greater Qout than our ideal one; this 
means that any other (and imper-
fect) engine causes the whole sys-
tem to have a larger increase in en-
tropy at the end of a cycle–because 
the hot and cold temperatures are 
fixed. The best we can do is to keep 
the system entropy constant. This is 
the genius of Sadi Carnot’s idea. From this equation we see 
right away that we cannot make Qout zero as we wanted to do. 
For this to be possible, Tout would also have to be zero, which 
is impossible – we can never actually reach absolute zero. We 
really wanted to turn all the heat energy in into useful work 
W, but the fraction of input heat energy that can be turned 

into useful work is just W/Qin – called the “efficiency” of the en-
gine, always less than one. This is good for any engine since it 
depends only on things we can measure for any engine. Some-
times it is given the Greek letter η for a name, but regardless 
of how it is labelled, the efficiency for the ideal engine is writ-
ten below. 

 The work done in a cycle of an engine divided by the heat 
into the engine at the beginning = one minus the ratio of the 
Kelvin temperature at the end–or the rejected heat– to the Kel-
vin temperature at the beginning–or the heat put in 

W/Qin = (Qin − Qout)/Qin = 1 − Qout /Qin = 1 − Tout /Tin

And any real engine, for which the entropy increases each cy-
cle, must produce less useful work for a given heat energy in-
put. It is impossible to build an engine that turns all the heat 
energy into useful mechanical work. Another way to look at 
this is that we cannot in the real world reach zero tempera-
ture. Tout is never zero. 

The discovery of this law for engines gave rise to the concept 
of entropy and also the striving to get as close as possible to 
this ideal “Carnot” efficiency. In rough terms this is an effort 
to get Tout for a real engine as small as possible. Automobile en-
gines are very inefficient because there is not a very big differ-
ence between the temperature of the hot gasses in the cylinder 
( Tin ) and the less hot gasses exhausted ( Tout ) out of the en-
gine. In the real world it is common to have engines that are 
only half as efficient as the maximum possible from thermody-
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namics. These engines make a lot of entropy and even sophisti-
cated engineering cannot fully prevent it.

A simple engine is the once popular two-stroke engine of mo-
torcycles. The piston moving down is one ‘stroke’, and the pis-
ton moving back up makes ‘two strokes’. The engine’s cycle is 
repeated every two strokes, unlike automobiles which have 
‘four stroke’ engines. For a two stroke engine, as the gas in the 
cylinder is ignited, there is one stroke in which the high pres-
sure of expanding gasses drives the piston down. As the piston 
travels down it reveals a exhaust ‘port’ in the side of the cylin-
der and the expanding gas be-
gins to escape. At the same 
time that the exhaust port is 
revealed, another port is re-
vealed, which is connected to 
the space below the piston. 
Because the piston is travel-
ing down, the volume of the 
space below the piston is de-
creasing, forcing a fresh 
charge of gas and air up into 
the cylinder, forcing out the 
last of the exhaust gas. This 
all happens on the first stroke. As the piston moves back up 
during the second stroke it seals off the ports that were open 
and begins to compress the charge of fuel. As the piston 
moves up, the pressure below the piston drops and a fresh fuel 
charge is drawn in, ready to be forced into the cylinder on the 

next stroke. The figure shows a very sketchy plot of this proc-
ess on a diagram which has the volume of the gases on the 
horizontal axis and the pressure on the vertical axis. 

For automobile engine, if we divide the output work by the in-
put heat energy, we find that the actual efficiency is only 
about 0.20-0.25 or 20%-25%. Despite over a century of engi-
neering, this is only around half or less of what is usually 
called the “thermodynamic efficiency”. An application of Sadi 
Carnot’s concept of the ideal engine is that no matter how an 
engine works, its ‘ideal’ version of it would have no net en-
tropy generation. It is complicated, but we can calculate the 
entropy even for other engines than the ideal Carnot engine. 
For example, a “perfect” four cycle automobile engine that 
makes no entropy has an efficiency

ηOtto = 1 − 1
rγ−1

where r is the “compression ratio” for the engine, usually 8-
10, and γ is a constant depending on the gasses in the engine. 
It is typically 1.4-1.6. This ideal efficiency is around 0.6 or 
60%, something like two or three times the efficiency of a real 
engine in a real automobile. Engineers work very hard trying 
to get near the ideal maximum efficiency but sometimes it is 
just not possible. Sometimes it can be done for at least part of 
a system–the steam turbines that form part of many electric-
ity generating plants can get very close to the maximum ther-
modynamic efficiency. Alas, the rest of the components of 
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such plants cannot be so efficient and so the total power plant 
looses efficiency.

A rule of thumb for real world heat engines is that they can get 
an efficiency of perhaps half the ideal efficiency but seldom 
much better than that. 

A heat engine takes in heat, produces work, and exhausts 
heat. This can be turned around. It is possible to make an en-
gine that takes in a some heat, absorbs work and exhausts a 
greater heat–the sum of the heat energy taken in plus the 
work done. That is what a refrigerator does. It takes heat from 
the inside of the refrigerator box, cooling the inside, and uses 
work it absorbs to exhaust a greater amount of heat to the exte-
rior of the refrigerator, usually the interior of the house. You 
might be familiar with this process if you’ve ever felt heat com-
ing off the back of a refrigerator or from an air conditioner, 
which acts as a house refrigerator. It is easiest to think of a re-
frigerator in terms of the heat it takes out of the inside and the 
work done to accomplish this. If we call the amount of heat 
taken out of the inside of the refrigerator as Qfrominside and the 
amount of heat dumped out to the house as Qtooutside , then en-
ergy conservation tells us for the magnitudes that 
Qfrominside + W = Qtooutside   , the individual quantities being posi-
tive as we decided earlier. Just as with the heat engine, Car-
not’s ideas tell us that a perfect refrigerator does not increase 
entropy and keeps Q/T the same. We want the ratio of the 
heat absorbed from the inside to the work done to be as large 

as possible, because then we will get the most cooling for the 
smallest electricity bill. 

 The amount of heat taken out of the inside of the refrigera-
tor divided by the mechanical work used to do this = the ratio 
of the Kelvin temperature inside to the temperature difference 
between inside and outside 

Qfrom inside /W = Qfrom inside /(Qto outside − Qfrom inside)

 = Tinside /ΔT

It is easy to write  ΔT = Toutside − Tinside - but remember that T 
is the Kelvin temperature and the Q’s are the amounts of heat 
taken from the inside and “dumped” to the outside of the re-
frigerator. This ratio is not itself an efficiency but the larger it 
is the better and it has a name of its own, the “coefficient of 
performance” or “COP” and the bigger the COP the better the 
refrigerator or the cheaper it is to operate. For a refrigerator, 
the inside is about 35 degrees F on average–colder in the 
freezer compartment and maybe 40 F in the rest. This is about 
274 K. The outside is the interior of a house or about 20 C or 
293 K. So the ideal COP is

COPideal = Qfrom inside /W = Tinside /ΔT ≈ 274K /19K

 ≈14

This seems great – for a dollar cost of electrical energy, as W, 
we get the equivalent of 14 dollars’ worth of energy for cool-
ing, Q!  (Assuming that we had to pay directly for the cooling 
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energy.) Alas, real refrigerators actually have values of 
COP≈3-4 , nowhere near 14 and almost four times worse than 
the ideal. Reverse heat engines such as refrigerators get “effi-
ciencies” of not half the ideal but closer to a quarter. This is 
also true of an air conditioner, an example of a reverse refrig-
erator that cools the inside of a house and heats the outside. 

A nuisance unit for this measure of COP is the “EER”. The 
“EER” is obtained by measuring Q in BTU and W in Joules, or 
– dividing by the time – the rate of extracting heat in BTU per 
hour and power in Watts. This uses completely different units 
for energy in the two places!  You get the EER by multiplying 
the more sensible COP by the conversion of BTU per hour to 
Watts or just multiplying COP×3.40 . So a COP of 4.0 be-
comes an EER of about 14. The reason that COP is better is 
that it directly expresses the cost of moving heat energy. 

Another similar and clever idea is to heat a house in winter by 
extracting heat from the environment, doing work, and ex-
hausting greater heat to the interior of a house. This is clever 
because a plain electric heater just uses electric power, or 
work per unit time, to heat a space. Using the same amount of 
electrical work, or power, from electricity can extract much 
more heat from the outside. The heat added to the interior of 
a house is Qinto , now a positive amount added to the interi-
or–requires extracting a lesser amount of heat from the out-
side of magnitude Qoutof using an amount of work W from the 
electric company so that Qinto = Qoutof + W by energy conserva-
tion. These quantities are all positive. Now the “coefficient of 

performance” looks the same, COP = Qinto /W . If we now buy 
an amount of work W from the electric company, which 
comes in the form of electric power for some time, we get an 
amount of heat energy added to the interior of our house 
COP×W . Expressed as power, the heat power into our house 
is the electric power we use times the COP. It is no longer just 
the electric power itself as it would be for a cheap resistive elec-
tric heater. It is like multiplying our “heating money” by the 
COP. There is a problem, though. One of these devices, a “heat 
pump”, costs a great deal more than a simple electric heater. 
It has to have access to outdoor heat energy plus an engine 
that does work to “pump” heat into the house. In cold climates 
the access to outdoor heat energy means running tubes of 
fluid several meters deep in the outside Earth so as to capture 
that heat. So such devices are complex. But their COP is again 
3-4 so you can get a great deal more heat from your electricity 
dollar. It would be nice if the COP were closer to the ideal, but 
a factor 3-4 is not bad and may justify the investment in such 
a “heat pump”. This would be the case if natural gas for heat 
were much more expensive per unit of energy than electricity.

The second law most usefully applies to heat engines, but 
these dominate our civilization at the moment. Alas, heat en-
gines are inefficient and waste energy. Other devices that do 
not depend on heat can be more efficient. (Electric motors can 
turn electric power into mechanical power at efficiencies 
above 90%.)

The two great laws of the discipline of thermodynamics are 
the conservation of energy and the relentless increase of en-
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tropy in a real closed system like an engine and its environ-
ment. Remember, if the system is not closed its entropy can 
go down. Our first example had the entropy of the large pot of 
hot water go down, but this must be compensated for by a 
greater increase in the entropy elsewhere, such as the small 
pot or jar of cold water in our example. We can use Q/T to esti-
mate entropy even though a fancier calculation is needed to 
get exact results. The concept of entropy entered physics 
through the the study of engines. Entropy and energy are the 
two quantities that express the state of any physical system. 
The quantity of energy is conserved for an isolated system 
while entropy is only prohibited from decreasing for an iso-
lated system. In practice, entropy always increases; there does 
not seem to be a real world isolated system for which it is even 
constant.

Entropy has another meaning, which is due to Ludwig Boltz-
mann. That is, entropy as a measure of the degree of disorder 
of a system. Entropy increases for an isolated system as its 
level of disorder increases. That is what we so often see in mov-
ies of systems whose disorder goes up–a movie of an egg 
breaking into yolk, white and shell fragments, for example. 
We know that a movie in which the broken egg reassembles 
itself is impossible in the real world. We know the correct time 
order of the events. It is the sequence of events in which disor-
der visibly goes up. The same seems to be true of the universe 
as a whole–time in the universe progresses in the direction in 
which disorder or entropy goes up. Even the most perfect 
clock is an entropy generator as it moves into the future. It is a 

mystery why this is so and why the universe itself must then 
have begun in a state of low entropy which now increases in-
exorably as time progresses. Perhaps there is a third meaning 
of entropy that we do not yet know of.

 Problems

1. A gram is about the mass of a few aspirin, and a 22 cali-
ber bullet might mass 2 grams or so, so how fast would 2 
grams of matter have to go, in kilometers per second, to have 
a kinetic energy of a megajoule?  

2. You have a 1 kg bag of water. How many times would you 
have to drop it one meter to warm the water up by one degree 
C?  

3. Suppose that a football player has to output an average 
Newtonian power 300 Watts for about 1.5 hours. Roughly 
how many hamburgers does he have to eat?  (You have to look 
up Calories or MJ per hamburger.) 

4. A common estimate is that a horse can output about one 
horsepower of work. You may wonder if the estimate of 0.1 
horsepower for a human is a good value or not. If a horse has 
the same efficiency and its food the same energy content as a 
human, it should then take in about ten times as much food 
per day as a human to get to one horsepower. Estimate the 
food energy per day for a horse and also estimate the mass of 
a horse compared to a human from this. Are the numbers rea-
sonable?  You may want to look them up. 
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5. You want to put 100 kilograms into Earth orbit at 1.5 
hours per orbit. You burn hydrogen and oxygen to do this. 
What is the mass of hydrogen and oxygen you need, at 100% 
efficiency?  (You have to use earlier numbers in the book. You 
might also want to look for numbers that would allow you to 
find the real efficiency for real world rockets.) 

6. A practical value for high temperature steam into an en-
gine seems to be around 500-600 degrees C, and the steam 
might be exhausted at the temperature at which water boils, 
100 degrees C. What is the maximum efficiency you can ex-
pect?  A common value for real world plants is 35% or so. 
What fraction of the maximum is this?  

7. Suppose that a coal fired plant produces 1000 MW (one 
thousand megawatts) of electric power and has the efficiency 
in problem 6. How much coal, in tonnes, does the plant burn 
in a year?  If this were a conical pile, roughly how tall would it 
be?  

8. As an estimate, the hot gas in a gasoline engine might 
reach about 2000 degrees C and the exhaust gas about 800 de-
grees C. What is the efficiency of an ideal engine with these 
temperatures?  

9. The pressure of the atmosphere is about  Newtons per 
square meter. Suppose that there is a pressure difference be-
tween the inside and outside of a window of only one tenth of 
an atmosphere. Draw a force diagram, from the last chapter. 
What is the total force on the window pane, in Newtons?  

10. A four cycle auto engine has only one cylinder delivering 
power in one half rotation. Suppose that an engine having to-
tal volume 2 liters delivers 75 kW of power at 4000 revolu-
tions per minute. What is the energy delivered in a half rota-
tion, in megajoules?  If this is crudely approximated by pres-
sure times volume, what is the order of magnitude of the pres-
sure?  In units of atmospheric pressure?  

11. High pressure cylinders of air can be used to store en-
ergy. Imagine that you have a cylinder a meter long and of 
cross sectional area 0.01 square meters (about a foot in diame-
ter). It can hold air at 200 times atmospheric pressure. Using 
our crude estimate of energy, how much energy is this in me-
gajoules?  
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CHAPTER 5

Physics Tools-
Electromagnetism

Electromagnetism will dominate energy 
production and use in the future.

Faraday

Maxwell



The last great tool for understanding our technological world 
is our mathematical understanding of electricity and magnet-
ism. It reached its final theoretical form in Maxwell’s work in 
England about the time of the American Civil War. The most 
important discoveries in magnetism were due mostly to Mi-
chael Faraday, also in England, in the decades before that. 
The practical applications of electromagnetism reached their 
own peak in the inventions of Nikolai Tesla near the end of 
that century–the generator, motor, transformer and radio. 
Very much of what has been done since has been refinements 
and the incorporation of new technology into old ideas.

It is hard at first to absorb the fact that electricity and magnet-
ism have similar origins–stationary electric charges for static 
electricity and moving electric charges for magnetic fields. 
They seem very different. Static electricity is dominated by the 
Newtonian forces between charges. Magnetic forces are New-
tonian but differ dramatically from electric forces. Electricity 
seems often to be essentially small sparks and large ones as 
lightning, while magnetism is generators and motors and 
transformers and home electric power.

Electric forces are so enormous that it is hard for bodies to ac-
quire and hold charge. We are all familiar with small effects of 
electric charge. We get an electric charge when our clothes rub 
against different materials. This is enough to produce a shock 
and a short spark about a centimeter (or a half inch) long. If 
we do pick up an electric charge this way, it dissipates into the 
air in a few minutes or less. This is why you can get a shock 
and a spark on leaving a car but not a few minutes later. The 

charges that are transferred in this way are tiny. Charges 
move around in the form of almost free electrons which them-
selves are thousands of times less massive than atoms, and sel-
dom truly free. The electric charge on one of these electrons is 
a small fraction of any gross charge we experience. The typical 
charges we meet with in daily life–those sparks from the door 
of a car–correspond to a large number of electrons, hundreds 
of billions. But the mass of this number of electrons is minus-
cule, hundreds of times less that the mass of even a single bac-
terium. So we never notice the mass associated with the elec-
trons that give us a shock, nor do we realize that the origin of 
the charge in that shock arises from the charge on a single elec-
tron hundreds of billions of times over.

Even the huge scale electrical things in nature–lightning–in-
volve only the separation of tens of units of charge by hun-
dreds of meters. The unit of charge in common use is now 
called the Coulomb. This Coulomb unit of charge is about  1019 
times bigger than the charge on a single electron, a fact 
learned early in the last century. The charges we get by rub-
bing on different materials are about a billion or more times 
less than this Coulomb unit of charge. 

Electrical forces are gigantic compared to gravity. Two atoms, 
each with one of the atomic scale units of charge would experi-
ence a gravitational attraction forty orders of magnitude 
smaller than their electric repulsion. As a consequence of this 
weakness of gravity compared to electric forces, the motion of 
planets would be dramatically different from what we observe 
if they had any significant electric charge at all. So the charges 
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of bodies in nature, plan-
ets as well as people, are 
almost always zero to 
very great accuracy. 

Static electricity comes 
in two forms, positive 
and negative charge and 
two bodies both with 
positive charge or both 
with negative charge re-
pel one another. Two 
bodies with opposite 
charges attract. Only 
this second effect is like 
gravity–an attractive 
force. That both forces 
decrease with distance as the inverse square is not an indica-
tion of any similarity.

Besides decreasing as the inverse square of the distance be-
tween two charges, the electric force is proportional to the 
product of the two charges–repulsive if both charges are posi-
tive or both are negative and attractive if one is positive and 
the other negative. Like Newton’s law for gravity there is an 
overall constant. For gravity this constant is present in the 
force law and it is Newton’s constant, usually represented by 
G. Electricity is somewhat different, because we are free to 
choose the unit of charge. It is just a custom how we do this. 
With the unit of charge the “Coulomb” the force law for two 

charges separated by r meters has a constant in it, called just 
“k” 

 The force between two charges = the product of the two 
charges Q1 and Q2 times a constant and divided by the dis-
tance between them, squared 

FC = kQ1Q2 /r2

and this constant k can be measured once we decide on the 
unit of charge (Coulomb for us here), meters for distance and 
the Newtonian force unit the Newton. To good enough accu-
racy,  k = 9 × 109 Newton-meters squared per Coulomb 
squared. (We are using the 
symbol Q for charge now, 
not heat as before.) So the 
force between two one Cou-
lomb charges separated by 
one meter is a gigantic 
9 × 109 Newtons. Remember 
that your weight near the sur-
face of the Earth is less than 
a thousand Newtons. This  
9 × 109  Newtons would be 
enough in magnitude to float a mass of a billion kilograms 
against its weight on Earth if we had two charges of this mag-
nitude separated by one meter. This is more than the mass of 
thousands of aircraft carriers. Electric forces are big.
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If electric forces are big, you may 
wonder how clouds can have a charge 
of tens of coulombs, with a 
compensating charge on the ground 
below, without Coulomb’s law forcing 
them instantly together. After all, the 
force on an isolated charge in the 
Coulomb range at a distance of a few 
hundred meters is of order  Newtons or 
more, a very large force. The key is, of 
course, that the cloud charges are on 
raindrops. Marvelously, gravity or even 
the force of wind can overcome 
Coulomb’s law for a raindrop with not 
too many electrons on it (or missing 
from it). The raindrop mass and the 
small electron charge make up for the 
weakness of gravity.



We can see the effect of electric forces by rubbing two materi-
als together and then transferring the charge to some familiar 
objects, two crumpled 
balls of paper or two beer 
cans. If both objects ac-
quire charge, they will re-
pel. If they are suspended 
against Earth’s gravity by 
insulating strings (so the 
charge cannot easily leak 
away), they will repel one 
another and separate. 
From the force law, the 
amount of this separation 
can give the value of the 
charges once we have the 
above value for the con-
stant k. This is how, know-
ing the constant k, we learn that rubbing objects together pro-
duces separated charges of perhaps a billionth of a Coulomb,  
10−9C or ten to a hundred times that, not much larger.

We are not familiar with the force between charges because 
that is not something that enters daily life. Instead we tend to 
think of the effect of charges being separated in terms of a dif-
ferent concept, voltage or “Volts”, as in the 110 or 120 Volts of 
household wiring. That seems like some measure of the elec-
tric force, but it is not. The “voltage” of a body is closer to en-
ergy than it is to force. (We can think of it as potential energy 

per unit charge.) In a vague way we do think of a large voltage 
as somehow indicating large energy in the form of its danger 
to us. What is closer to force is how rapidly this energy or volt-
age changes with distance. This we do know by example. A 
voltage difference of about 10,000-20,000 Volts between our 
finger and the door handle of an automobile is what causes 
the familiar spark and jolt to our muscles. The spark, if we no-
tice it, is about a centimeter long. So a voltage difference of 
this amount over a centimeter is what produces a force large 
enough to push charges, in the form of electrons, hard. This 
push causes a cascade of electron charges or a spark. When 
our finger is several centimeters from the door handle we get 
no spark, although the “voltage” of our finger relative to the 
door is the same. But the force on charges (think voltage di-
vided by distance) is just not large enough to cause a spark. 

There were two great advances in studying electricity. One 
was the development of static electricity machines with an at-
tached way of storing the charges the machines could sepa-
rate. The most popular today is the small “VanDeGraaf” ma-
chine. This machine separates positive and negative charges 
(really meaning pulling negative electrons off their much less 
easily moved positive atoms) and moves them using a special 
belt. The machine moves charge and stores it on a large round 
metal ball, familiar to most of us. Other earlier machines sepa-
rated charge and stored the separated charges in “Leyden 
Jars”, an early form of the capacitor. The stored charge in 
these Leyden Jars was much greater than that we get by slid-
ing across car upholstery. It is easy using one of these static 
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electricity machines to 
make sparks ten or more 
centimeters long. This cor-
responds to a voltage of sev-
eral hundred thousand 
volts – ten or more times 
the voltage we get when 
making small sparks at 
home. 

That voltage is related to 
energy is clearest in the 
form of the energy stored 
in such a Leyden Jar or, in 
modern terms, in a capaci-
tor. The “Capacitance” of a 
capacitor just tells us how 
much charge an object can 
hold if it has a certain volt-
age V. 

 The stored charge = the product of the voltage and a con-
stant depending on the object 

 Q=CV

where C is the “capacitance”. And 

 The stored energy = the capacitance constant times the 
square of the voltage all divided by two 

U = 1
2 CV 2

With U in our now familiar form of Joules; remember, V is 
not itself a kind of force but is more directly related to energy. 
One way it is related is through this expression for U . 

There are formulas for this quantity C , whose unit has a name 
of its own, the “Farad” in memory of Michael Faraday. Just as 
one example of a formula for capacitance, if we have two paral-
lel metal plates, each of area A and separated by a small dis-
tance d, the formula for C is

C = A
4πkd

and we see that, because of the huge number k downstairs, C 
will be very small unless A is very big or d is very small (or 
both). This very roughly corresponds to our experience that a 
large voltage difference–between our body and the body of a 
car, for example–arises from a very small charge. Think of 
this in terms of the expression for voltage, V=Q/C – the capaci-
tance is so small that even a small charge can lead to a big volt-
age. 

Modern capacitors often do hold enough charge at a high 
enough voltage to injure or kill. It is not so very uncommon 
for people carelessly working on old style televisions or mod-
ern microwave ovens to get a dangerous or fatal shock by dis-
charging a capacitor. In earlier times, the much less danger-
ous charges in small Leyden Jars were used to cause violent 
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muscle spasms in living or dead animals. A demonstration 
static charge machine used in physics lectures can easily leave 
an arm sore for hours or a day if the Leyden jars in the ma-
chine are discharged through a body. 

It is hard to store much energy in a capacitor. If we want to 
store a useful unit of energy, the megajoule (= 106 Joules) at a 
practical voltage of a few hundred–say 400–volts, this would 
mean that we need a capacitance

C = 2 U
V 2 = 2 106Joules

(400 Volts)2 ≃ 13 Farads

Most common capacitors have a capacity a thousand, ten thou-
sand or more times smaller than this. There do exists modern 
and very cleverly made capacitors that will hold as much as a 
Coulomb of electric charge, but they do so at only a few volts, 
not the few hundred volts we just used for this example, and 
they would fail at such high voltages. It would be a revolution-
ary change in energy storage if reliable capacitors could be 
made that stored megajoules of energy at hundreds of volts. 
Unlike rechargeable batteries, capacitors can be charged up 
quickly, and this would be a great advantage in storing energy.

Although static electricity can involve tens of thousands of 
volts, there is not much charge involved and not much can be 
done besides make sparks and observe the forces between 
charges. After a brief instant all effects go away as the charge 
is dissipated into the air. That all changed with the invention 
of the battery by Nicola Volta. Volta’s battery was simple: two 
plates of different metals with a pad between them, the pad be-

ing soaked with salty water. The two plates then held a voltage 
difference. What was most remarkable about Volta’s battery 
was that they could be put together in a stack of alternating 
metals separated by a salty pad and more of these units gave a 
larger voltage. This way enough voltage could be produced be-
tween the ends of the stack to cause muscles to contract just 
as they did with static 
electricity and, with a 
long enough stack, 
even make small 
sparks. So this was 
electricity like that got 
by separating charges. 

Most important, 
Volta’s stacks pro-
duced a reproducible 
flow of charge–an 
electric current. This 
flow only happened if 
the two ends of one of 
Volta’s stacks were 
connected – through a 
wire, for example. The 
flow of charge, unlike the quick action of static electricity, 
went on as long as the battery could remain active. Each of the 
units in a stack produced the same electric voltage, so you 
could measure the voltage just by the number of stacks The 
unit today is different, most of Volta’s single units produced 
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0.5 - 0.8 modern volts. But it is still true that you can think of 
“voltage” as roughly the number of Volta’s individual units 
needed to produce it. This makes voltage easy for us to visual-
ize–it is just the number of individual units each of which pro-
duces an imagined one volt, lined up end to end. This is the 
same as a linear stack of cheap alkaline batteries, each of 
which produces about 1.5 standard volts. The most familiar 
are these disposable alkaline battery in consumer electronics 
and the rechargeable lead acid battery in cars. The real chal-
lenge is to develop batteries that are light for the energy they 
can store and deliver when needed. All of them to date, if re-
chargeable like the auto battery, take a long time to charge up. 
Usually this time is measured in hours, if the battery is to be 
safely charged without damage. 

Soon after Volta discovered the battery there came an interest-
ing discovery. If a wire was connected to one end of a “Voltaic 
stack” and dipped in salty water and then another wire was 
connected to the other end of the stack and dipped into the 
same water without the wires touching, the wires caused bub-
bling in the water. And the bubbles were gas, now known to be 
hydrogen and oxygen. A stack of twice the number of units, 
but otherwise the same, produced twice the bubbling rate. 
Since the bubbling rate is proportional to the amount of 
charge flowing this meant that the charge flowing per unit 
time or the electric current was twice as great for the same 
wires and a stack of twice the number of Volta’s individual 
units. In modern language, the current is I, the charge flowing 
over the time or I=Q/t (the current is then the Ampere or one 

coulomb per second charge flow) and the voltage (or number 
of one volt units in a stack) is V . So I is proportional to V; if V 
doubles, so does I. However, doubling the length of wire in 
the experiment but with a fixed number of units in the voltage 
stack led to half the current flow or bubbling rate. There was 
some property of the wire that led to this, a resistance to the 
flow of charge, now called R . This R was bigger the longer the 
wire and, again in modern terms, we get Ohm’s Law, 

 The current flow through a wire = the voltage between the 
ends of the wire divided by a constant, the “resistance” 

 I=V/R

where the longer the wire the larger the resistance to flow and 
the smaller I if the size 
of the stack or V is the 
same. Two wires end to 
end lead to a larger re-
sistance than for each 
individually 

 The resistance of 
two wires or “resis-
tances” end to end = 
the sum of the individ-
ual resistances. 

R = R1 + R2 

and, somewhat unex-
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pected, two wires parallel to one another rather than end to 
end lead to a resistance got by adding one over the individual 
resistances 

 Two resistances in “parallel” or side by side have the in-
verse of the resistance = the sum of the inverses of the individ-
ual resistances 

1
R

= 1
R1

+ 1
R2

so that R is less than the individual resistances. There is a sys-
tematic property to this resistance for wires of different mate-
rials, as an equation,

 R=ρL/A

where L is the length of wire (which led to Ohm’s Law and the 
addition of resistances put end to end) and A is the cross sec-
tional area. This latter property – R proportional to 1/A – 
leads to the above law for parallel resistances. The quantity ρ 
is the “resistivity”, which is numerically about 10−8 Ohm-
meters for metals like copper or aluminum. The Ohm is the 
unit of resistance or: one Ohm equals one Volt over one Am-
pere of current. The Ampere in turn is a flow of one Coulomb 
of charge in one second. A wire a meter long and with an area 
of one millimeter by one millimeter has a resistance of about a 
hundredth of an Ohm. A current of a hundred amperes will 
flow for a small one volt difference between the ends of the 
wire. Much thinner wires have correspondingly larger resis-

tance – as we can see because their cross sectional area A is 
less. Long wires have larger resistance if L is large.

The relation of voltage to energy rather than force is what 
leads to the loss of electrical energy to heat in wires. If there is 
a voltage V between the ends of a wire and a charge Q flows 
from one end to the other in the form of an electrical current 
I, then an amount of heat energy is produced 

 The heat energy in Joules produced in a wire when a 
charge Q flows through the wire with the two ends having a 
voltage difference V = the voltage V times the charge Q or 

 VQ

(energy in Joules here being volts times coulombs of charge) 
is developed in the wire–energy is conserved, being turned 
from electrical energy to heat energy. If the charge flows in a 
time t so that the charge flow is I=Q/t in the wire then an elec-
trical power is converted to heat at a rate that is just the en-
ergy VQ divided by t, the time. Since, by Ohm’s law we can 
write V as I times R or just V=IR 

 The heat power (in Watts) generated in a wire equals the 
square of the electric current times the resistance or the cur-
rent times the voltage between the ends of the wire 

                              P = (Q /t)V = IV = I2R
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Remember, our unit of power is the Watt and our energy unit 
is the Joule, which is one Watt-second or one Watt of power 
expended for one second. So P is expressed in Watts, just as 
for mechanical power.

An example: if our household voltage, 110 or 120 volts, is con-
nected to the two parts of a “hundred watt” light bulb, the cur-
rent is about an Ampere, so 0.8 ampere × 120 volts ≈ 100 
Watts. 

Voltage now reappears as energy in Joules per Coulomb of 
charge or Joules/Coulomb. This means that a battery can be 
thought of as containing some definite energy in Joules if it 
can deliver some charge Q at the battery voltage V, energy = 
VQ. This is usually expressed by saying the battery can deliver 
some number of Ampere-hours (or, for small batteries, “mil-
liamp hours”). Since the current in Amperes is just charge 
over time, Q=I×t and the energy in a battery is its rating in 
milliamp-hours expressed as Coulombs of charge 
Q = amperes × seconds times the battery voltage V. A small 
battery that can deliver, say, “1000 milliamp hours” of charge 
can thus deliver a charge 

1000 × 10−3Amps × 3600 seconds = 3600 Coulombs 

To get the energy delivered we have to multiply by the voltage, 
usually 1.5 Volts, or an energy in Joules of

 3600 Coulombs × 1.5 Volts = 5400 Joules .

We know from Newtonian mechanics that this is not much en-
ergy, although it is very useful for powering small electronic 
devices. What is surprising is the huge charge that can be de-
livered, 3600 Coulombs. Remember that the dramatic effects 
of tiny charges around a few billionths of one Coulomb or 
about  were due to the fact that the charges were separated by 
a large distance of centimeters or tens of centimeters, com-
bined with the large forces between separated charges. 
Charges of Coulombs separated by really big distances, hun-
dreds of meters, gives rise to lightning. In wires and other ma-
terials the charges are never separated by much, so the forces 
are small but still enough to cause the charge to flow. And the 
total charge that can flow is big. The big charge flow is an indi-
rect consequence of the huge Coulomb force between charges.

We are much more used to the effects of magnetism than of 
static electricity. This is because motors, generators and much 
else in our world depend on magnetism and the flow of charge 
rather than the separation of charges.

So how can it be that the 
effects that do dominate 
our technology – mag-
netic forces – can be so 
large?  Electric forces are 
usually small in practice 
due to the fact that funda-
mental charges are tiny 
and seldom separated by 
much. But magnetism is 
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not created by isolated un-
moving charges, magnetism 
arises from the motion of 
charges. It is much easier to 
get charges moving than to 
separate them. 

Motion of charge can happen 
even if the body the charges 
move in does not get an over-
all electric charge. The huge 
electric forces keep bodies 
electrically neutral. Despite 
the large flowing charge in the form of free electrons–it 
amounts to hundreds of thousands of electron units of charge 
per cubic centimeter of metal – there is no net charge imbal-
ance. So we get no overall charge and no electric effects. But 
the huge numbers of electrons in metals can lead to huge cur-
rents, and an Ampere, or a flow of one Coulomb per second, is 
a large current. And those currents, properly controlled, can 
create big magnetic fields. That is the secret of the magnetism 
that ultimately makes generators to make current and motors 
to run using it. 

The chief effect of the flow of electric charge or current is to 
produce a “magnetic field,” usually called “B”. If a current I 
flows through a straight wire then there is a “magnetic field” B 
that curls around the wire. At a distance r meters from the 
wire 

 The magnetic field = a constant times the current in a wire 
divided by the distance from the wire 

B = 2 × 10−7I /r

and the unit for this magnetic field is the “Tesla”. Notice that 
the constant in front is really small. In units of the Tesla this 
magnetic field a few centimeters from a single wire carrying a 
current of an Ampere is small, smaller than the natural mag-
netic field of the Earth that causes a compass needle to move. 

To make a large B we would need a large current I. There is a 
clever way of creating the effect of a large I, and that is to loop 
a wire carrying a current I around many times. Each time you 
get to count I again in this formula. Near a bundle of wires, 
each carrying a current I, we can make the magnetic field big-
ger by the number of wires in the bundle. So even if one wire 
does not carry much current, a big bundle of many wires can 
effectively carry a large current and produce a large B. 

Another trick makes B even bigger. If a bundle of wires loop 
around a “core” of iron, the magnetic field produced is very 
much larger than if no iron were present. The magnetic field is 
actually about a thousand or so times stronger if the wires are 
wound around an iron core. So a single wire looped a hundred 
times around an iron core can produce a really significant mag-
netic field, up to a fraction of the unit of magnetism, the Tesla. 
A small magnetic field for one wire in space now becomes a 
big magnetic field we can use.

This magnetic field has an energy associated with it. 
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 The magnetic energy of a magnetic field B in a volume V = 
a constant times the square of B or (U is now magnetic en-
ergy) 

U ≈ 8 × 105B2V

(V is now a volume, not volts.) In 
normal circumstances this energy 
is not large, even a magnetic field 
of one Tesla in a large volume of 
a cubic meter has a magnetic en-
ergy of less than one megajoule.

There are not only electric forces 
– forces between two separated 
unmoving charges– but magnet-
ism itself can cause a force on 
charges. But the magnetic force 
on a charge is peculiar. There is 
no magnetic force at all unless 
charges are moving in a magnetic 
field. A charge at rest in a magnetic field, with no electric 
force, experiences no force at all. Because of this, there is noth-
ing like the tendency of electric forces to keep charges to-
gether and thus keep electric effects mostly small. Magnetic 
fields can be big and nothing prevents that. Because magnetic 
fields exert a force on moving charges, they force wires with 
the currents in them to move. Currents are just moving 
charges confined to wires, after all. Typical magnetic fields 
that we can see, fields from small strong bar magnets for exam-

ple, do not produce very large forces on one current carrying 
wire. Here a surprising property that has been already men-
tioned helps. Two wires running together in a magnetic field 
experience twice the force of one wire. A hundred wires experi-
ence a hundred times the force 
on one wire. And wires can be 
light in weight. So the forces on 
a bundle of wires carrying the 
same current can be very big 
even if the magnetic field is not 
so big. Again, we can loop the 
same current around again and 
again to make up a bundle of current carrying wires. This is 
what makes a motor work. In 
a motor, current passes 
through a wire looped many 
times into a bundle of wires. 
The force on the bundle is 
large and it can move the ro-
tating core of a motor against 
an opposing force. The motor 
can do useful work. We have 
all seen motors with their 
wire windings, often thou-
sands of windings. (The wire 
windings are often around 
iron cores to enhance the effect.)
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The Newtonian force on a wire is quite simple but not at all 
like Coulomb’s Law for electricity. If a single wire is perpen-
dicular to the magnetic field and it carries a current I in Am-
peres (Coulombs of charge per second) the force in Newtons is 

 The force on a piece of wire of lengths L (in meters) = the 
current in the wire times its length times the magnetic field in 
the vicinity 

 F=ILB

And if there are N wires the 
force on the whole bundle is 
N times larger than this. 

The force on a single wire in a 
magnetic field of one unit 
(called the Tesla) where the 
wire carries a current of a hun-
dred times that in a 100 Watt 
light bulb or 100 Amperes is a 
mere 100 Newtons. Remem-
ber that the force of gravity on 
our bodies is around a thou-
sand Newtons. But if we can 
make a bundle in a motor having a thousand wires then the 
force would be 100,000 Newtons. Now that is a force we can 
do something with. Since motors rotate we need to under-
stand what forces are needed in rotation and how they can be 
turned into linear motion. But we not need to deal with that 

here. It is already plain that bundles of wires and magnetism 
can work magic. 

The forces on wires are just Newtonian mechanics at work. 
But Faraday’s law is the foundation of our electromagnetic in-
dustry. The law regulates just how changing magnetic fields 
change currents in wires. It allows us to generate currents and 
change both currents and voltages. Faraday’s law depends on 
something called the “magnetic flux”. It is simplest if the mag-
netic field is constant across an area perpendicular to the field 
direction. Call that Aperp . Now this is the projection of the area 
of a loop of wire having an actual fixed area A, but with the 
loop rotating so that the projected area changes. The magnetic 
flux is BAperp . If we wind a wire N times around the fixed but 
rotating area A then the voltage between the ends of the wire 
is (and this one is really difficult) 

 The induced voltage according to Faraday = minus the 
number of wire loops times the rate of change of the product 
of the magnetic field and the projection of the area perpendicu-
lar to the magnetic field 

V = − N(d /dt)BAperp

where the d/dt is what it looks like – it is the derivative or the 
change with time. Often in generators B does not change with 
time but Aperp does. If a generator is a many stranded loop of 
wire in a magnetic field and the loop spins, then sometimes 
Aperp is zero, sometimes it is A and sometimes it is -A so that 
as it spins the voltage changes from zero to a positive value 
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then to zero again and back to a negative value–this is the fa-
miliar sinusoidal oscillation of the voltage in AC circuits in our 
houses. 

Figure 36:  A toy generator motor pair. Turning one handle 
(doing work) makes that device a generator and the other han-
dle turns (work is done on it)–it is a motor. They can be re-
versed. Turning the other handle now makes it the generator.

It is the combination of these “generators” and motors, con-
nected by wires, that made a large part of our industrial econ-
omy. What is a bit surprising is the close relation of genera-
tors and motors. You can find small toys that consist of a mo-
tor with a handle to turn the axle of the motor, and a pair of 
wires from the two ends of the wire winding around the mo-

tor. If you connect two of these toys with a long pair of wires 
and turn the handle on one, the handle on the other remote 
toy turns. And if you do the reverse – turn the handle on the 
remote toy – the handle on the original one turns. Motor and 
generator are in some sense the same thing, thanks to Fara-
day. A generator motor pair connected by wires transfers 
power from one place to another.

But Faraday’s law can do more. In a transformer of alternat-
ing current,  Aperp can be always A, the cross section of the iron 
in the transformer. It is B that changes due to our “alternating 
current” because the current in one winding changes. This 
forces, by Faraday’s law, a change in the current in the secon-
dary winding. And the currents are related by the number of 
times a wire is wound around the iron in the primary com-
pared to the number of times a second wire is wound around 
the iron core in the secondary of the transformer. This ties to-
gether all the pieces of our alternating current technology: gen-
erators make electrical voltages or power, motors turn this 
power into useful work and transformers change current and 
voltage. 

Transformers would not be useful but for two things: current 
and power in wires. Wires have an empirical property called 
the resistance to the flow of current. As we saw, this gives us a 
relation between the voltage (the energy per unit of charge) 
and the current – I=V/R – our Ohm’s Law. For a given wire if 
we double the voltage the current doubles. There is a detailed 
expression we know for R in terms of the size and length of 
the wire and the metal of which it is made and we saw the for-
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mula for it earlier. For us only the existence of a constant resis-
tance is important–it does not depend on the current so long 
as the current does not heat the wire to incandescence. It does 
not depend on the voltage so long as the voltage is not so high 
that it damages the wire. 

The modern key to power transmission–getting electrical en-
ergy from one place to another–is the transformer we are dis-
cussing. It can change voltage and current from one value to 
another. A perfect transformer is a device that itself absorbs 
no energy so that the power 
into the transformer is the 
power coming out. The ratio 
of voltages out to in is the ra-
tio of the number of loops of 
wire in the outgoing part of 
the transformer to that in the 
incoming part. Since the 
power out equals the power in, 

 In a perfect transformer (no heat generated) the electric 
power into the transformer equals the electric power leaving it 

Pout = Pin = VoutIout = VinIin

Since we control the ratio  by the windings of wire, we also 
control the ratio of the current out to in. Why is this useful?  
Because the power loss in long transmission wires is itself 
P=IV or P = I2R . In the ideal transformer the power loss in 
the windings can be ignored. 

But in a long transmission line this is no good. We have to 
think about the loss in the transmission wiring. In the trans-
mission wiring we can use “Ohm’s Law” or V=IR so that the 
power loss to heat in the long wires is P = I2R  where R is the 
resistance of the long wire from end-to-end. If we look from 
the ground we can see that long distance transmission wires 
are big – they look a couple of centimeters in diameter to keep 
R down by keeping the cross sectional area of the wires big. 
(Check our earlier formula for R.) The wires in a modern elec-
tric power transmission line can be a thousand kilometers or 
more long. So the smaller I the smaller the heat loss in the 
transmission wires. That is exactly what a transformer does–it 
turns a low voltage, really tens of thousands of volts at a gener-
ating station, but with a large current into a high voltage, up 
to hundreds of thousands of volts, at small current. This is be-
cause in the transformer VI is the same in and out. Large V 
small I can equal small V large I. In this way it is possible to 
make alternating current electrical power with a generator in 
one place, boost the voltage and reduce the current with a 
transformer, and transmit the power with acceptable heat loss 
elsewhere to lights or motors. We have all seen the trans-
former stations at the two ends of a power distribution sys-
tem. Transformers are useful elsewhere too. Electrical power 
can be distributed in a city at a few thousand volts and re-
duced outside out homes and apartments to 240 volts. Half of 
that can be used for lighting and small devices and the full 
240 volts for large appliances in the home. Transformers are 
everywhere. 
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There is a price to be paid for the alternating current needed 
to make Faraday’s Law work for us. The price is that every-
thing everywhere has to be exactly in tune. The 60 Hertz (fre-
quency 60 cycles per second) voltage has to have the same 
value everywhere – in your house and one hundreds of kilome-
ters away. That means that at the exact instant that the volt-
age in your house (which changes with time) reaches +120 
Volts (or any other value), it must reach exactly that same 
value hundreds of kilometers away. That is why in the United 
States now there are several power networks or “power grids” 
not synchronized with one another. And that is why an inad-
vertent mismatch between the different parts of one grid can 
lead to failure of the whole grid. (Part of this danger comes 
from the ability of motors and generators to exchange roles if 
the conditions are unfortunately right.)

Modern physics gives us another way to use the same trick of 
increasing the voltage and decreasing the current, but this 
time for direct current–current that does not oscillate in time. 
So transformers do not work. But we can still do the same 
thing and this time even when the current does not oscillate. 
So remote parts of an electrical grid do not have to be exqui-
sitely tuned in time to work. This form of “direct current” 
power transmission without transformers will likely become 
very important in the future.

Problems

1. Suppose that you wanted to make a really large capaci-
tance of 10 Farads, using two aluminum plates 0.1 millimeters 
apart. How large is A?  

2. A large “Voltaic Pile” during Volta’s career might have 
had 200 or so individual elements. Try to guess from what is 
in the text just how long a spark this would have made. 

3. A common alkaline battery produces 1.5 Volts. What is 
the current flow through a resistance of 2000 Ohms?  What is 
the current flow if you put two such resistances end to end?  
Parallel to one another?  

4. An AA alkaline battery producing 1.5 Volts has a “capac-
ity” of about 1500 “milliamp-hours” (remember: this corre-
sponds to a charge in Coulombs). What is its energy content 
in megajoules?  If the battery weighs 100 grams, what is its en-
ergy content in MJ/kg?  If it costs $0.50, what is the energy 
cost per megajoule?  

5. A small incandescent lamp bulb in an old style flashlight 
might have a power of 100 milliwatts. Suppose you connect it 
to two 1.5 volt alkaline “AA” batteries. What is the current 
flow?  How long will the lamp stay lit before the batteries’ 
chemical energy is gone?  

6. A modern lead-acid battery designed for high power and 
large energy storage might have a voltage of 12 Volts and de-
liver (until the chemical energy is exhausted) 100 Ampere-
hours of charge. How much energy is this in megajoules?  If it 
has mass 10 kg, what is the value of MJ/kg for this battery?  
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7. Estimate the resistance of a wire 1000 kilometers long 
with a cross section of 10 cm by 10 cm (0.01 square meters). If 
you want to be accurate, you have to look up the “resistivity” 
of aluminum, which is the common material used in electric 
power transmission lines. 

8. Transformers are used to increase the voltage from 
power plants for long distance transmission at low current. 
Suppose that a power plant delivers 100 megawatts of power 
at a voltage of 20,000 Volts (20 kV). It is connected to a trans-
former that raises the voltage to 200,000 Volts. What is the 
current delivered to the transformer by the plant?  What is the 
current delivered by the transformer to the long distance 
power line?  
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CHAPTER 6

Exponential Growth 
and Finite 
Resources

Exponential growth is a central idea we 
use to think about the exploitation of fi-
nite resources.  But exponential growth 
cannot go on forever.

William Jevons’ plot of the projected exponential 
growth of UK coal compared to other growth 
rates. These other rates seem to show a beginning 
exponential growth as well, up to 1865.



Most people do not deal with exponential growth often 
enough to become familiar with it, but we still have a vague 
idea of what it is. We understand intuitively in the case of gos-
sip that if someone tells us a personal secret and we tell “only 
two people” about it, we may as well have announced this se-
cret in public. We tell two people, each of those tells “only two 
people”, and so on. Soon very many know the secret. We can 
take this same idea and apply it to our world and its energy 
supplies. 

Exponential Growth of People and Bacteria

Starting with a very simple ex-
ample, lets suppose there is al-
most nothing stopping the 
growth of our population, mean-
ing we don’t need to worry 
about food or premature death 
by disease. Let’s introduce a sin-
gle limit and say that there is a 
limit to available space.  We will 
use some rough numbers to fig-
ure out how much time we have 
left before there is no more 
room. Suppose that the population doubles each “generation” 
and that a generation is thirty years. A pair of people can then 
turn into two pairs in one generation. Also, let us assign some 
usable food producing land to each pair, 100 by 100 meters 
(one hectare,  102m × 102m = 104m2 or 10,000 square meters ). 
Since we’re not overly concerned with accuracy at this point, 

let us suppose the usable land on Earth to be 
107m × 107m = 1014m2 –the square of the distance from pole to 
equator expressed in meters. This amount of land could be 
filled by 1014m2 /104m2 pairs or 20 Billion individual people. 
How many generations does this take?  We can imagine that 
one square of 104m2 is occupied by the first generation, spread-
ing from there. The population at first is one unit, two indi-
viduals. In the next generation there are two units of popula-
tion and the generation after has four pairs since each of the 
pairs produces two pairs. The number goes up by a factor 2 
each generation and the number of units in each generation is 
twice that in the previous one. It can help to make a little 
sketch of the first three or so generations and their land if this 
is confusing at first. We can see that this will get large quickly. 
A slow but interesting way to find the number of generations 
it will take to fill the world is to multiply 104m2  by 2, then mul-
tiply the result by 2 again until we reach 1014m2 . With my cal-
culator I can also just experiment by guessing which power of 
2 to try to get an overall factor  and after experiment this 
turns out to be about 233 or 33 generations. To figure out the 
time this will take we take 30 years/generation × 33 genera-
tions=990 years. That is not very long at all, as historical time 
goes. What is surprising is the answer to another question: 
when is the “Earth” half full?  This is just one generation be-
fore the end, or thirty years!  The reason is that since each pair 
produces two pairs in the next generation the population is 
doubling every single generation. One generation before the 
the earth is entirely full it is half full. The process lasts about a 
millennium but it is the last 30 years where suddenly every-
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thing seems to happen. By human standards the growth goes 
on a long time and then the end is sudden!  The shift from 
“plenty of land” to “no land” can be quick. A little thought tells 
us that this quick shift is just built in to exponential growth 
within a boundary. So what happens when the limit is 
reached?  Just for fun and to see how far this will go, let us 
suppose that the generations after the 33rd have to divide the 
fixed land up. So the 34th has half the land per unit (a pair of 
people) as the 33rd. The 35th has half that and so on. In a few 
generations there is not enough room to feed everybody.  So it 
takes 32 generations to fill half a world, and only a handful af-
ter that to get to an absurd situation that clearly is wholly im-
possible. 

The above example was imaginary, but something like this 
happens in a laboratory with bacteria. If we look it up, one bac-
terium is in size on the order of magnitude of ten microns or 
“ten micrometers” or 10−5m , and we can say that one bacte-
rium occupies an area that is the square of this or about 
10−2m2 . A dish used to culture bacteria might be ten centime-
ters, 0.1 meter, in size or have an area of about 10−2m2 . So the 
number of bacteria to fill up a dish is about 
10−2m2 /10−10m2 = 108 , assuming that they fill it completely 
with cells in one layer. If we guess again that one generation 
takes an hour (they are bacteria after all, and reproduce fast) 
and the number doubles in each generation then we can re-
peat the same estimate by playing with a calculator. We find 
that 228 = 2.7 × 108 which means that starting out with two 
and doubling every hour, we would pass our limit between 27 

and 28 generations, or about one day. Since the dish contains 
food used to grow the bacteria, they will either have to go dor-
mant and stop eating or if they cannot do that they will start 
dying in large numbers. This is oversimplified, but usually the 
population of bacteria is stable for a while after they fill up the 
dish and then they start dying.  You can check this on Wikipe-
dia.

An example where we can also visualize exponential growth 
uses pennies. In the U.S. almost everyone has a pot of pen-
nies. Take a chessboard and put a penny on square 1, two pen-
nies on square 2, four on square 3 and so on. Since a penny is 
about a millimeter thick, we can directly see the piles grow. 
The number of pennies on square N is 2N−1 and the height of 
the stack on that square is approximately that number times 
one millimeter. Most of us do not have enough pennies to get 
to a stack one meter high, which would take a thousand pen-
nies and would happen on (playing with a calculator again) 
square 11 with 1024 pennies. If it takes only 11 squares to get 
to a meter high stack, one can imagine that the height will 
grow faster after this. By about square 38, quite far from the 
end of the chessboard, the height of the now imaginary stack 
of pennies would reach the Moon. Check it with a pocket calcu-
lator. 

In the real world, exponential growth cannot go on forever. 
There is some limit or boundary on supplies, food, or some-
thing else that puts the growth to an end. A difficulty with the 
idea of real world exponential growth is that it can apply in na-
ture for a long time, and it is hard to tell where the limit is. 
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Real world examples are always much more complex than our 
simple examples above. After all, many real world examples of 
our growth have not yet stopped and without accurate knowl-
edge of the facts you can not tell when they will stop. But 
when the limit is finally approached, that end event can occur 
quickly and unexpectedly. 

Exponential Growth of the Economy and Industry

For the most part we do not see exact doublings each genera-
tion or each time period. Money deposited in an interest bear-
ing account may increase two 
or three percent per year when 
the economy is very stable. In 
very favorable cases we may 
see faster growth but it usually 
quickly becomes erratic and 
two or three percent growth is 
the best we would expect to 
see. We also have to count the 
growth rate that is above the 
degradation of money value 
called “inflation”, which gives 
us the “real” growth. What then 
is the time for the money to 
double?  Again playing with a 
calculator, $1 becomes $1.03 
after a year, $ 1.032 after two 
years, $ 1.033 and so on. After 
25 years we reach about $2 or 

twice what we started with. At our 25 year point, since every 
dollar has doubled, so has the whole amount we started with. 
This works the other way as well. If the amount goes down or 
is devalued from $1 the first year to $0.97 the next and so on, 
we reach $0.50 after about 25 years and ”the dollar is only 
worth half what it was”. If there is growth, once the expecta-
tion of even this slow but still exponential growth becomes 
common, it has an effect. If wealth and prosperity are to grow 
at even this rate, everything contributing to it must grow; ulti-
mately the amount of iron mined must grow exponentially to 
provide more and more automobiles to be bought with the in-
creased money. Other things will show the same growth or be 
rejected. Even abstractions such as “productivity” should 
show exponential growth. We just accept this growth because 
the growth in one year or a few years is satisfying and not as 
startling as the growth of bacteria in one day or the growth in 
the height of the stack of pennies on a chessboard. In both of 
those cases the growth overwhelms us in a short time and we 
recognize the consequences of exponential increase. In this 
case of slow but regular growth it takes a generation for 
money and coal or iron mined to double (if we stick to our 3% 
growth per year). It also takes about that amount of time for 
population to double when conditions are favorable. These are 
large changes, but people are extremely good at adapting well 
to changes that take place over a generation. But suppose infla-
tion reaches 10% and money buys that amount less of mate-
rial goods or food each year. We can reckon the halving time 
as about six years, while 15% inflation per year would halve 
the value of money in about four years. This is a time scale 
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that would start to become alarming. We all have vivid memo-
ries the contraction of the economy in late 2007, an event of 
rapid change, if not inflation. A halving of the value of money 
in goods or the supply of something vital becomes really criti-
cal at 10-15% or greater decline. People tend to think of things 
on the scale of about 5 years as being “soon”, which matches 
how long it usually takes to complete large projects such as 
electric power plants. Processes that take ten, twenty or thirty 
years we adapt to without much thought. If wealth doubles on 
this scale it is even satisfying. What is dangerous is that degra-
dation on this time scale can also be adapted to even when it 
is not at all satisfying. There seems to be a clear mental percep-
tion that drives action when favorable or unfavorable events 
happen on a 3-5 year time scale but a lack of urgency about 
twenty or thirty year changes. On such long time scales, we go 
with the flow of events with only a little worrying. We do this 
even when the changes are exponential in the long run and 
very damaging. Historically, rapid exponential growth in 
things that affect us has seldom happened. Populations grew 
slowly while prosperity for individuals has flowed and then 
ebbed. There must have been periods, such as the invention of 
agriculture, when things changed quickly and sustained that 
change for many generations, but nothing in our history has 
been like the industrial revolution. An individual could begin 
life in a city with a few gaslights on the street after dark and 
no lit houses and then see profuse electric street lighting and 
brightly lit houses even before becoming an adult. These 
changes took place at all levels, from electric lights and mo-
tors to automobiles, telephones and more. It is now common 

to find plots that show compounded or exponential growth 
everywhere, whether in relation to coal mining, iron mining, 
or the number of telephones people own. Population in the 
United States and the world is shown in plots to have grown 
near exponentially as well. Most of this population growth is 
associated with the reduction of the miseries that have limited 
growth in the past such as mor-
tality of children, adult disease 
and shortages of food. 

Reading Plots

Graphs or plots tell us interest-
ing things about growth, but 
sometimes it can be hard to 
tell if growth is really exponen-
tial or if it just looks that way. 
The real world tends to show 
bumpy behavior of any quan-
tity such as the amount of 
something mined. We may be 
left with only the observation 
that something is increasing 
fast for a long time. What dis-
tinguishes a true exponential 
from other behavior is that the time to double remains the 
same over the whole much longer time.Or the time to increase 
by some fixed percentage such as 10% remains the same over 
the whole interval of time the plot or the numbers cover. 
About the best we can do at judging if some quantity “appears 
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to increase exponentially” 
is to first look at the total 
amount that has accumu-
lated over time. This al-
ways increases unless abso-
lutely nothing is being 
added. If this total appears 
to be increasing by the 
same numerical amount 
from year to year that is a 
linear increase, not an ex-
ponential increase, and a 
graph of its increase would 
be a more or less straight 
line. If the curve of total 
amount of material curves 
upward, it might be expo-
nential. If we then look at 
the production rate year by 
year and see that yearly 
production itself tends.

upward, that is a pretty good indicator that the increase in the 
total is exponential. It is always hard to tell because the yearly 
production of a quantity is bumpy over time and even if on av-
erage it tends to go up, it may over brief periods go down by a 
lot more than the average. World production of gold is a good 
example in a number of ways. It is valuable and it seems likely 
that the total amount of gold mined over time will continue its 

current trend of increas-
ing rapidly. The total 
amount goes up and even 
curves upward. A plot of 
the yearly production 
shows yearly production 
increases but looks less 
smooth, which is normal. 
The “cumulative total” in-
creases smoothly, the 
yearly production in-
creases in a bumpy way, 
and if we looked at the 
rate at which the yearly 
production itself in-
creases it would be bump-
ier still. For the most part 
we have to be satisfied 
with a simple view: if the 
yearly production of 
something curves upward 
then we are probably looking at exponential increase or some-
thing close to it. In the case of gold, for a long time the 
amount of gold accumulated per person of the Earth’s popula-
tion remained constant near 20 grams per person. Both the 
population of the Earth and the amount of gold mined and ac-
cumulated rose rapidly. Gold is particularly interesting be-
cause it has gotten harder and harder to come by while the 
yearly production has still been increasing. Discovery and min-
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ing have gotten more and more efficient even as the easily 
mined gold is already gone. If we look into this we see that 
there are other factors involved with gold mining: the associ-
ated pollution from extraction of gold from poorer and poorer 
rock has gotten worse and worse. The supply shows no sign of 
petering out, but the price paid to get it increases. The environ-
mental damage to get it increases. 

Sometimes it can be hard to tell the difference between very 
fast increase and exponential growth, such as the comparison 
between U.S. and world population grown. Looking at U.S. 
census data, we can check if the population increased by the 
same factor from one census to the next one ten years later. 
What we find is that from about 1810 to 1870 (excepting the 
civil war) the population at one census was about 1.33 or so 
times the population at the preceding census (remember that 
the census is every ten years). A little experimentation with a 
calculator tells us that the population would double in 25 
years. However, if we look at the later census numbers, we see 
that from 1890 or so until quite recently the population at one 
census was only around 1.15 that at the preceding census. 
What does this mean?  It looks like exponential growth but 
has a longer doubling time than our first time period at nearly 
50 years. One could argue about whether this is actually expo-
nential growth, as the doubling period changes. Whatever we 
call it, the best way to approximate it would be with an aver-
age exponential growth or, better, by two exponential 
growths. What about world population?  Again, the U.S. cen-
sus has recent data. They say that the world population in-

creased by one billion people every 12-15 years around the 
1960s and about every 20 years today. This is not exponential 
growth, at least if we start at 1960. To get exponential growth, 
the population over any fixed time such as 15 years has to 
grow by a fixed factor not a fixed number. Since the popula-
tion is increasing, exponential growth would mean that the 
time to add a fixed number of people would get shorter and 
shorter. It would not cluster around 12-15 years. The example 
of world population since 1960 is very rapid growth but it is 
not exponential. We do see graphs of world population growth 
over very long times and the growth does look “exponential”.

Sometimes people use the word “exponential” to mean “really 
fast”, which is good enough if the pattern is right. What is 
more interesting is not just exponential growth but what hap-
pens when it stops or changes to some other pattern. Gold 
mining has shown no clear sign that the production per year 
will slow down, but what can we expect when it does?  What 
we can do is look to a similar industry that has already hit the 
end of its own growth. Much of the early United States indus-
trial revolution was based on hard coal, Anthracite, which is 
nearly pure carbon and burns well and cleanly. Besides driv-
ing the machines of the industrial revolution, many old homes 
still have cast iron doors in their cellar walls for coal, even if 
the chutes and bins of the house’s heating system are gone. Al-
most all of the United States’ Anthracite coal was and is found 
in Pennsylvania. Production of this desirable coal rose fast af-
ter 1800, peaked during WWI and declined after that. There 
was a dip during the depression when demand was low and a 
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small secondary peak during WWII, but some effect from ex-
ternal events is to be expected. Whether the original increase 
was truly exponential just close to that is less significant than 

Figure 42:  Yearly anthracite production; the dashed curve is 
an exponential 3.6% decline per year. From 
http://pubs.usgs.gov. The peak was in 1919, before most other 
resources had shown this rapid rise and then decline. Apart 
from the WWII bump, the pattern was emerging in the 1930’s, 
before Hubbert’s famous projection that U.S. oil production 
would show the same features, with a peak in the 1970’s.

the fact that the increase did not persist. The apparently expo-
nential increase in production stopped quite suddenly. Produc-
tion stopped and then declined because it became harder and 

harder to get the coal out. It is interesting that the decline 
started when about half the total produced Anthracite was 
mined. This seems to be a common element in the rise and fall 
of mined resources like Anthracite. There is an exponential or 
near exponential growth that ends more or less suddenly and 
production then starts to decline, often also exponentially. 

The decline in Anthracite production happened despite tech-
nology improvements. Originally the mines were just tunnels 
through coal that had to be cut out and carried to the surface. 
Later mines stripped off the surface soil and rock and cut out 
the exposed coal , but there was only so much Anthracite and 
it became more difficult and expensive to get at. Today, pro-
duction has declined to a percent or so of the maximum with 
improved mining technology unable to keep the production 
up. It seems a reasonable guess – and just a guess – that this 
increasing difficulty set in when about half the total of all the 
eventually produced Anthracite had been mined. This does 
not mean that all Anthracite is gone, nor does it mean that no 
Anthracite is mined now. The total produced in a year is just 
tiny and the total ever mined only goes up by that very little 
bit each year. Just how much Anthracite remains is not clear, 
as this form of coal now competes with other and easier to 
mine forms so there is not much drive to dig for it. There 
could be a lot left that is just too expensive and dangerous to 
get at. 

We can look up the numbers and see that the total Anthracite 
mined so far is approximately 4 gigatons ( 4 × 109 tons) where 
this unit is a U.S. “short ton” or about 0.9 tonnes in metric 
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form. There may be only a gigaton or so of “mineable” Anthra-
cite left or perhaps a few times that. Estimates tend to depend 
on just who makes the estimates and what they assume. What 
is clear is that most of the Anthracite in the United States is 
gone. Getting at what is left would be very expensive and 
probably not worth the trouble, particularly the danger to min-
ers and the nearby environment. 

An initial production increase 
that was near exponential or 
at least very fast stopped and 
then declined partly due to an 
exhausted resource and partly 
due to competing sources of 
poorer quality coal that was 
cheaper to mine. What seems 
to be the important pattern is 
that before a material being 
mined is completely exhausted 
it becomes much more difficult to get at. It is at this point that 
things tip and production begins to fall. If there are some 
quantities whose growth is tied to that mined material, the 
point of transition from radical growth to even a slight decline 
is painful. Exponential growth of a country cannot continue 
without exponential growth of resources. 

You may wonder if this Anthracite is a cleverly chosen exam-
ple and not at all representative. A bit of checking will show 
that it is representative. This sort of nearly exponential rise 
and eventual fall happens often.

The same rise, peak and fall happened to the production of 
coal in the entire nation of the United Kingdom. A broad peak 
in production around the years 1900-1920 was followed by a 
gradual decline to the present, when production is a tenth or a 
twentieth of the peak. Coal production did not sharply end, it 
just petered out in a pattern not unlike the production of An-
thracite coal in the U.S.

It is important to realize that we do know something about us-
ing up fossil carbon resources, because it has happened-or is 
in the process of happening in both the U.S. and the U.K. This 
is now a historical fact, not 
theory.

The early exponential in-
crease in U.K. coal produc-
tion, followed by a decline, 
was projected almost 150 
years ago by William Jevons. 
He used estimates of just 
how much realistically acces-
sible coal existed in the na-
tion and then applied the 
idea of exponential increase 
to its consumption. He pro-
jected a quick end to U.K. 
coal when the exponentially 
rising accumulated produc-
tion of coal over about a hun-
dred years equalled the 
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amount he estimated. So his idea was a dramatic increase fol-
lowed by an abrupt fall. The end was not actually abrupt, as 
mentioned above. And there is still coal left in the U.K. if only 
a fraction of the coal reserves Jevons estimated when he wrote 
his book on this subject in 1865. Jevons is the pioneer in inves-
tigations of the exponentially increasing exploitation of re-
sources.

We will see later that more modern modeling by Hubbert did 
a good job of accounting for the rise and fall of one resour-
ce–the oil in the continental 48 states. Hubbert’s model gives 
projections that look much like the rise and fall of U.S. anthra-
cite and U.K. coal. Of course, none of these projections can be 
perfect. But Hubbert’s was pretty good.

It is worth wondering about influences driving the time scale 
of exponential growth (or decline) that we tend to observe. 
Over a long time we can check that Anthracite production in-
creased about 3% per year. Later, after the peak, it declined at 
nearly the same rate, as other coal supplies increased. It may 
be no accident that this is a doubling time of about 25 years 
or, equivalently, the effective working life of a person. It takes 
time for anything new to percolate through the economy, to 
build up the mechanisms to exploit new possibilities. People – 
their numbers and attitudes– have to change and they seldom 
do this fast. Even a decline of 3% or so may take a long time, 
because once they are used to something people resist its dis-
appearance. There is, at least for a time, a strong interest and 
investment in keeping the resource going, even against 

cheaper competition, just because it is customary and needed 
locally. 

Continental U.S. oil production has been declining at about 
3% per year despite hundreds of thousands of wells drilled. 
There is some new production from the deep water in the Gulf 
of Mexico and in North Dakota that has stopped the decline 
for now. As happened with Alaska oil, the new production will 
eventually drop off. Absent really compelling forces, this 3% 
rise or 3% decline seems to be a pretty good rule of thumb. 
This 2%-5% range works out to a doubling or halving range of 
thirty down to fifteen years. Again, if the doubling or halving 
range drops to three to five years, that may be too fast for us 
to adapt to calmly. 

Our real interest is in the long increase and future decline of 
fossil carbon resources. Will the decline be slow enough to 
adapt to, and what will we have to do in the increasing ab-
sence of cheap energy?  

Problems

1. From census records, from 1810 to 1870, the U.S. popula-
tion increased by a factor 1.33 from one census to the next, ten 
years later. By about what percentage did the population then 
increase from one year to the next?  Keeping this rate, in what 
year would the population have doubled?  (After 1870 the U.S. 
population no longer increased this fast each census.) 

2. Suppose that a population starts at 100 million and in-
creases 3% per year. About how long does it take to reach 
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1000 million, assuming that there are resources to support 
this number of people?  

3. Let us suppose that world oil production is 75 million bar-
rels per day in 2015 and that after this date it decreases 6% 
per year. What is oil production in 2040?  2100?  Exponential 
extrapolations out twenty or thirty years may be OK, but over 
much longer times they often are in error. 

4. A contributor to “theoildrum.com” suggested using “half 
life” rather than annual decline rates. Suppose our oil produc-
tion plus imports (i.e. our use) declines 8% per year. The “half 
life” of our oil use then is the time that it takes for use to drop 
to half what it was at the start of the decline. So, in this exam-
ple, what is the “half life” of our oil use, in years?  

5. A famous example of exponential growth is the “Tower of 
Hanoi” problem, where a stack of N disks, each smaller than 
the one below it, is to be moved from one place to another. 
This is done by drilling holes through the center of the disks 
and placing them on one of three vertical rods; only these 
three rods can be used. Disks are moved one at a time from 
one rod to another, but no larger disk can be placed on a 
smaller. Completely moving all disks from one rod to another 
takes 2N − 1 moves. (Rather than proving this mathematically, 
check it out for a few disks cut from paper.) Moving one disk 
every ten seconds, how long in years does it take to move 64 
disks from one rod to another?  In units of the age of the uni-
verse?  Assume that the disks and rods do not wear out and 
that the people continue to exist. 
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CHAPTER 7

The Decline of Oil, 
Natural Gas and 
Coal

Fossil Carbon is a finite resource. Al-
though there is a lot of it, the amount 
that can be mined is not large.

William Jevons

M. King Hubbert (in the middle)

Jean Laherrere



We do hear that fossil fuel availability is going to peak, but we 
are less certain about the date and shape of the peak. This 
chapter outlines some of the technical problems surrounding 
mining fossil fuels and the history of “peak prediction”, end-
ing with a best guess of what is currently happening. As men-
tioned in the introduction, a very good source is the lively and 
useful book “Hubbert’s Peak” by the former oil geologist and 
retired Princeton professor Kenneth Deffayes. I consider this 
book to be a “tier one” source of information, as it was created 
by someone expert and without an interest in withholding in-
formation. That does not mean that everything in the book 
will stay unchanged as new information appears.

I have tried to check the correct-
ness of the numbers used here, 
but you may want to do this 
yourself. To help with your own 
investigation, vital ongoing dis-
cussion of this topic can be 
found in “theoildrum.com”, 
which has informed much of what is in this chapter. This 
source includes both original research articles and extensive 
comments, many of them by very knowledgeable people. 
Other information in this chapter is from Wikipedia or 
sources mentioned there. Where other information is men-
tioned you can find details by a Web search; there are com-
ments on further reading at the end of the book.

History: Depletion of Fossil Carbon Resources is not 
a Theory

Too often we are led to think that the decrease in our fossil car-
bon resources is “just a theory”. This is not correct. There 
have been at least two huge examples of how we have used up 
most fossil carbon resources on the scale of an entire nation. 
The first is the coal resources of the United Kingdom (the 
U.K.)  and the other is the oil resources of our own nation. We 
have already mentioned this, but a longer account may clear 
the mind of misunderstanding.

Already in 1865 there was a widespread false belief that U.K. 
coal–the basis of the early industrial revolution–would last a 
very long time, “thousands of years”. The coal available in the 
U.K. was known quite well at that time. It was considered to 
be all coal in seams two feet thick and more at depths of 4000 
feet or less. It was William Jevons, a widely talented man and 
a key developer of modern economics, who put an end to this 
belief. He pointed out that the production of coal was increas-
ing rapidly and that if this increase was exponential then U.K. 
coal would be exhausted in about a hundred years, not a thou-
sand years. This actually happened, though not quite as Jev-
ons imagined. He thought that coal production would expand 
exponentially and then crash rapidly to a small level when the 
accessible coal was gone, as mentioned in the last chapter. 
What happened was what is shown in the figure, from David 
Rutledge at CalTech (he has studied world coal production in 
some detail). 
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Figure 45:  U.K. coal production (from Rutledge). See 
rutledge.caltech.edu

Production did indeed increase 
roughly exponentially for a 
time. But when about half the 
coal had been mined, produc-
tion started to drop and has 
never recovered. What is more 
interesting, only about a third 
of the coal Jevons and others 
identified has actually been 
mined. They overestimated 

what can be got out. Only part of this was due to competition 
from imported coal and, eventually, oil. It also turned out that 
mining narrow seams thousands of feet underground was very 
difficult. Even if the U.K. returns to coal mining, what is left 
will be expensive and slow to get out. 

The other historical example is U.S. oil. This time, W. King 
Hubbert, an oil geologist, actually predicted that U.S. oil pro-
duction would peak around 1970 and then begin a decline. At 
the time, he was predicting oil production in the continental 
48 states, not including the gulf and Alaska. For this area, his 
prediction was remarkably accurate; whether we call it a ’pre-
diction’ or a ’projection’, which is admitted to be approximate 
and subject to revision, is not too important to us. The point 
was that production rose almost exponentially and then 
turned over and declined–amazingly it began dropping when 
about half the oil had been produced. The figure is again from 
Rutledge, this time for the whole U.S. Notice the bump of 
Alaska production and the rising small bump from shale oil, 
mostly from North Dakota at the present time. The important 
thing about this plot, apart from the overall decline, is that the 
bumps from Alaska and North Dakota are small and soon we 
can expect the decline to continue. 

We see from this that the eventual declines are no theory. For 
the U.K and the U.S. they are historical fact. And remember, 
the U.S. had a lot of recoverable oil, originally about as much 
as Saudi Arabia. In neither case of the U.K. and U.S. are we 
looking at small national resources.
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Figure 46:  All U.S. oil production, including a recent small 
bump due to North Dakota shale oil. Again from Rutledge.

Background and Technology

The rarity of fossil carbon is due to a simplicity: it is buried 
and transformed life. Oil and gas are to a great degree ocean 
life from the almost unimaginable past buried in places with 
no oxygen that, if available, would help destroy organic mate-
rial. Most past organics have been silently and slowly de-
stroyed by what oxygen has been available. (Oxygen is part of 
the decay process.) The absence of oxygen has been rare and 
remains rare. Only the great antiquity of life has allowed this 
preservation to happen at all. Pressure and heat without oxy-
gen slowly transformed the complicated molecules of life to a 
very few, the large molecules combining carbon and hydrogen 
we know as oil and the fewer and simpler ones of natural gas. 

Oil and gas are found in rocks, not in pools of liquid or com-
pressed gas. It is sometimes hard to keep the idea in our 
minds that all the oil we have to extract is in the tiny pores or 
spaces in....rock. These tiny open spaces in rock can be very 
small and sometimes barely connected to one another. Pum-
ice rock floats on water because voids make it light and the 
lack of connections between holes keeps water out. Solid rock, 
even with some holes in it, is bad for oil. How is oil supposed 
to move if there is no path in the otherwise solid rock?  Oil 
moves over geological time though spaces in rocks of the 
Earth, but our industries do not operate on a geological time 
scale. The hard part for us is getting oil out of the ground 
quickly enough to make it useful to us. We probably remem-
ber films of gushing oil wells, but that image isn’t very accu-
rate because it makes us think of a giant pool of pressurized 
oil spouting when it is uncapped. In reality, oil has to be part 
of an area with somewhat porous rock, which allows the oil to 
move freely enough to be drawn out over months or years in-
stead of millions of years. Sometimes there is a large area satu-
rated with oil, but only a small amount of oil can be obtained 
because we are unable to draw it through the rock. When oil 
geologists speak of “recoverable oil” they mean just that: oil 
we can actually get out with some realistic and affordable tech-
nology. It is good to remember that no technology can vastly 
increase the size or connectedness of those tiny holes in the 
rock. Sometimes we can fracture rock so the oil near one well 
moves a bit more quickly, but we cannot much change the 
huge expanses of rock thousands of feet down.
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In a new well, oil can appear to gush out, and this is because 
of the pressure of the overlying rock. Remember that earlier 
we talked about the pressure created by a well four kilometers 
deep in rock, and how much water it would take to balance 
out that pressure. In real life a new well will not shoot oil up 
as high as described in our earlier simple example because the 
oil has to first flow out of those tiny avenues in the rock, which 
slows the oil through friction. But oil under pressure can still 
flow to the surface.

Still, the deeper we drill for oil the higher the pressure in the 
well, and there is a high risk of a “blowout” if the well is very 
deep. We were treated to an example of this when the deep wa-
ter gulf BP “Macondo” well blew out. Thick well casings and 
seals failed, with human fatalities and damage to sea life. De-
pleting resources continually stretch our technological ability, 
which carries the risk of deaths and intolerable environmental 
damage.

Oil geologists have gotten quite ingenious at moving oil in 
rock that has big enough interconnected holes. It is necessary 
to do this for old wells in which the oil flow slows or stops. Ge-
ologists sometimes pump in water at the edges of an oil field, 
forcing oil to the wells. This works if the water, which is heav-
ier than oil, is below the oil in the expanse of rock they have 
drilled into. Of course, the pressure of the water has to be high 
enough to push the oil around. Over the last century a lot of 
clever tricks have been invented to get oil out of the ground, 
but it has taken decades to develop these tricks and most of 
them are known. (Sometimes gas is used instead of water to 

push oil around.) We often hear the claim that there is lots of 
oil underground for us to get and that “new technology” will 
enable us to get it. The correct response to these claims is: “ex-
plain how”. Claims are cheap, performance is hard, and na-
ture is often difficult to cope with. The reality is that we have 
only so many tricks, and very little up our sleeve by now.

There is a recent good example of the sad fact that we cannot 
get out all the oil that is present in these deep rocks. That is 
the oil now being produced from the extensive “Bakken Shale” 
deposits in North Dakota and Montana. Carefully researched 
numbers are hard to find for the fraction of oil that can be re-
covered. The only actual verifiable number I have seen is a re-
covery of 1.4% of the oil present in the deep rock that is the 
source of this oil. There are recent optimistic oil industry esti-
mates that range up to about 5%. Even this fraction means 
that 95% of the oil deep in the Earth will stay there!  No realis-
tic amount of modern technology and money will get it out–
no water or gas injection. The rock is too solid, not enough 
large interconnected holes. Estimates of the amount of oil that 
can actually be recovered from the Bakken (and other) shale 
reservoirs are not encouraging, despite news reports. “Shale 
Oil” might add 10% to ultimate U.S. oil production. This is not 
impressive, and only  temporarily helpful.

A graph for U.S. oil production that shows Alaska separately 
makes clear that the declines are unavoidable. But production 
does not just go to zero, there is still some oil there. If there is 
still oil in the United States, why is production decreasing?  Af-
ter all, technology has gotten better: we know more about how 
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to find oil and extract it, so why doesn’t production stay up un-
til the last drop is gone and stop then?  This is the pattern that 
William Jevons projected for coal in the U.K. But we see that 
the earlier production curve for U.S. oil is almost symmetrical, 

with the turnover at about half the total amount produced. 
Aswe saw in the last chapter, this is what happened to Anthra-
cite production, U.K. coal production, and it seems to be a 
property that applies to oil as well. But it would be good to re-
mem-

ber that this is a sort of informed guess. Notice on the figure 
that Alaska production, while decreasing now, was not really 
symmetric around the maximum

From the peak of production in the mid 70’s for about ten 
years the number of producing crude oil wells in the U.S. grew 
by about 150,000 (to roughly 650,000) before starting to de-
cline again. That is certainly an indication that producers tried 
to increase production, they just failed. The decline occurred 
at the same time that the agency setting production quotas 
gave up and let individual producers sell as much oil as they 
could, which starts to tell the story that the decline could not 
be stopped and everybody knew it, despite oil prices going up 
in the 1970’s. (There was a huge jump in price after 1973-
1980, but no very impressive “lower 48” U.S. production in-
crease. See the book by Kenneth Deffayes for more back-
ground.) Thirty years later the U.S. produces far less oil than 
in the mid ’70’s and imports most of the oil it uses. This is de-
spite the brief halt in the decline when Alaskan oil began to 
flow. The famous Prudhoe Bay oil fields are themselves now in 
decline, and those fields match the overall pattern. It seems 
characteristic of conventional oil fields that when very roughly 
half the “recoverable oil” they contain has been extracted pro-
duction starts declining and this decline cannot be stopped. At 
best, the decline might be slowed by clever engineering tricks 
that cost significant money. But it has taken oil prices around 
$100 per barrel to slow the decline and produce a small blip 
from North Dakota and Montana shale deposits. Even very 
high prices–about five times the price in 1972–have not 
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Figure 47:  US Oil production, with Alaska separated out, 
from the EIA, the Energy Information Agency. Note the unim-
pressive bump in production resulting from high prices dur-
ing the petroleum crisis of the 1980’s. The overall decline 
soon resumed.



brought production up to where 
it was.

The historical production curve 
of the 48 states is nearly sym-
metrical, as shown in the figure 
(not all of the rise in production 
is displayed in the second fig-
ure), but not all oil fields show 
this. Some go up fast and down 
even faster when advanced meth-
ods to get oil are used. What 
does not seem to change much 
is that the fraction of the original oil that can be got out 
changes little. It is discouraging that most individual fields 
yield, by the end of their life, about a third of the oil that was 
originally present in the ground, while the best can get about 
half the oil that is ‘available’. This is perhaps why when about 
half the total recoverable oil is produced (“recoverable” being 
that third or half the total originally in the ground) the rest be-
comes harder and harder to get. We are running up against a 
limit, not all at once but gradually. Finally once that third or 
so is out of the ground, the problem of getting any more be-
comes increasingly very difficult and slow and certainly very 
expensive if it can be done at all. Sometimes more than a third 
of the oil originally in place can be got out through heroic 
measures. Saudi producers have to pump vast quantities of 
seawater around some of their oil fields to keep the pressure 
of the oil wells high enough to produce. 

This is why, when discoveries are announced, you have to ask 
“How much oil can you can realistically recover?  When will 
you start producing?  And what is your expected rate at which 
you will produce the oil–the flow rate? ” Most media stories 
never go into this. 

Since we import about half or more of the oil we use, we need 
to think about the world oil production that we will increas-
ingly come to depend on.

The Contribution of Hubbert and Others

Hubbert’s original idea for U.S. oil production was to make a 
smooth curve that combined two things he knew at least ap-
proximately. These were how much oil the 48 states had pro-
duced until he made his prediction in 1956, how production 
had increased, and how much oil the U.S. actually had that 
could be produced. He only had estimates for the ultimate 
amount and bracketed his prediction with 150 gigabarrels and 
200 gigabarrels–the latter is close to the actual 48 state ulti-
mate, as we now know. What is important is that the number 
for the ultimate amount of oil in 1956 was not far off. His pre-
diction for 200 gigabarrels was that the peak would be in 
about 1970 and he was right. It is even fair to call this a predic-
tion because he included the obvious source of possible error: 
the ultimate amount. 

Hubbert’s analysis improved with time and he introduced the 
following way of plotting oil production data. This has become 
known as “Hubbert Linearization”. This is an empirical and 
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Notice on our plots the total 
48 state production is about 
200 gigabarrels. Since oil has 
gotten more valuable, the 
total amount that can be 
extracted has gone up a bit–
so the original straight line will 
bend a bit towards a larger Q. 
If you check, you will find that 
the total Q that is projected 
has only gone up by about ten 
percent or so at our high 
prices now, not really a lot.



rough estimate; it is certainly not a theory. (There are other 
ways of exploiting what is essentially the same idea.)

Hubbert’s idea can be thought of the following way. Suppose 
that you have a tub that is to contain a produced fluid like oil; 
in a real bathtub it will be water. At the start, there will be lit-
tle water in the bathtub and some flow of water in. Call the 
amount of water in the tub Q (in gallons) and the amount flow-
ing in P (in gallons per minute). Both of these change with ti-
me–Q increases always and P may increase or decrease. If you 
do not want to spill water, P will eventually decrease to zero 
when the tub is full and the tub will have an amount of water 
Qtotal when the flow stops, when the flow in gallons per min-
ute P = 0. To make this analogous to oil production, let’s sup-
pose that the flow of water P drops off smoothly. Hubbert’s 
idea was to plot P/Q for oil (P in barrels per day, for example, 
and Q in the total number of barrels produced so far) on a ver-
tical axis versus Q, the total amount produced so far, on the 
horizontal axis. Then if you follow the plot, eventually P/Q 
hits the horizontal axis when, in our analogy, all the water is 
in the tub. 

In Hubbert’s case Qtotal is all the oil you will ever get and P/Q 
decreases eventually as P gets small. Hubbert found some-
thing remarkable: in lots of cases of oil production P/Q de-
clines with a straight line that points to Qtotal. 

Figure 48:  Hubbert Linearization of U.S. 48 states oil (S. 
Foucher, theoildrum.com). There are many points far off the 
straight line, but they are all at the beginning, when less that a 
tenth the total has been produced. Of course, this is because P 
is large and Q small there, so P/Q is large. P and Q are la-
belled otherwise here than in the text. The units are a bit dif-
ferent, P/Q in percent per year and Q in gigabarrels.

If you are not yet at Qtotal, the straight line points to the total 
amount you will eventually get. If you know Qtotal in another 
way, as Hubbert did for U.S. oil (it was one of his two values, 
the one he eventually settled on), this serves as a test that you 
are right. This is very important: 
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 If the total amount of oil that will ever be produced, Qtot, is 
known independently of oil production, then Hubbert’s plot 
should give the same extrapolated Qtot as this independent 
value. This is the only good check that the idea works in 
practice-any deviations should be small.

Hubbert’s idea even leads to a function for Q as it depends on 
time; this is a bit complicated and does not concern us. But 
knowing P/Q looks like a straight line plus getting Q itself as a 
function tells us P as it depends on time. This is Hubbert’s 
peak: P, the oil production, rises, tops out and then falls. Of 
course this is an approximation to the real world and its justifi-
cation is that it works. There are fancier versions of the idea, 
but let us stick with this one here. We can, following Hubbert, 
project oil production over time. 

The Forecasts for World Oil

Over thirty years ago, Hubbert went much further in his pro-
jections for oil. He could judge very roughly how much oil was 
in place in the world. Despite all the advances of the last thirty 
years, the estimates of oil geologists in the mid 1970’s for 
world oil have not changed much. Some low estimates were 
under one trillion ( 1012 ) barrels of recoverable crude oil, but 
most were just below or around two trillion or ’two terabar-
rels’ (a “barrel” is 42 U.S. “gallons” or 160 liters).

Figure 49:  The Hubbert Peak from the linearization. From S. 
Foucher, theoildrum.com. Notice that it is not exact but repro-
duces the average behavior very well.

 That number is still reasonably accurate–2.0 trillion barrels, 
about ten times the original oil in the continental U.S. Of the 
original 2 trillion maybe a trillion is left, maybe more, though 
of course these are informed estimates.

A trillion barrels sounds like a lot. But here again, large num-
bers can fool us. If we check, we find that current crude oil pro-
duction is about 75 million barrels per day. Let us convert this 
into barrels per year,

75 × 106 barrels
day

× 365 days
year

= 27 × 109 barrels
year
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Another mathematical step tells us that if we estimate very 
roughly the time to exhaust our remaining one trillion barrels 
of oil by dividing this number into one trillion, we get an esti-
mate for the “years of oil available” and this is only 36 years. 
So that one trillion barrels was not so large after all, and we 
know to beware of people carrying “trillions” into an argu-
ment. Also, we can see that this estimate of 36 years is very 
misleading, because it assumes that all oil can be recovered at 
a constant rate right up to the end when production drops to 
zero. (That original two trillion barrels was recoverable oil, re-
member.) We know that after half the known oil in the “lower 
48” U.S. was produced it turned out that it will take “forever” 
to get the last half, as it takes more and more time to get 
smaller and smaller returns. So that “36 year” estimate for our 
last trillion barrels of world oil is bad because, based on other 
examples, we would experience steadily decreasing produc-
tion amounts–not a constant amount–eventually requiring a 
long time to yield the amount our wells now deliver in one 
day. 

Sometimes we hear of a fantastic new oil discovery of, let us 
say, “30 billion barrels of oil”. If this is really 30 billion barrels 
of recoverable oil, 30 billion barrels comes out to about a 
year’s use and much less than that if the 30 billion is the full 
size of the oil reserves in the ground, not the recoverable oil. 
Worse, that “30 billion barrels of oil” if recoverable, will take 
many years to get; production will start slowly, build up and 
then decline.

Hubbert predicted a peak of world oil production in about 
1995 for a low estimate of the oil in place and for the year 
2000 for the more common estimate of two trillion barrels. 
He was quite careful to state that this date was approximate 
and could change depending on events. He also said quite 
clearly that this peak could be shifted by perhaps ten or so 
years but not by very much more. “Events” did intervene–the 
oil crisis of the 1980’s–and the peak has indeed shifted. What 
is remarkable is that the efforts of a large number of mostly re-
tired oil geologists and others who have studied the problem 
still predict a peak as Hubbert did. The date of the peak of pro-
duction has changed as has the shape of the curve after the 
peak – it is probably a broad and indistinct maximum rather 
than a sharp peak – but Hubbert was essentially right. De-
pending on who works out the projection and what they as-
sume about world oil fields, the production peak is in 2006 to 
2012 and sometimes even a bit later. Hubbert’s projection was 
made in 1978 and thirty years later only the details have 
changed. There is still a peak in world oil production coming, 
or perhaps past.

Hubbert did miss some details in his worldwide estimate, is-
sues that could be called “inessential details”. His estimate did 
what U.S. continental production did, and was symmetrical 
and went down at the same rate it went up. The world supply 
will take longer to fall than it did no rise and it now seems al-
most certain that the peak will be broad and maybe even a bit 
hard to identify. After the peak a decline will set in, though the 
rate at which production will go down is uncertain.
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Figure 50:  World oil projections from the Energy Watch 
Group, 2007. The curve after 2007 is a projection and not a 
prediction in a scientific sense. The official government projec-
tion called “WEO 2006” is already in error but no actual de-
cline is evident yet either. There are many similar plots on the 
Web, many from contributors to theoildrum.com. Almost all 
show production in decline by 2015; a few have the decline set-
ting in by 2020. Since these are projections, it would be good 
to update them from time to time, based on new information.

Interestingly, world crude oil production has bounced around 
a bit but has been close to constant for about six years as of 
2012.

All of the supply estimations are also tied to the worldwide 
market, making things more complicated. The issue for the 
U.S. is not how much oil the world produces, but how much 
appears on the export market. We have to buy the majority of 

our oil in the open market, and oil producers use oil them-
selves just as we do. The U.S. now essentially exports none of 
its own oil, and as soon as our suppliers begin to have oil short-
falls within their own countries, they will probably export less 
and less just as the U.S. has done. If world production goes 
down after the peak and producers export less and less then 
there are two causes for U.S. oil imports to drop–less pro-
duced and less on the world market. It is very hard to quantify 
this, but it is easy to imagine that this will magnify the effect 
of oil shortages on the U.S., since we are so dependent on im-
ports. The model of this export decline by producing countries 
most often cited is the “Export Land Model” discussed on 
www.theoildrum.com.

There is a crude way to think of this idea. We can look up that 
a bit more than half of all oil produced is exported on the 
world market. The other half or so is used directly by produc-
ing countries, such as the U.S. Suppose that world production 
goes down, but the producing countries keep their own oil use 
up by cutting exports rather than cutting their own oil con-
sumption. Exports could then be cut by twice the amount pro-
duction drops. If word production drops 3% per year, exports 
could easily drop by 6% a year. If producing countries in-
crease their own oil use then the drop could be bigger. 
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Figure 51:  World crude oil production per day, from 
theoildrum.com; unmistakable decline has not yet set in as of 
2010. The peak in production is plainly going to be broad, 
more of a plateau than a peak. This shows crude oil because 
the definition of “oil” (or sometimes “all liquids”) changes 
with time. Note that “zero” barrels per day is a foot or so be-
low the bottom of the plot.

World demand will also affect what the oil shortage will look 
like. Apart from recessions that tend to slow or reduce de-
mand it seems that the demand for exported oil goes up. Ulti-
mately what we call “demand” has to match produced and ex-
ported oil, and if demand goes up and exported oil drops then 
the price of oil should rise. It is probably fair to say that how 
all this develops is very unpredictable. For example, we do not 
know precisely how discovery and production will react to 
high oil prices. There will be an incentive to pump more oil. 
But any reaction will probably be slow and not stop the de-
cline. High prices, many new wells and other investments in 
production did not stop the long term continental U.S. oil de-

cline. All they did was pro-
duce little bumps on an 
overall decline.

The most remarkable thing 
about the ever-improving 
projections of the peak’s 
timing and the post peak de-
cline is that this has been a 
public debate, only it has 
been ignored by most of the 
“public”. The primary de-
bate has been on the Web at 
sites such as 
www.theoildrum.com and 
the site of the ASPO (the as-
sociation of peak oil). Most 
(but not all) of the scholarly studies outside these sites have 
been long available on the Web. 

A broad survey of projections by retired oil geologists such as 
Jean Laherrere and other scholars without financial interests 
to defend mostly shows the decline setting in by 2015 or only 
a bit later. A few studies (including by Laherrere) show the de-
cline setting in by about 2020. The broad and ill-defined peak 
will occur, or has already occurred, between 2005 and 2012 
with the decline setting in by 2015 or 2020.
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It may be that the “end of the 
plateau” will be marked by a radical 
(more than factor two) increase in 
world oil prices, before the actual 
decline sets in. There is some 
indirect evidence for this in a 2013 
Goldman Sachs report “360 
Projects to Change the World”. A 
striking plot there, on page 9, 
shows the break-even price for oil 
to rise almost vertically at the end 
margin where total production 
increases are becoming very small. 
(This is not the interpretation they 
place on the plot.) You will have to 
look up the plot on your own; it is 
presumably copyrighted.
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Figure 52:  Oil forecast from the 2009 EIA conference. This is 
significant because the EIA is a U.S. government agency 
whose estimates often seem very optimistic. Note use of the 
word “liquids”. The “unidentified projects” seems to be the dif-
ference between what can actually be counted and optimistic 
projections by EIA and others.

In this matter an optimist thinks it could be later than 2012 
and a pessimist thinks that the peak is already passed. Oil on 
the world market fluctuates with both production and the 
world economy and it is hard to say with certainty if the peak 
is really past–particularly in view of the fact that oil produc-
tion has been on a plateau from about 2005 to the present. 

At some point in time, probably around 2020, production will 
fall off this plateau and the decline will start.This is a good 
point to recall that the oil we use to make gasoline, diesel and 
other liquid fuels is “crude oil” (what I have been calling just 
“oil”). The often quoted “all liquids” includes many com-
pounds not used to make liquid vehicle fuels, or “all liquids” 
includes things like asphalt that has to be processed. These 
not-oil compounds should really be plotted separately. 

We have very little idea how fast the decline in world market 
oil will be once the peak is past, nor do we have any hint how 
our imports will be affected by demand in other countries. 
U.S. domestic continental production had been declining re-
cently at about 3% per year until a recent small bump in pro-
duction. A popular guess is that world production, once it 
starts down, will decline at this rate. Unfortunately, large mod-
ern oil fields often show faster declines, two or three times 
this number. (You may wish to check this statement by review-
ing posts on theoildrum.com) And this does not take into ac-
count how much oil will be held 
off the world market as oil pro-
ducing countries look after their 
own economies. It is not at all 
crazy to think that the decline in 
oil on world markets, once es-
tablished, could range any-
where from 3% to 10% per year. 
Remembering back to exponen-
tial increase and decline we 
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From a long term view, it is 
somewhat irrational for 
countries to export any oil; 
they are exporting their future 
internal prosperity. A political 
response of nations to the 
start of world oil production 
decline could be to entirely 
stop exporting oil. Let us hope 
that this does not happen.



know that a ten percent per year decline would mean that 
there will be less than half as much world market oil as now in 
only seven years. It was a major disruption of the world econ-
omy in the 1980’s when world oil dropped about fifteen per-
cent. The U.S. did cope with that, but not with a continued de-
cline of that amount every year and a half. Let us hope other-
wise, but it could turn out that the alarmists now will in time 

Figure 53:  A history of oil discoveries with the discovery plot-
ted together with production. New discoveries are not keeping 
up with production. This plot is by Jean Laherrere. Notice 
that the discoveries can be used to obtain an estimate of theto-
tal that will ever be produced that is independent of oil produc-
tion.

be seen as optimists.

The figure shown in this chapter of projected world oil produc-
tion from the Energy Watch Group is similar to many others 
that could be included here, and all can be found on the Web. 
Particular sources are Wikipedia and theoildrum.com. There 
are many projections, and it should be recognized that we 
have emphasized those by retired oil geologists and other 
scholars over others that show more oil industry influence. It 
is my opinion that large energy agencies are not doing an ade-
quate job of weighing data and creating useful models of fu-
ture oil and gas supplies. 

There are two major world energy reporting and forecasting 
agencies. One is the International Energy Agency, a govern-
ment group based in Europe. The other is the Energy Informa-
tion Agency, an agency of the U.S. government. Both of these 
do important work collecting data on world energy and they 
also create forecasts. These forecasts are based on information 
from energy industries and the agencies’ own methodology. 
One of these forecasts is shown on the figure with the Energy 
Watch Group world oil forecast. This is referred to as the 
“World Energy Outlook” by the IEA. The U.S. agency, the EIA, 
publishes something similar, the “International Energy Out-
look”. Both forecasts differ dramatically from those made by 
nongovernmental groups such as the Energy Watch Group. It 
is hard to quantify the reasons for the difference, but there 
seem to be two causes. One is that the oil industry has ad-
vanced very large and probably misleading figures for world 
oil resources. The other feature is that the agencies seem to 
mainly do economic modeling. From their models it appears 
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that future oil production simply materializes as a result of 
price factors, without a detailed study of geology or oil discov-
ery history like what has already been shown. The actual 
source of the governmental agency forecast future oil is left un-
clear. There are two figures here to illustrate this. One is a sin-
gle EIA figure from a 2009 conference. The second is a figure, 
often shown on “www.theoildrum.com”, of past oil discover-
ies. The EIA figure refers to “unidentified future projects” fill-
ing a gap left between the EIA projections and a projection 
that appears similar to that from the Energy Watch Group. 
The other figure, by Laherrere, shows the history of oil re-
source discoveries; the inference from this figure is that the 
“future projects” of the EIA are unlikely to materialize. The 
EIA reports do not, so far as I see, analyze in the necessary de-
tail this very critical discrepancy between their forecasts and 
historical discovery data. Interestingly, the “other” agency in 
Europe, the IEA, has just in 2010 produced a plot which also 
shows a decline, with some attempt to distinguish among the 
“unidentified projects” label that appears on the U.S. plot. You 
can find the original plots on the Web.

In my view, the burden on the EIA and the IEA is to prove in 
satisfactory detail that their forecasts are physically realistic 
and not the result of optimistic economic and other modeling. 
The burden of proof should be on the agencies for oil, coal and 
gas forecasts, particularly by the U.S. EIA. 

Purely economic modeling may be dubious, but modeling that 
realistically includes economic incentives, engineering and de-
velopment costs and resource constraints likely has a future. 

Pure historical resource constraints often do not include some 
oil that can be got at a high price. For example, the large “Can-
tarell” oil field in Mexico got some of its oil out by a very ex-
pensive injection of nitrogen 
gas to increase the pressure 
and drive oil up the field’s wells 
to the surface. Past experience 
does not indicate that this in-
creases the world average 
amount of oil that can be got by 
very much, but good modeling –modeling with geology and 
engineering in it – can contribute to our understanding when 
and how fast world oil production will drop.

There are proponents of the idea that oil will be more abun-
dant once the price rises high enough. They do have a point. 
High prices can increase what we call “recoverable oil”. We 
have at least a rough guess of how much “extra” oil can be pro-
duced, based on recent experience in the U.S. High prices 
have made it practical to use decade old but expensive technol-
ogy to get oil out of shale oil fields in North Dakota and Mon-
tana (and a few other places). The most optimistic oil com-
pany estimate (meaning probably not realistic expectation) I 
have seen is that 25 billion barrels will be recovered. This is 
surely too much for this one area. If all the efforts in the 48 
state area yield about this much in total then it would increase 
U.S. oil recovery from Hubbert’s 200 billion barrels to maybe 
ten percent more than that. This is the response to oil prices 
rising from about $20 per barrel to about $100 per barrel, five 
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times more. If this is at all applicable to world oil (meaning 
crude oil), then Hubbert’s 2 trillion barrels of recoverable oil 
should perhaps be increased to ten percent more than that, or 
2.2 trillion barrels. 

The world oil projections we have shown, and others not pre-
sented here, do not include this probably modest increase in 
recoverable oil due to high prices. Unfortunately, the groups 
doing these projections do not have unlimited resources to re-
peat the projections every few years as the situation changes. 
But not much change can be expected for a ten percent, or 
even twenty percent, change in Hubbert’s original 2 trillion 
barrel figure. 

There is another source of oil besides real oil that flows out of 
wells, what is called “heavy oil” and would be better called 
“processed asphalt”, the substance recovered from Canadian 
oil sands and some wells in Venezuela. This is either a solid at 
room temperature or it is a very gooey fluid that will not flow 
through pipelines. (It does sometimes flow out of wells be-
cause the deep earth is hot; this stuff then congeals at room 
temperature.) The processed asphalt that results, now a flow-
ing liquid, and that can be used 
in ordinary refineries ultimately 
comes out of chemical plants, 
not the ground. It is very hard to 
imagine that the amount pro-
duced per year will ever be very 
great. There is an example–Ca-
nadian oil sands processed as-

phalt. You will see estimates 
that Canada has “as much oil 
as Saudi Arabia” (comparing 
oil sands asphalt to real oil! ). 
If this is so, why is Canada, 
many years after beginning 
production, producing less 
than one fifth as much “oil” 
as Saudi Arabia?  The answer 
is probably simple: mining 
plus chemical plants do not 
produce at the rate that well 
chosen holes in the ground in 
Saudi Arabia do. And the cost 
is far higher. 

We should not fall victim to the illusion that “processed as-
phalt” will flow readily when it becomes a significant part of 
the liquid carbon product stream. Rapid true oil flow now is 
simply due to the happy historical behavior of true oil wells.

It would be well to recall that much less oil will be exported 
onto the world market than is produced. It could be that what 
counts for the U.S. in 2100 is solely domestic production of oil 
and there will be none available to import. Plots like these that 
show total world production will then have little meaning for 
us, as we will be dependent on only our own oil production.
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This is confused a bit because 
the chemical plants can be 
split–one at the source to 
make the fluid flow thru 
pipelines and a second plant 
at the receiving end. It is still a 
chemical product.

Laherrere is my main source for 
the estimate that we will be in 
world production decline by 
2015-2020. So it is a good idea 
to estimate by how much this 
would be delayed if Laherrere’s 
2200 gigabarrels were to be too 
small. If the “correct” value is 
2400 gigabarrels, I estimate that 
the decline would be delayed by 
only 2 years. Realistically, world 
political or economic turmoil 
could influence the decline more 
than this.



Figure 54:  A recent world production projection by Jean La-
herrere that includes “heavy oil”, or “processed asphalt”, 
which is the bump with a maximum just before 2100. The 
drop from the present peak to 2100, including this source, is 
about a factor five. without this source, the drop is closer to a 
factor 25 or so. So this additional source does not prevent the 
decline in oil after the peak. Notice that Laherrere uses a recov-
erable oil of 2.2 trillion (or tera) barrels, 2200 gigabarrels, 
called “crude - XH” on this plot. This is about ten percent 
more that the older number of 2.0 trillion barrels. His value, if 
correct, is independent of production, so any projection has to 
agree with his number. It is just the area under the production 
plot.

The Forecasts for Gas

Natural gas production in the U.S. has turned out to be much 
more difficult to predict than oil. Gas is in many more kinds of 
rock than oil and it migrates differently and more easily. It is, 
after all, a gas. Hubbert did analyze gas production as well as 
oil and was probably right in his emphasis, but wrong in the 
specifics. Hubbert believed that gas production after the pro-
duction peak drops off much faster than oil production, but he 
got the timing of an early drop off wrong. But natural gas pro-
duction in the U.S. has been nearly constant for decades, after 

Figure 55:  U.S. gas production, in units we will discuss later, 
together with the price in dollars per unstated unit. This looks 
completely unlike the oil production plots–production is 
bumpy but has been about the same for over 40 years. From 
the EIA.
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an early rise.

It is plainly difficult to project production into the future with-
out understanding both the geology and economics of gas over 
a very long time. The former French oil industry expert Jean 
Laherrere has tried an interesting idea, one that works for oil. 
There have been over many years discoveries of natural gas in 
the U.S. There have been probably several million wells 
drilled in the U.S. ,by my own estimate, which makes it very 
well explored for both gas and oil.Laherrere has plotted these 
discoveries, but shifted forward in time to match the actual 
production of gas. Discovery of gas, shifted forward in time, is 
not too far off the actual production, but with an exception. 
Production matches shifted discovery except for what is called 
“unconventional gas”. This phrase is a euphemism for “diffi-
cult to extract and expensive”. What we can conclude is that 
we are already into the phase where the easy to get gas is drop-
ping off. Just how much of the difficult and expensive gas 
there is, and what the production rate will be (and the price! ) 
is very hard to tell.

Figure 56:  Laherre’s US natural gas projection; unconven-
tional gas is sometimes called “shale gas”

How to orient ourselves on this topic of “unconventional gas” 
is possible, however. We can look at a figure with the probably 
optimistic projections of the EIA we have met with before. 

sources) has argued that there is far less shale gas that can ac-
tually be recovered and that its price, if it were priced realisti-
cally, very high. In fact, the price would likely be off the scale 
of our first plot, guessing at the units.
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Figure 57:  The EIA gas production figures plus projections 
out to 2030, with the types of gas labelled. We are already in 
the phase where a lot of the U.S. natural gas is “unconven-
tional”. Even these optimistic projections do not show our gas 
production going up much. Most of the unconventional gas is 
just replacing the decline in conventional gas production. 
Without “shale gas”, production would soon start going down.

What are we to make of this unconventional, hard and expen-
sive to get, gas–mostly called “shale gas” or “tight gas”?  The 
EIA is plainly optimistic. However, outside experts are much 
more critical. In particular, Art Berman at theoildrum.com 
(much of his commentary there is reposted from other His 
view, and that of others, is that shale gas production will only 
last a decade or two and then start down. It is entirely possible 

that U.S. gas production 
will start declining, and 
prices start rising, within a 
decade or two. That is, by 
2020 or 2030. In any case, 
none of these figures sup-
port the fantasy idea that 
natural gas can replace oil 
as an energy source. There 
is just not enough, even for 
the optimists. So what can 
we conclude about U.S. gas 
production?  Not much with 
solid confidence, unfortu-
nately. We will have to wait. 
But there are good reasons 
to think that, first, gas will 
never replace missing oil. 
Even optimists do not pro-
ject enough gas for that to be true. Second, the optimistic view 
that the plateau in natural gas production will go on for a few 
more decades are probably, but not certainly, wrong. A better, 
but uncertain, estimate is permanently declining U.S. gas after 
2020 or 2030. Besides this upcoming decline, we can expect 
the usual problems associated with the end phase of fossil car-
bon, where difficult and expensive to get resources that are ex-
tracted also come with serious environmental degradation.
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Berman is, of course, an expert 
and I am not. However, I tried to 
check Berman’s central contention 
using another source, a talk by V. 
A. Kuuskraa given in Beijing in 
April 2010. From this, it looks to 
me that Berman is correct. Also, 
very recently, the US Geological 
Survey (not traditionally 
pessimistic) has given average gas 
production for eastern U.S. 
“Marcellus” shale gas wells and 
this, combined with the known 
price of wells, gives essentially 
Berman’s value for shale gas 
prices–at the top or off our first 
plot. How far up gas prices go is 
impossible to know. Maybe there 
will always be gas there, but at 
unaffordable prices.



Much less work seems to have been done on world natural 
gas. Laherrere and a few others have the peak in world gas pro-
duction in the range 2020-2030 with a drop off after that. By 
2100 natural gas production is negligible in these studies. 
Maybe they are right, but our concern is with the U.S. Never-
theless, it does appear to be the case that total world natural 
gas production will at least continue for a while and maybe 
even grow.

The Forecast for Coal

The popular belief is that the U.S. has “hundreds of years” of 
coal reserves. The EIA mentioned earlier seems implicitly to 
hold a similar view. This is almost surely not correct. Laher-
rere and the German “Energy Watch Group” forecast a peak in 
world coal production around 2050–the Energy Watch Group 
peak is quite broad though in both cases the production of 
coal in 2100 is less than half the peak production. 

The expectation for the U.S. is harder to make but a peak 
around 2050, maybe sooner, seems likely here as well. In this 
study, production in 2100 is about a fifth that at the peak. In 
any case, it does seem likely that a reasonable but not very 
high production of coal in 2100 can be expected. 

Figure 58:  Energy Watch Group projection of world coal pro-
duction. The unit is millions of tons of oil equivalent.

Forecasts for fossil carbon need to be made more precise by 
groups not economically invested in the matter. It is very un-
fortunate that we are still so unsure of other fossil carbon re-
sources at the very brink of the downturn in world oil produc-
tion and in world market oil.

In any case there is sound evidence that by 2100 there will be 
very little fossil carbon left that can be productively burned as 
now for oil, gas and coal. The amount of fossil carbon that can 
be produced worldwide and used by the U.S. in 2100 could 
easily be a fifth or a tenth of what it is today.
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Figure 59:  Energy Watch Group figure for US bituminous 
coal production. The unit is short tons, 2000 pounds per 
short ton. This projection is somewhat contentious. A newer 
analysis by David Rutledge at CalTech agrees in substance 
with this and with Jean Laherre’s earlier version. Some stud-
ies including Montana coal have the peak later. You can check 
the Web for these.

 This is an economically small amount compared to our future 
energy needs. 

One of the worrying aspects of world fossil carbon decline is 
that by 2100 in the U.S., much of the surviving domestic fossil 
carbon could be coal. The economic and environmental cost of 
coal may be simply too high to be tolerated unless production 

is held to a low level. The more coal that is mined, the lower 
the quality of what remains and the larger the environmental 
risk. Coal is not as rich and useful source of energy as we 
might like.

We can make an interesting, if crude, estimate of just how 
much land has to be excavated to obtain the coal in the bump 
in our figure that is labelled “Wyoming”.Present U.S. coal con-
sumption is about one gigaton per year. So these reserves do 
not really look very large.  If we guess that the coal layer in 
Wyoming is about 20 meters thick on average and the total 
mass mined is about 3 × 1010 tonnes , then the area mined is 
about 40km×40km , roughly the size of Yellowstone park. 
This is a substantial part of the best coal region in Wyoming. 
If this land is strip mined without restoring it, there will be 
consequences that are difficult to imagine at present, but that 
are probably unpleasant. Other areas of the U.S. are undergo-
ing drastic environmental changes already due to coal mining.

It is also unclear what effect the future scarcity and expense of 
truck and other liquid fuels will 
have on the mining of coal in 
parts of the country distant 
from energy markets. Coal min-
ing could easily become uneco-
nomic as well as environmen-
tally damaging.

In time it may develop that coal 
is a valuable long term resource 

There are informed estimates 
of the amount of coal that can 
be strip mined, by Joseph 
Smith in “Strippable 
Reserves”, of 14 gigatons in 
Montana, 13 gigatons in 
Wyoming–less than our 
estimates here. 
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that should not be exploited on a large scale merely in order to 
inefficiently burn it for primary energy, as now. At a low level 
of exploitation this source of fossil carbon, if used mainly for 
industrial purposes, could last a long time, far beyond 2100.

It is interesting to make a table of the 2010 costs of fossil car-
bon energy in the U.S. in its various forms. This changes with 
time because fossil carbon costs are volatile, but let us use 
some nominal values: $100 per barrel for oil, $80 per metric 
tonne for sub bituminous coal and $5 per “thousand cubic 
feet” for natural gas. If we look up conversion factors from 
these clumsy units we get the table shown here. 

At the end of these considerations, it is a bit shocking to real-
ize that the U.S. uses roughly 20 million barrels of oil per day 
with about half to two thirds of that imported or perhaps 10-
13 million barrels. (A good number for net imports of crude 
oil compared to use is hard to find.) We now know how to get 
an annual estimate from this and it is about 4.7 billion barrels 
imported oil. (Imports have been going down recently, how-
ever.) Let us pick a number for an estimate of what this costs 
us. At a cost per barrel of $200, a number that has been dis-
cussed in the media, the import bill amounts to close to a tril-
lion dollars, $200 × 4.7 × 109 = $9.4 × 1011 . To avoid being con-
fused by the size of the ‘trillion’ number we need to compare 
this to something. We can look up the present U.S. “trade defi-
cit”, the net amount of money flowing abroad; it is less than a 
half-trillion dollars per year and is a source of much concern. 
It seems impossible that oil can go much over $200 per bar-
rel, for an entire year at present oil use, and that such a price 

to foreign producers could be borne by the U.S. But we will 
likely see just what happens once world oil exports begin to 
drop and prices rise beyond where they are now.

As an aid to looking a bit ahead, we can figure out the present 
total cost of our fossil carbon use. At the prices in our table, all 
fossil carbon use costs about $700 billion dollars per year. If 
these costs were to triple at present use rates, we would end 
up paying over $2 trillion per year for fossil energy. For com-
parison, the present U.S. ’gross domestic product’, a measure 
of the size of the economy, is about $15 trillion dollars per 
year. We have benefitted a lot from that low energy cost of 
$700 billion per year, a bit over $2000 per person per year. 
That happy situation will not continue.

The estimates here do not 
take account of the in-
creasing environmental 
cost of extracting the 
steadily decreasing fossil 
carbon reserves. We are 
not in a position to quan-
tify this. But it is entirely possible that the environmental im-
pact of getting the remaining U.S. fossil carbon could force us 
to shift off it earlier than the rough timescale here. 

A study of the archives of theoildrum.com will allow you to un-
derstand this issue better.

What is most mysterious about our impending fossil carbon 
crisis is how we have been able to ignore this for thirty years, 
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since President Carter was ridiculed for his efforts to promote 
energy self sufficiency for the U.S. Even now we are deter-
mined to ignore or belittle the coming decline in world oil. It 
is easy to see that we are very fond of everything we gain from 
the cheap energy from fossil fuels. It forms our economic life 
and for this form of energy to substantially go away is not 
pleasant to think about. The psychology of this issue will 
surely interest future historians. 

 Problems

1. As an example, suppose that some imaginary nation’s 
coal production in 1820 is 10 million metric tons per year (10 
megatons or 10 Mt) and production increases 1.5% per year in 
a smooth way. What is production 100 years later, in 1920?  
Now suppose that, starting in 1920, production decreases 1.5 
% per year. What is production in 2020?  (This is a not very 
good rough estimate for real U.K. coal production.) 

2. U.S. oil production in 1970 was about 9.5 million barrels 
per day (Mbbl/d) and in 2008 it was about 4.0 Mbbl/d. Using 
an exponential decay, what was the decline in percent per 
year?  

3. Figure 48 shows the ratio of U.S. 48 states oil production 
over the cumulative total, with the straight line pointing to 
about 200 gigabarrels ultimate total. On the graph, sketch 
what the you think the line would change to if the ultimate 
turned out to be 220 gigabarrels due to high oil prices. What 
would the resulting average production be?  

4. Suppose that oil prices go up to $200 per barrel. Esti-
mate the increase in the price of gasoline due to this. Assume 
that at present, gas prices are due to $100 per barrel oil. 

5. Assume that all energy prices are the same in dollars per 
gigajoule and that this price is determined by $200 per barrel 
oil. With the U.S. using about 85 exajoules of fossil energy per 
year, what is the resulting U.S. annual fossil energy cost?  

2  Projects

1. In 2012 oil production in the North Dakota and other 
U.S. shale (or “tight oil”) regions has been claimed to dramati-
cally increase prospects for U.S. national oil production. Look 
up the information on this, starting with the official North Da-
kota site, 

https://www.dmr.nd.gov/oilgas/; particularly interesting is a 
presentation to the Bismark-Mandan Chamber of Commerce 
you can find there. Also check http://www.theoildrum.com, 
particularly contributions by Rune Likvern, and also the infor-
mation in Wikipedia. Estimate the total amount of oil, in bar-
rels, that is likely to be eventually produced and compare to 
the ultimate estimate for the whole U.S. of 200 gigabarrels. 
When is the maximum production in barrels per day likely?  
How does this compare to total U.S. consumption?  What 
other similar “tight oil” resources are available in the U.S.?  
What are reasonable total recovery estimates for these?  You 
will have to investigate the distinction between “reserves” and 
“resources” as part of this. Of course, estimates at any point in 
time such as 2012 will need to be updated some years later on. 
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2. Repeat this investigation for the deepwater Gulf of Mex-
ico oil production by the U.S. A good starting point here are 
articles by Jean Laherrere in http://www.theoildrum.com, al-
though these are a bit hard to follow. But try to estimate the 
ultimate amount of oil that will be recovered in the deepwater 
Gulf. The reference here is to deep water because the shallow 
water Gulf fields have been producing oil for a long time. 

3. In 2010 or thereabouts, the claim was made that the U.S. 
“has a hundred years” worth of natural gas. Investigate this 
claim. The best initial source is an official one, the Potential 
Gas Committee at http://potentials.org; they issue a biennial 
report. You will need to compare their numbers to present gas 
consumption, which is in the unfortunate unit of “billions of 
cubic feet”. Compare this source to a report by Arthur Berman 
you can find at http://www.theoildrum.com under the title 
“After the Gold Rush”. 

4. Oil and gas can be got by drilling wells, although this 
process has become contentious for modern wells with long 
horizontal sections that use a process called “fracking”. Coal 
recovery has become quite different, in that much coal is now 
recovered by a process of “strip mining”. Accurate informa-
tion is hard to find, but attempt to estimate the total U.S. coal 
resources that can be got by conventional strip mining, and 
compare this to present consumption. One place to start is the 
web site of David Rutledge at CalTech. You can also find infor-
mation on the strip mining process and the environmental 
consequences of this.
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CHAPTER 8

Fossil Carbon for 
Energy in 2000

Fossil carbon supplies almost 90 percent 
of our energy now. We need to know 
what it is  used for.

A coal fired electric power plant. From Wikipedia.



Almost all the energy used by the United States comes from 
burning fossil carbon. The best – if somewhat complicated 
looking – plot of energy use is from Livermore Laboratory for 
the year 2002. In that year total energy use by the United 
States was 103 Exajoules (103 EJ or 103 × 1018 Joules). This is 
usually called “primary energy” and amounts to about 300 Gi-
gajoules (300 GJ, 300 × 109 Joules) per person or about one 
terajoule (1 TJ) per household or an average power use over 
the year of approximately 30 kilowatts per household or 
roughly 10 kilowatts per person. (You should check these num-
bers.) U.S. energy use for the last ten years has bounced 
around a bit, but has been roughly 100 exajoules per year. 
This 100 EJ is a convenient estimate for U.S. yearly energy 
consumption that we will make more use of in this chapter.

Remember, our metabolic 
energy use per unit time is 
about 100 Watts, so 10 kilo-
watts per person is about a 
factor 100 bigger than 
“metabolic” values or the 
rate of human powered 
work. If an ancient slave 
could do work at this rate, 
modern industry requires 
the power of roughly 100 
ancient world slaves per 
person.

The 103 exajoules, or EJ, includes everything–including in-
dustrial use of power, direct household heat, electricity, trans-
portation. Only about 15% of that total energy comes from nu-
clear power, water and wind power and biomass. The rest 
comes from fossil sources. This means that by 2100 most of 
the roughly 85 Exajoules per year of energy used per year 
from fossil carbon will have to be replaced by energy from 
other sources. Any additional energy use in 2100 will also 
mostly have to be replaced by energy from other sources. 

Of the 103 EJ or Exajoules used in 2002, overall approxi-
mately 60% was simply wasted as heat. Thermodynamics tells 
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us that it is impossible to produce work from heat engines 
without waste. But that this much is wasted may be a bit of a 
shock. The energy actually used to accomplish useful ends was 
only about 40% of the total or some 40 EJ.

We will need to remember this fact later when we come to the 
problem of how to replace the fossil carbon use on this plot–
we don’t necessarily need to make up all 85 EJ, as only about 
40 exajoules of energy is actually used to accomplish useful 
ends-the “useful energy” in the figure. Most of the rest is heat 
engine waste. 

To put the fossil energy use per 
year in perspective, let us use 
the table in the last chapter. 
One hundred EJ (exajoules) is  
1020 Joules or 1011 GJ (giga-
joules). At the market prices in 
our table, the yearly primary 
fossil carbon energy cost from 
our graph is somewhat under 
$700 Billion (or 700 G$). (This 
is about one twentieth of the 
U.S. economic output–the 
“GDP”– for 2010.) Most of this fossil carbon expenditure be-
comes waste heat. Since we will want to make estimates later, 
let us distinguish a few of these measures of energy use. We 
can consider energy used per year as exajoules or EJ, or we 
can divide this by the number of seconds in a year to get a 

power use in Watts averaged over a year. Three measures 
seem useful, 

 100 EJ per year, all “primary energy” use, is about 3200 Gi-
gawatts of power averaged over a year 

 About 40 EJ per year (on the plot, 37 EJ) makes our “use-
ful energy” of about 1300 Gigawatts of power averaged over a 
year 

 About 13 EJ per year of “distributed electrical energy” is 
about 400 Gigawatts of power averaged over a year 

We will come back to these numbers.

Energy for Home Heat

The simplest use of fossil carbon energy is just to heat houses 
and commercial space. In the climate of the U.S. this is a very 
important use of energy. (In some places, cooling replaces 
heating as the important energy use.) It seems as if heating 
should be perfectly efficient–there is no heat engine involved 
and we just burn fuel oil or natural gas. But this is the first 
and maybe best example that even such a simple use of fossil 
carbon cannot be 100% efficient for practical reasons. Burn-
ing coal or natural gas produces toxic gas as well as unbreath-
able carbon dioxide and water vapor. These waste products 
have to be gotten rid of. Even an efficient household boiler 
will waste perhaps 15%-20% of its heat just to ensure that the 
hot gasses go properly up the chimney. Fancy hot air furnaces 
can waste as little as 10% or a bit less of the energy in natural 
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The Energy Flow plot deserves 
careful study. For example, 
replacing our petroleum and 
coal energy use with natural 
gas would mean producing 
almost three times as much 
natural gas as at present. A 
glance at the last chapter 
shows that this will never 
happen. Even optimists such 
as the EIA and IEA do not see 
this happening.



gas in heating the household circulating air, a gain that comes 
with increased purchase and maintenance cost. But there is 
still waste heat energy. Modern enclosed fireplaces waste only 
about 30% of the energy in wood 
when it is burned–far better than 
old open fireplaces that wasted 
maybe 90% of the energy in the 
wood they used. 

The real losses of heat energy 
come when it escapes from 
houses. A gas boiler in the colder parts of the U.S. can burn 
gas at a rate of 10 kilowatts in the winter and all that heat 
leaves the house. That is, the rate at which we heat the house 
– the heating power of our boiler or furnace in kilowatts – ex-
actly equals the rate at which heat leaves the house. This unfor-
tunate loss occurs because there is no perfect insulation. 

We can make an estimate of this heat power lost. Let us imag-
ine a simple “house” that has no windows or doors and is ten 
by ten by six meters. We can guess that heat is lost mostly two 
ways: by warm air inside replaced by cold outside air or by 
heat energy flowing through the walls. So where might we find 
ten kilowatts of heat loss?  Let us start by estimating the loss 
when the inside air is exchanged with cold outside air. Our 
“house” has a volume of 600 cubic meters. We remember that 
air at sea level weighs about 1.2 kilograms per cubic meter so 
the house contains about 700 kilograms of air. Now we have 
to look up the “specific heat” of air. The heat energy required 
to raise the temperature of 1 kilogram of water by one degree 

C is 4200 Joules. For air, this number is close to 1000 Joules 
per kilogram per degree C. If the air outside is 30 degrees C 
colder than we want our house to be, it means that any air 
that enters the house needs to be warmed by 30 degrees. This 
amounts to 3 × 104 Joules per kilogram of air or about 2 × 107 
Joules for our house. If all of the air in the house is exchanged 
every hour that amounts to a heat energy loss of over 5 kilo-
watts, 

 A crude estimate of winter house heat loss by warming cold 
winter air that enters the house is 

2 × 107Joules/3600 seconds ≈ 5 kilowatts

If the air is exchanged every three hours the loss is less than 2 
kilowatts. 

What about heat flow through the walls?  We want to know 
the heat power in Watts flowing through a wall with some 
area A=width×height . This heat loss is more complicated to 
estimate. The heat energy flow per square meter is summa-
rized as 

 Energy flow per square meter of wall per second = constant 
depending on the wall times the temperature difference be-
tween the outside and the inside. 

No temperature difference-no heat energy flow. If the tempera-
ture difference is big, the heat energy flow can be big. Let’s 
write this heat energy flow per square meter per degree as U – 
Watts per square meter per degree difference. We will write 
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the heat flow as ΔQ/Δt or Watts through an area A with a tem-
perature difference ΔT between the inside and the outside. 
This means: 

 The rate of heat flow through a wall = the area of the wall 
times the temperature difference between inside and outside 
times a constant called U 

ΔQ
Δt

= U × A × ΔT

We can know or estimate the area and the temperature differ-
ence between the inside and the outside. But what about U? 

For historical reasons, the constant U is sometimes given in 
hard to use units, but for any wall we are interested in the 
number we want to get is Watts per square meter per degree 
Celsius temperature difference. If a wall is thin panel with a 
much thicker space filled with some insulation–say blown in 
cellulose–then we can just use the heat flow in Watts per 
square meter per degree C temperature difference between 
the inside and the outside through the insulation, which we 
can look up. But the heat flow will be less as the insulating 
space gets thicker, so we expect to find a number in Watts per 
meter per degree C. The unit is Watts per meter because to get 
the actual flow in Watts per square meter of wall area we have 
to divide by the wall thickness. Not to be confusing, let us call 
the number we should find in tables the number u. This u 
again is in terms of Watts per meter, not Watts per square me-
ter because of this dependence on the thickness of the insula-

tion. Dividing this number u by the thickness of the air or insu-
lation space gives us the correct Watts per square meter, 

 The constant U depends on the wall thickness and equals a 
constant dependent only on the (possibly layered) insulation 
material divided by the wall thickness 

 U=u/d

with d the thickness of the insulation. So: less heat loss when 
d is larger.

The number u we want for heat flow through cellulose insula-
tion turns out to be about u = 0.04 Watts/m 0C . If our insula-
tion is about the thickness of a wall, we guess that this is about 
10 centimeters or 0.1 meters. So the flow per square meter is 
U = (0.04 W/m oC )/0.1 m = 0.4 W/m2 oC . Our imaginary model 
house has a total wall plus roof area of 340 square meters. If 
the temperature difference is 30 degrees C, then the total heat 
energy flow per second through all walls (neglecting the floor 
and windows) is (0.4 W/m2 oC ) × (340 m2) × 30 oC = 4080 W or 
pretty nearly 4 kilowatts. So we have a total loss if the air in 
our “house” is exchanged each hour of about 5+4=9 kilowatts. 
This may not be too bad as a crude estimate. We can see 
roughly where the heat energy goes.

A common real world average for casually insulated older Mid-
western U.S. houses is 10 or more kilowatts winter heat loss in 
January. The heat input to the house must equal the loss if the 
house does not get hotter or colder, as we saw earlier. If we ig-
nore sunlight warming the house, then the losses have to be 
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made up by heat from burning fossil carbon, often natural gas. 
If we assume one house per household in the U.S. and about a 
hundred million households, the total power in the form of 
heat in winter is very roughly ten kilowatts times a hundred 
million. This is 1 × 1012W or about 1 Terawatt (1 TW). If the 
houses are heated for about four months out of a year this 
amounts to about 1019J or about 10 Exajoules (10 EJ). This is 
about a tenth of all the primary energy used by the U.S. in one 
year (2002)!  This really crude estimate is not far off the 
household heat energy use for the U.S. The actual number for 
2002 is closer to twice this if houses and industry are both in-
cluded. Although heat for its own sake is, averaged over the 
U.S. economy about 80% efficient, the scale of its use indi-
cates just why there is so much emphasis on conservation by 
household and industrial insulation. It may also explain why, 
when one gets a household “energy audit”, the energy audit 
technician first checks to see how “leaky” the house is. Airflow 
accounts for a lot of the energy loss in a home. 

Now you know why we are spending so much effort on this 
problem.

Cooling homes in hot parts of the U.S. is the inverse of the 
heating problem. Hot exterior air has to be cooled when ex-
changed with outside air. Heat energy from the outside will 
conduct through house walls and hot outside air will leak into 
the house. For the most part heat has to be removed from 
houses by air conditioners that are powered by electricity. Air 
conditioners are heat engines in reverse and can use the ad-
vantage of their COP to move much more heat out of a house 

than electrical energy for the air conditioner itself. (See the 
chapter on Thermodynamics.) Electric power for air condition-
ers at a price of $0.10 per kilowatt-hour costs almost $30 per 
GJ. But taking account of the COP, often a factor 3-4 for air 
conditioners, means that the energy cost of cooling can be as 
low as $8-$10 per GJ of 
heat moved out of a house. 

Houses last a long ti-
me–fifty or a hundred 
years. Sometime before 
2100 most fossil energy 
sources will be very expensive or even unavailable and we will 
have to find other ways to heat our houses and businesses and 
we will have to insulate them better. The same is true of 
houses in hot parts of the country, but it is a lesser problem be-
cause of the fortunate efficiency of cheap air conditioners 
working as heat pumps.

It is probably clear from this very crude example that a lot of 
household energy use can be saved by three things: reducing 
air exchange with the outside (or at least the heat loss that 
goes with it), reducing the heat loss through walls and win-
dows and making some use of the heat of the sun on the 
house. Modern methods for exchanging air in a house can 
scavenge as much as 90 percent of the heat already in the 
house and use it to heat the incoming air. As for insulation, it 
can work quite effectively. (The only bad part is that most insu-
lation is nearly the same in “u-value”, meaning that if we want 
less heat loss we need thicker walls.) Heating houses by sun-
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light works to a degree, but many “solar” houses give the ap-
pearance of being mostly solar panels or windows, showing 
that a lot of solar energy gathering area is needed. Unfortu-
nately, in very cold climates windows are only marginally 
good at warming a house by sunlight because they insulate so 
poorly. 

A common claim is that the heat loss can be cut to about half 
by improving wall and attic insulation, windows, air leakage 
and by living with a cooler house in winter and a warmer one 
in summer. Although this is not an unreasonable claim, halv-
ing the heat loss will almost surely be quickly compensated for 
by a doubling of fuel prices as declining petroleum drives up 
all fossil fuel costs for heating oil and natural gas. So the usual 
ways of improving houses will only delay the time when heat-
ing becomes a larger part of a home cost. The only real long 
term solution is very different houses that use drastically less 
energy. 

A house that uses a tenth or less of present energy could be 
heated by electricity alone even if electricity cost were to rise, 
or it could possibly be heated by a small heat pump. Even in a 
cold region winter heating energy that has to be supplied from 
outside could be perhaps a kilowatt or two. Compared to our 
example above this can be done by reducing the heat conduc-
tivity of the walls to 0.1 − 0.2 W/m2 oC , increasing the air ex-
change time to about two hours and recovering 80% of the 
heat normally just expelled out of the house. The heat require-
ment for our example would then go to about 1 kW for heat 
leakage through the walls and about 500 W for air leakage. 

This example does not count windows. So the total would be 
about 1.5 kW rather than the 9 kW we got. These are roughly 
the standards for the German “Passivhaus” that can be found 
at www.passiv.de (a U.S. web site is www.passivehouse.us). 
An improvement of a factor five so so seems reasonable, so 
the key is probably reducing the maximum heat power require-
ment to one or two times 1.5 kW, 1.2 kW being about the heat 
production of a common kitchen toaster left on. Without a 
more efficient design of house, winters will be much colder in-
doors for many of us as energy becomes more expensive.

Real calculations of the heat loss from a house can get compli-
cated. For example, if the wall consists of multiple pieces–in-
sulation and wall studs and windows, for example, that go en-
tirely through the wall you have to add the U (big U) values 
for each piece. This is because each has its own area through 
which heat can flow. But if you layer components–for exam-
ple an insulating outer panel set over a wall space filled with 
cellulose–you have to add the values, not of U but of 1/u for 
each layer. This makes it difficult to calculate the exact heat 
loss for a real house design. In the U.S. it is common to use an 
entirely different way of making tables of heat loss through 
something called the “R-value”, essentially 1/u except for the 
use of BTU units. You will not find tables of our u or of the 
more convenient 1/u for layers of insulation because of the cus-
tomary units used. I like the units here better than “R-value”.
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Remember that we are going 
into detail here because of the 
importance to our everyday 
lives of household and busi-
ness heating and cooling.

Energy for Transporta-
tion

Probably the most inefficient use of fossil carbon is for trans-
portation. The Lawrence Livermore graph shows transporta-
tion as wasting about 80% of the energy available from its fu-
els. Why is this?  A gasoline or diesel engine is a form of heat 
engine, although not a heat engine in the sense usual in ther-
modynamics. Our thermodynamic “heat engines” from the 
thermodynamics chapter are idealized. There is a gas or liquid 
in an idealized heat engine that is heated and cooled and the 
engine does useful work as heat energy flows in and less of it 
flows out of the engine. The gas or liquid in the engine stays 
there–it just absorbs and releases heat energy. Some real heat 
engines work this way, but our common gasoline and diesel 
engines do not. Instead, gas flows through the engine–air and 
fuel flows in, burns to produce heat inside the engine and then 
flows out as exhaust containing less heat energy than the hot 
gases the instant after they burn. But these cycles do repeat 
and we can pretty accurately mimic such an engine with a ther-
modynamic engine, pretending that the gas in the engine in-
stantly gets heat energy from outside and cools as it expands 
in the engine’s cylinder as the piston goes down. Then we 
imagine that the cooled gas is compressed and reheated in-

stantly at the beginning of the next cycle. We saw the ideal effi-
ciency for the four cycle “Otto” engine earlier, but we can 
pretty closely guess what the ideal efficiency is.

We can estimate the maximum possible efficiency of a gaso-
line or diesel engine if we know the maximum and minimum 
temperatures in Kelvin temperature units (degrees Celsius 
plus 273). The efficiency cannot be greater than 
ηmax = 1 − Tmin /Tmax , where the fraction of wasted energy be-
comes 1-η ). Engine temperatures are limited to something in 
the neighborhood of 1800 K or about 1500 C. As the hot gas-
ses expand, they cool as we all know. In an engine with a peak 
temperature of 1800 K they might cool to 900 K or so. This 
gives a maximum efficiency of ηmax = 1 − 900K /1800K with at 
least half the heat wasted. 

One of the marvels of thermodynamics is that it is possible to 
actually calculate the efficiency of an idealized gasoline engine 
(one that creates no entropy) and it is near this figure–about 
0.6 . Remember, the efficiency is output work divided by in-
put heat energy and we can find both of these for an engine, 
not just our for our maximum efficiency engine. So we can ex-
pect efficiencies of around 60%–but the actual number for 
real engines in real vehicles in normal use is closer to 20% – 
with 80% of the chemical energy in the fuel and air coming 
out as waste heat. The source of the inefficiency is partly in 
the engine itself and partly in the transmission and drive 
mechanism. The best way to increase efficiency is to keep that 
maximum temperature high but lower the minimum tempera-
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ture. Currently the real heat efficiency has not got over that 
20% average number in cars and trucks we drive now. 

The U.S. uses about 20 million barrels of oil per day; it varies 
by year and the state of the economy but this is a good num-
ber to remember. U.S. crude oil use has been dropping the last 
few years, but only by ten percent or so in total. We will use 
this number, 20 million barrels per day, as our estimate.

This amounts to 20 × 106 barrels
day

× 365 days
year

 or 7.3 Gigabarrels 

per year or, 7.3 “billion” barrels per year. At 42 gallons per bar-
rel (or “bbl”) and 3.8 liters per gallon and, very roughly, 0.9 
kilograms per liter this becomes

7.3 × 109 bbl × 160 l /bbl × 0.9 kg/l = 1.0 × 1012 kg 

or 1.0 × 109mt (metric tonnes). The energy content is then, at 
45 gigajoules/mt, 45 exajoules in one year. 

Oil is the largest single energy input to the United States econ-
omy. The breakdown is given in the 2005 “Hirsch Report” us-
ing data from the U.S. Energy Information Agency and is 
shown here. 

Most of our oil use is in transportation–cars, trucks, rail and 
aircraft. The breakdown is again given in the “Hirsch Report”.

Figure 62:  U.S. oil use in peculiar units (one “quadrillion 
BTU” is 1.06 EJ) from the important but ignored “Hirsch Re-
port” (2005).

Figure 63:  U.S. oil use breakdown in thousands of barrels per 
day, from the “Hirsch Report”.
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About half of our energy use is plain motor gasoline. We have 
about 0.8 cars per person in the U.S. Driving each of them an 
estimated 12,000 miles per year at, again estimated, 20 miles 
per gallon leads to about this number (which you should 
check).

We already know that an economic recession can lead to a sev-
eral percent reduction in gasoline use. The petroleum crisis of 
the 1970’s and 80’s led to a temporary reduction in world oil 
production of about 15%, which the U.S. survived with consid-
erable inconvenience and an economic recession. If a 3-5% 
per year reduction in world oil were to be absorbed proportion-
ally by the U.S. and if this were entirely absorbed by reducing 
motor gasoline use, it would mean reducing miles driven by 6-
10%. If this were to occur year after year, this reduction would 
have to reach this level each year (this assumes no new liquid 
fuel sources.) This, in turn means halving the miles driven in a 
dozen years or less ( 0.9412 ≈ 0.48 ). Reducing the number of 
cars per person would accomplish some of this, but not all. 

Reducing energy used in transportation will be the great im-
mediate challenge when the amount of petroleum on the 
world market starts dropping. It is very hard, but not impossi-
ble, to find realistic alternatives to liquid transportation fuels. 
We will come to alternatives, but the obvious ones depend on 
the conversion of coal (and natural gas) to liquid fuel – gaso-
line or other types of fuel. This is only a temporary solution 
since coal resources will eventually decline. 

Interestingly, most automobile trips in at least one state, Min-
nesota, turn out to be short, as the figure shows. Whether or 
not people could cope with driving half as much per year (and 
eventually even less) with gasoline powered cars is hard to 
say. But since most trips seem to be short, it may be possible 
to adjust to less driving with liquid fuel vehicles – perhaps 
they could be used for long trips only. We would still need to 
be able to take frequent short trips in other ways.

Figure 64:  Percentage of auto trips of different distances in 
Minnesota (from the National Household Travel Survey)

The potential good news is that part of the alternative is to use 
energy more efficiently rather than wasting 80% of it as liquid 
fuels do. 

Electric motors are more efficient at turning energy into mo-
tion than internal combustion motors, so let us look at what 
advantages we could get from electric transportation.

To get an idea of the energy use of an internal combustion en-
gine in a vehicle, let us take an automobile that gets 25 miles 
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(40 kilometers) per gallon. This 
is a medium sized car. (Small 
autos can do better.) How much 
energy does it use per kilome-
ter?  A gallon is 3.8 liters and 
we can look up the density of 
gasoline – it is about 0.75 times 
the density of water, or 0.75 kilo-
grams per liter. We can verify 
that a gallon has an energy con-
tent of

3.8 l × 0.75 kg/l × 43 MJ/kg = 120 MJ/gal

 And the number of megajoules 
to carry our auto one kilometer 
is this number divided by the 
number of kilometers per gallon 
(40) or 

 An automobile uses about 3 
MJ of energy as gasoline per 
kilometer 

Trucks, of course, use even more energy per kilometer – per-
haps twice this or more.

What can we compare this to?  Let us pick a recent automobile 
that has some range on battery power alone. Such a car has a 
battery that drives an electric motor which drives the wheels. 
A convenient car to use for comparison is the Chevy Volt, 
which is alleged to go 40 kilometers on half its battery energy. 
The battery holds about 16 kilowatt-hours of energy. Half of 
this is 8 kilowatt hours. Since a kilowatt-hour we already 
know to be 3.6 Megajoules, this is 8×3.6=29 MJ. The compara-
ble energy use is then this number divided by 40 kilometers or 
to one significant figure 

 A representative battery driven auto uses about 0.7 MJ per 
kilometer in the form of electric energy. 

or about four times less energy for the same distance. Since 
the Chevy Volt is not a small car, this is a reasonable compari-
son. We already know that batteries and electric motors are 
pretty efficient – how much so is beyond our scope. But we do 
know that gasoline motors averaged are only about 20% effi-
cient and our number implies that electric autos are very 
roughly four times more efficient, or 80% efficient at turning 
stored energy into motion. More careful analysis would give a 
similar figure. This is important to us. It means that we do not 
have to replace all that 28 EJ per year of primary energy that 
goes into transportation. If all transportation were electric at 
80% efficiency, we would only need about 5.6 EJ/0.8=7 EJ 
electric energy per year , the 0.8 being the correction for the 
overall efficiency of electric transportation. The assumption 
that all transportation could be electrified is plainly unrealis-
tic. But it is clear that we can use energy much more effi-

140

You can check on the Web 
that energy use per person or 
per ton of material 
transported varies from about 
0.2 to 4 MJ/km.

Alas, a little research shows 
that even high efficiency 
Lithium Ion batteries can only 
store at best 0.5 MJ/kg, far 
from the 43 MJ/kg of 
gasoline. Even accounting for 
their batteries’ energy 
efficiency in electric 
transportation, this still leaves 
gasoline with about ten times 
more energy per kilogram. 
Whether batteries will in time 
become much more efficient 
is not clear.



ciently than we do now with primary energy from fossil car-
bon. Even less energy per kilometer could be used by making 
vehicles lighter and slower, but it would take a long time to get 
this accepted.Our electric energy estimate of roughly 0.7 MJ/
km is actually high. We can look up the energy use for electric 
light and heavy rail. It is less than this, per seat. One number, 
from Wikipedia, is that the Train a Grand Vitesse in France 
reaches 0.15 MJ/km per passenger when 80% full. Wide-
spread electric transportation by means of small short range 
electric vehicles and longer range light and heavy rail can re-
duce energy use a great deal. It can replace much current liq-
uid fuel use.

Notice that the estimate here does not include the efficiency of 
generating the electricity used by the auto from coal, an effi-
ciency which is itself in the range of 30%. But in the long run 
we are uninterested in electricity from coal. There will be too 
little coal left to burn for energy – the fossil carbon in it will be 
used for other things. 

Picking a rough number, if by 2100 80% of present transporta-
tion needs could be met with various kinds of electric vehicles, 
then this would leave us with either a need to simply cut out 
the remaining 20% or find liquid fuel sources of primary en-
ergy of about a fifth of what we use now. This is a considerable 
demand, still about 28 EJ/5=5.6 EJ primary energy per year. 
It is not yet clear where this level of transportation fuel energy 
will come from.

Energy for Production of Electricity

Perhaps the next leading use of heat energy is in the large 
scale production of electricity. From the energy use plot we 
see that about 27 exajoules per year of primary energy goes 
into generating electricity. And almost all electrical energy pro-
duction uses heat from burning fossil carbon to create high 
pressure steam which carries heat energy into an engine that 
generates power. 

Coal fired power plants use coal to boil water and turn it into 
steam at very high temperature and pressure. Natural gas 
power plants do the same. Even power plants based on nu-
clear fission use the heat of the nuclear reactions to boil water 
and turn it into steam at high temperature and pressure. If nu-
clear fusion becomes practical for power it will do the same – 
use heat to make steam. So it is not surprising that steam en-
gines that take heat energy and do work to make electricity 
have become efficient. The challenge for modern steam en-
gines is to get close to the maximum thermodynamic effi-
ciency. To do this they have to take in steam at very high tem-
perature and release heat at the end at the lowest possible tem-
perature. To minimize internal mechanical waste heat the en-
gines need to have low friction and low heat loss from the 
steam. The best ones now are turbines that spin around an 
axis with mainly only one moving part–the turbine. They can 
even take the inevitable waste heat energy and use it to run a 
lower temperature turbine. If the minimum temperature can 
be made near the temperature where steam turns into wa-
ter–373 K or 100 degrees Celsius–and if the maximum can be 
made large–800 Celsius seems to be the maximum–then the 
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efficiency could be as large as 1-373K/1000K=0.63 or 63 %. 
Some working turbines actually get close to this value, but the 
turbines are only part of an electrical plant. Such plants, taken 
as a whole, seldom get above 
our rule of thumb that they 
are about half as efficient as 
the thermodynamic maxi-
mum. 

The entire U.S. electrical gen-
erating and distribution sys-
tem only reaches about 31% 
efficient, with 69% of the heat 
energy being wasted. Com-
pared with heating houses 
with natural gas at an effi-
ciency of 80% or more (20% 
or less of the heat going up 
the chimney), this is not very 
satisfactory. It might seem a good idea to replace coal with 
natural gas as an energy source for distributed electricity. But 
natural gas is actually more efficiently used just to heat 
houses and businesses. This will become very clear when natu-
ral gas supplies start dropping a decade or two from now.

Some modest amount of the energy used by the U.S. comes 
from other sources than fossil carbon, but in the 2002 study 
the total of the “other” sources of energy amounted to about 
14% of the total. 

The conclusion?  As fossil carbon becomes less and less avail-
able we will have to make more and more of that 86% of U.S. 
energy use out of other sources. If it is correct that by 2100 
even coal production will be low, almost all of our U.S. energy 
will have to come from sources other than fossil carbon. The 
problem of replacing fossil carbon will be worldwide, of 
course, and we are only focusing on the United States.

Figure 66:  The insides of a steam turbine, from Wikipedia
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The immediate problem for the United States will not be a 
lack of coal, the present source of most of our electricity and 
much primary heat. It will be in the loss of liquid and gaseous 
petroleum for transportation. This will almost certainly hap-
pen over the coming decade, followed by a decline in U.S. pro-
duced natural gas. Any energy solutions for the U.S. that will 
work later in this century also have to contribute to a solution 
to the immediate problem of declining petroleum for transpor-
tation and the subsequent decline in natural gas.

So where are the alternatives going to come from?  This is not 
a new topic and there have been very many suggestions going 
back decades. The question is becoming a critical one as we ap-
proach the time when world market petroleum starts declin-
ing. 

Problems

1. Suppose that you want to represent the 100 exajoules 
that the U.S. uses as primary energy in the form of a large pile 
of coal, as earlier in the book. How high would the pile be?  
How high would the pile of coal be if it represents the yearly 
energy use per person?  

2. Use your own or borrow a homeowner’s natural gas bill 
for one winter month and estimate two things from it: the 
price per gigajoule of natural gas energy and the average 
home heat power use for the month. Also, calculate the price 
per gigajoule for gasoline and for electric energy.

3. If all petroleum use for transportation were to be re-
placed by electric power running public transportation, elec-
tric cars and the like (at four times the efficiency of petro-
leum), by what factor would U.S. electric power generation 
have to increase?  

4. Using the price per gigajoule from an earlier problem, or 
the table given earlier, estimate what it would cost to heat a 
swimming pool by ten degrees C. 

5. You might think that it is possible to replace current U.S. 
use of petroleum for transportation by using entirely natural 
gas. Using the Livermore energy plot, by how much would the 
U.S. production of natural gas have to increase to accomplish 
this, everything else remaining the same?  

Projects

1. You might want to look up two contrasting sets of num-
bers. One applies to a gasoline powered automobile: the mass 
of the engine, transmission, differential and other running 
gear, plus the mass of gasoline in the tank. The second is the 
mass of the electric motor in an electric car plus the mass of 
present Lithium Ion batteries. (Electric motors directly at-
tached to auto wheels can be very light.) To what extent does 
this compensate for the large mass of batteries in an electric 
car?  

2. From data in this chapter, and the Web, try to estimate 
just how low U.S. production of liquid fuels could be and still 
allow a reasonable level of surface and air transportation. If 
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present coal reserves were to be entirely devoted to the pro-
duction of this lower level of transportation fuel, how long 
would the coal last?  

3. Look up present use of natural gas (ignore heating oil) 
for home and business heat in the U.S. Represent this as an av-
erage energy or power use per household. Suppose now that 
households (and businesses) could get by on one fifth the pre-
sent heat energy use by the efficient insulation of new houses. 
What production rate of natural gas would this require?  
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CHAPTER 9

Carbon Energy from 
Plants-Short Term

Plants can supply only a small amount of 
our fossil carbon desires

Corn, from Wikipedia



Many homes have fireplaces and we can, in a pinch, try to 
heat a house with firewood. We get this energy from yearly 
plant matter by releasing energy that the plants absorbed 
from the sun through photosynthesis. If we want to explore 
this as as source of replacement energy, we need an idea of 
how much plant matter we could reasonably produce, and 
then figure out how much energy we might expect to gain by 
burning it. 

It is important to try to estimate the maximum amount of en-
ergy we could get out of all plant material that could be har-
vested in the United States in a sustainable fashion. We want 
this to be sustainable in the sense that not so much plant mate-
rial is harvested that it damages the capacity of the land to 
make more material available. An unsustainable course 
would, in time, turn into a downward path toward a wasteland 
with little usable plant matter. 

A careful look at what sustainable harvest means could always 
reveal that the sustainable level is actually zero. Why?  When 
Europeans arrived on this continent its existing plants were in 
a stable state–all plant material was recycled by nature to 
keep the system going. That would mean that nothing could 
be harvested for energy. I am not aware of a convincing argu-
ment that zero cannot be the correct answer to this question. 
We are easily led to think by the success of farming over the 
last century or so that we can harvest as much plant material 
as we like. Maybe we cannot. It may be that the only practical 
sustainable use of land is for human food and not energy. We 
should also consider what time scale the word “sustainable” 

applies to–it is certainly not a century, but rather several cen-
turies to millennia. Burning plants now to starve future gen-
erations in a damaged landscape is not a viable option.

Conventional wisdom is that some plant material can be har-
vested yearly for burning in a sustainable fashion. Perhaps 
this is right, given the present availability of cheap synthetic 
fertilizer. It may even be the case that we can harvest plant 
matter renewably in the future even if synthetic fertilizer has 
to be made from replacement energy sources rather than from 
natural gas, as it is at present. Then we would not be depend-
ent entirely on natural processes to sustain the plant re-
sources of the country, even after fossil carbon.

Let’s assume that we can in fact use yearly plant matter for en-
ergy.

There are a number of estimates of the amount of plant mate-
rial that can be harvested each year on a sustainable basis. 
The U.S. Department of Agriculture has estimated that there 
is 1 × 109 metric tonnes per year sustainably harvestable dry 
plant material. (The study with this estimate can be found on 
the Web.) Alas, there is a history of government agencies de-
voted to advancing an industry being overoptimistic about 
that industry’s resources. A better value is almost certainly the 
one from a study by the National Academy of Sciences of 400 
Million metric tonnes per year, or 4 × 108 tonnes. (This study 
is, unfortunately, not available for free on the Web.) 

The best way to get energy out of this plant material is to burn 
it. It is not possible to get more energy out of this mass of 
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plant material–in all forms–than what could be got just by 
burning. Processing of plant matter without outside energy in-
puts cannot create energy. Since this is our 15 GJ per metric 
tonne, we estimate the yearly energy resource to be

15 × 109J/tonne × 4 × 108tonnes = 6 × 1018J = 6 exajoules 

This does not include the energy loss in drying the material, 
transporting it, just free solar energy. Including all the energy 
inputs to create this harvestable and dry plant matter could se-
riously reduce this estimate. We will stick with 6 EJ here, but 
about half this or 3 EJ for available dry plant matter is proba-
bly more realistic. While plant carbon energy is small com-
pared to total U.S. energy or fossil carbon use, it is not so 
small when compared to the direct (fuel, meaning diesel and 
gasoline) use of fossil carbon on farms for growing crops and 
livestock. The numbers vary a bit but seem to range around 1 
EJ per year or less when converted to energy units. So per-
haps farms could run on biofuels even if the U.S. as a whole 
cannot. This may be a good thing for our future food supply if 
farming needs to continue to rely on tilling land using ma-
chines.

This 6 exajoules, or 6 EJ, is about 6% of our primary energy 
use in 2002. We already decided not to discuss other small en-
ergy sources of this size (hydropower is almost half this esti-
mate! ). 

 Total net renewable plant derivable energy in the U.S. is 
probably at best around 6 EJ or about 6% of U.S. primary en-

ergy use. It may even be significantly less than this if outside 
energy inputs are large. 

We see that this amount of energy is insufficient to fill the gap 
left by fossil carbon. We could end the chapter at this point 
and judge energy from plants as not feasible even apart from 
the “sustainability” question. However, energy sources from 
plants are treated as viable in much of our public discussion. 
And plants may serve as a partial source for carbon based liq-
uid fuels. Their utility is just limited by our estimate above.

Since the source of energy for growth is sunlight, just how “ef-
ficient” is photosynthesis in turning sunlight into burnable 
plant material?  There is a certain energy input from sunlight 
and then an energy output from burning the resulting plants. 
Of course, a lot besides sunlight, water and soil minerals is 
needed for most of the plants we would be considering. They 
need fertilizers and other chemicals, irrigation and mechani-
cal cultivation. All of these processes consume energy. If we 
want to burn dry plants, energy is needed to dry the original 
plant material. Rather than get bogged down in these compli-
cations, let us first form a rough estimate by ignoring them. 

Let us just take sunlight energy used and the energy gained 
from burning the resulting dried plants. We can even get a 
rough guess of the energy without commercial farming by 
looking for numbers that apply to unfarmed wild plants. For a 
summer day, let us start with an average summer solar power 
input to a square meter of level ground as 200 Watts per 
square meter. The total energy into a square meter of farm-
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land for an estimated 120 day growing season is then about 2 
gigajoules. How much energy can we get out burning the dry 
plant matter from one square meter?  We have to look up the 
mass of dry plant matter, the Web being a fair if unpredictable 
source. Now that we can use numbers and estimates, it is pos-
sible to judge what is credible and what is not credible. One 
popular plant is switchgrass, used for forage; the mass per 
square meter varies a lot if we look it up. Let us use 0.5 kg/m2 . 
This number can vary by almost a factor two depending on the 
source. (You may want to check this.) Using our 15 MJ/kg for 
the energy content, we get an energy out of about 7 MJ/m2 .  Di-
viding to get an “efficiency” for sunlight to produce energy in 
plant material we get 7 MJ/2 GJ = 3 × 10−3 or about 0.3 per-
cent efficiency. It makes no sense to keep more than one sig-
nificant figure since this number cannot be good to better 
than a factor two. At least some of the uncertainty for most 
conventional plant harvests comes from the amount of extra 
energy put in as the fertilizer needed to keep up yields when 
the growing plants are harvested and burnt (if that is how we 
choose to use the energy). If we were being careful about en-
ergy inputs we should count any and all extra energy. It is 
enough for now to see that the photosynthesis that makes 
plants is a very inefficient process. Compared to a dense array 
of solar troughs it is a hundred times less efficient if we use a 
generous 30% efficiency for solar troughs.

We can do better than this estimate by picking another crop. 
Suppose that we grow corn just to burn the total biomass for 
energy. If we look up some numbers, it seems that the mass 

that can be produced per square meter is bigger than we 
found for switchgrass. It can be of the order of 3 kilograms per 
square meter rather than the 0.5 kilograms per square meter 
we found for switchgrass. This would give us an efficiency of 
almost 2% relative to primary solar energy. Alas, corn is noto-
rious for its demands on fertil-
izer, herbicides, insecticides 
and cultivation. All this is an ex-
tra energy input compared to 
switchgrass. So the real effi-
ciency excluding the extra en-
ergy inputs must be less than 
2%. The real overall efficiency is 
probably closer to the 0.3% 
than to 2% if there were no out-
side energy inputs. Even a fac-
tor 5 or so enhancement from outside inputs is not absurd. 
Once fossil carbon is rarer and more expensive, corn may turn 
out to be a much scarcer agricultural product than it is now.

These estimates already tells us something interesting and pos-
sibly important. Even if we could turn dry plant matter into 
heat or fuel at 100% efficiency, why would it not be more effi-
cient to use the same solar input to generate electricity and 
use that to make fuel by an industrial process?  Perhaps we 
should begin to contemplate that.

Our estimate at the beginning of 6 percent of present annual 
energy use available from plants is a depressing fraction. It is 
tempting to dismiss plants as a source of energy even for the 
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productivity of corn without 
modern agricultural methods. 
A rough estimate might be 
about one fifth of present 
productivity. If accurate, this 
would bring us back to the 
efficiency of switchgrass. But I 
am unsure if this  estimate is 
correct.



short term. (Of course this would fly in the face of common 
wisdom.) But we can foresee uses for plant based energy. It is 
a renewable source of carbon and carbon can be used for fu-
els. The simplest carbon based fuel is methanol or CH3-OH. 
Making methanol from coal or plant carbon is a known proc-
ess. So we can envisage liquid carbon fuels from plant mate-
rial even if or when other forms of carbon are unavailable or 
too expensive or polluting. 

In the short term, as we get less and less natural gas from U.S. 
wells, it is possible to imagine drying and compressing plant 
material to use to heat homes and businesses. This is done on 
a small scale now, in the form of biomass pellets, and it could 
expand in importance. But we should keep in mind the 
amount of energy in natural gas used now primarily for heat 
in homes and industry. It is about 17 exajoules from that infor-
mative LLNL plot. Plants will not replace this amount of en-
ergy use, as our best maximum estimate is in the neighbor-
hood of 6 EJ. 

This should illustrate that it is useful to get a handle on ap-
proximate numbers before going into details. Most discussion 
of “biomass” for energy is an argument about details, not the 
overall picture. But let us think more about biomass for home 
and commercial heat. We already know that there is a short-
fall. But what about another angle–wood from trees for heat?  
There is some information on the Web about sustainable fire-
wood harvests from woodlots. It seems to be about one “cord” 
of wood per year per 1.2 hectare, although estimates vary. (A 
cord of wood is a dense stack 8×4×4 feet.) A useful cord of 

wood has a mass of about 1.5 tonnes or so, depending on the 
wood type and how dry it is. At 15 MJ per kilogram this is 23 
GJ per “cord” of wood. If we estimate the heat energy need of 
a typical old house in a cold climate at 100-200 GJ per year, 
this amounts to at least four “cords” per year and probably 
nearer six. Heating a typical house this way would require 5-7 
ha of woodland per house, or in the older unit of “acres”, 
about 15-20 acres of woodland. This is a lot, even failing to ac-
count for the energy demand of harvesting, drying and trans-
porting firewood. We also did not account for the roughly 70 
percent efficiency of modern firewood stoves. 

As an example, the state of Minnesota has about two million 
acres of woodland, not enough to sustainably heat the roughly 
one or more million households in the state. Home and com-
mercial heating is clearly a big problem if it is to depend on 
biomass. Both our average estimate and this particular one in-
dicate that.

If simply burning plants doesn’t seem like a good idea, what 
about making liquid fuels from biomass?  Perhaps biomass fu-
els can be a useful addition to available gasoline or diesel. We 
do have to remember that the maximum we can get renewably 
is that 6 EJ we calculated.

A good example of liquid fuel is canola oil grown on arable 
land, which can be used in diesel engines with little processing 
of the plant oil. We can again look up numbers. Canola oil has 
a large energy content, about 40 MJ/kg. In the south of the 
U.S. yields of oil can reach 0.07 kg per square meter. This mul-
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tiplies out to about 3 MJ per square meter for a solar energy 
input of 2 GJ if we use our earlier number. So the solar “effi-
ciency” is 3MJ/2GJ=.02% . This is about what we might have 
expected–oil seeds are likely a small fraction of the total dry 
biomass per square meter. Unless one has acreage available to 
grow canola to be used directly for farm fuel, this does not ap-
pear particularly advantageous. 

If we scale up to our benchmark 100 EJ per year primary en-
ergy in the form of canola oil, we would need  or an arable 
(i.e. usable) land area of about ten thousand by a ten thousand 
kilometers. We can check – this is somewhat less than a hun-
dred times the arable land in the U.S.!  (The total arable land 
in the country is equivalent to a square of 1400×1400 kilome-
ters.) Again, this estimate does not include energy inputs to 
grow and process the canola oil. Nor does it address the ques-
tion of whether or not this can be done renewably year in and 
year out for the time that interests us (centuries). There are 
other crops that produce more oil, but this indicates the prob-
lem once more. Photosynthesis is just not very efficient and 
even leaving out important details there does not appear to be 
enough land to supply a significant fraction of our “baseline” 
100 EJ/year. 

Applying liquid biofuels to the limited energy needs of trans-
portation only does not yield promising results either. Much 
analysis has been done on the production of ethanol fuel from 
corn and the efficiency we get is low here as well. An addi-
tional problem is that corn must be converted into sugars and 
fermented to get ethanol. As in the manufacture of bourbon 

whiskey (in my view a much more sensible use of corn ethanol 
than for fuel), we can look up that the result of fermentation is 
about 8% ethanol in water. This makes sense – beer is made 
similarly, by fermentation, and is about 5% ethanol. A little re-
search also shows that it is very energy expensive to separate 
the ethanol from the water. This is hardly surprising, since the 
customary way of separation is to boil the ethanol off the wa-
ter at a temperature below the boiling point of the water itself.

The more pessimistic estimates available give very roughly a 
third more energy expended in the manufacturing process 
than the energy in the resulting ethanol plus byproducts. Opti-
mistic estimates give about two thirds or so of the energy in 
the produced ethanol is in fact outside energy used the manu-
facture of the fuel. This means that about two thirds of the en-
ergy in a liter of ethanol has been put in by outside processes 
and a third originates in the corn grown for the ethanol–opti-
mistically. 

Up to now we have not discussed in detail this question of just 
how much outside energy has to be put in to create a certain 
amount of end energy from biomass, and how one should 
judge the importance of this outside energy needed. If two 
thirds or more of the energy in the resulting fuel is from the 
outside and not from the biomass used, then this seems to be 
itself another source of inefficiency. In the case of ethanol, it is 
a serious loss, and leads us to suspect that ethanol production 
is not a productive use of biomass. It may be possible for a 
brief time to produce ethanol from corn if the outside sources 
of energy are easy to get and cheap. But that is not what we 
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seek. We need long term energy supplies that don’t require us-
ing large amounts of farming land for a negligible energy gain. 

Biomass energy is an example of why it is important to know 
what the energy efficiency of a potential process is–what per-
cent of the energy we used is actually from the biomass itself 
and not from other energy inputs to this particular fuel. We 
saw in the case of corn ethanol, an optimistic, an probably 
high, estimate would put this energy efficiency at around 30%. 

What biomass may usefully contribute in time–probably close 
to our end time of 2100–is renewable carbon that can be used 
to produce other liquid fuels. Between now and then biomass 
will supplement whatever liquid fuels we can get or make 
from fossil carbon.

It is known how to convert carbon containing material (coal 
or plants) to fuels. The simplest fuel to make is methanol and 
it may be that is what will be done with biomass–small local 
plants generating methanol by the processing of plant materi-
als. It is unfortunate that the total energy content of such liq-
uid fuels is not likely to be large, perhaps a few exajoules per 
year–reflecting the limited energy content of the total bio-
mass. But the idea–methanol and other simple fuels derived 
from carbon–is interesting enough to go into later.

1  Project

Use the Web to look up the various estimates of the energy in-
puts to corn ethanol and try to answer for yourself what the 
overall efficiency is. You may want to try the same with regard 

to what is called “biodiesel”. Be warned: the energy account-
ing in this discussion can get quite creative.

151



CHAPTER 10

Liquid Fuels for 
Transportation 
Short Term

A short term need as oil declines will be 
liquid fuels for transportation. This will 
evolve into a longer term need

Model T, from Wikipedia.  



The United States uses a huge amount of liquid fuel to move 
people and goods. We face a large problem because of the com-
ing decline in liquid fuels from petroleum. Because we do not 
have an easy replacement, we need to think about both short 
and long term plans that will give current technologies breath-
ing room as they adapt. The things we need to look at are: how 
much energy do we need from liquid fuels and what replace-
ments for petroleum are possible? 

Petroleum fuels are a remarkably dense and convenient form 
of energy and have allowed us to create a sprawling and pros-
perous country. Once fossil carbon is much less abundant, 
and supposing that we are foolish enough to exhaust it, there 
is essentially no satisfactory carbon replacement in prospect. 
The only sustainable carbon source is plants and we just saw 
that only amounts to 6 exajoules per year, not nearly enough 
to replace the 40 exajoules of primary energy petroleum use 
now. 

So, on a short 30 year timescale, what can we do to provide 
some replacement energy, particularly for transportation? 

An obvious source is to convert some of the carbon in coal and 
natural gas to fuels. That will accelerate the depletion of our 
coal and natural gas resources, but it will buy valuable time. 
When looking at these stopgap measures it is important to 
keep in mind that our goal is not to extend our current levels 
of fossil energy consumption. Our stopgap measures should 
be just that–tactics to keep our industrial wheels turning 
while longer term changes can be implemented. Huge invest-

ments to extend or recreate our existing dependence on gaso-
line, diesel and jet fuel seem pointless. 

We should look ahead to 2100, not back to 1950. 

Let us look at the energy picture in terms of the Livermore 
“Energy Flow Trends” plot. If we think of replacing all of the 
energy going into transportation with the energy flow in coal 
it is immediately clear: this is impossible. There is less energy 
in our present coal energy flow than in transportation petro-
leum alone!  It is conceivable to add to coal energy the energy 
in natural gas, but this is irrational. Transportation wastes 
about 80% of the primary energy going into that sector of the 
economy. But natural gas, as heat for houses and businesses, 
wastes only about 20% and this waste is easily reduced by re-
placing existing furnaces with more efficient ones. The best 
use of natural gas is for heat.

From this we can see right away that in the long run almost all 
of the transportation sector will have to be converted to an-
other energy source–electric power is the obvious one. We 
will probably never get wholly free of liquid fuels, but in time 
we will have to do with much less energy in the form of liquid 
fuels than we use now. 

But let us proceed to see what is involved with a stopgap pro-
duction of liquid fuels from coal.

Industrial plants exist now that can convert coal or natural 
gas to gasoline, diesel and other similar fuels. There is a large 
company that builds such plants. It is the South African Coal 
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and Oil company (Sasol). Sasol operates a plant that produces 
150,000 barrels of synthetic fuel per day. The process is some-
times referred to as “gas to liquids” because the first step is to 
turn coal into a gas. In fact, any carbon source can be turned 
into a gas in a similar fashion. The intermediate compound 
from which gasoline and diesel fuel are made is methanol. 

Methanol is a perfectly good fuel itself, although it has less en-
ergy content per kilogram than gasoline, 20 MJ/kg for metha-
nol versus 43 MJ/kg for gasoline. So at the same density 
about two gallons of Methanol would have the same energy 
content as a gallon of gasoline and the container would have 
dimensions larger by the cube root of two, 21/3 = 1.26 . This 
does not seem so bad. 

Another comparison might be to Ammonia, also an acceptable 
fuel, that has an energy content of 19 MJ/kg. 

Since it is simpler to make methanol than gasoline and diesel 
fuel, why not skip them entirely?  After all, gasoline and diesel 
will largely become relics of the fossil carbon era and its petro-
leum refineries. Investment in methanol as a fuel from coal 
and gas would pay off in the distant future when some of the 
sustainable carbon source may well be plant matter. And 
methanol, as well as ethanol, has already been used as an auto 
fuel. The cars in the famous Indianapolis 500 race were once 
powered by methanol; it was safer than gasoline in crashes. It 
is even a popular pastime for home auto mechanics to convert 
gasoline engines to methanol use. Flex fuel cars exist now that 

can operate on any arbitrary mixture of methanol, ethanol 
and gasoline. 

Turning coal into a gas for fuel is a very old process and the 
gas that results has gone under many names. It was once 
called ”town gas” when it was used for home gaslights and 
cooking and it is often called “syngas” now. There are now 
only slight variations now in how it is made now; the original 
process was pretty inefficient. 

Heat and water combine with coal carbon or other carbon to 
produce carbon monoxide and hydrogen,

C + H2O → CO + H2

and traditionally, both the CO and the H2 were burned, often 
for home lighting and cooking. This may seem odd, as carbon 
monoxide is poisonous. But, with care, “town gas” can be used 
directly. This town gas was, however, used as a method of sui-
cide, most famously by the poet Sylvia Plath in 1963. Town 
gas was replaced in the United Kingdom after 1966 by meth-
ane, which is explosive but not toxic. At least one uninformed 
suicidal individual, thinking he was using town gas, blew up 
his house but emerged unscathed after turning on the (natu-
ral) gas. 

The important thing is that this town gas or syngas can be con-
verted to methanol,

CO + 2H2 → CH3OH
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The methanol being the  on the right and as chemistry goes, it 
is a simple compound. Notice that making methanol needs an 
extra  hydrogen molecule when compared to the syngas. There 
are various ways of getting this extra hydrogen, such as using 
electricity to break up water into oxygen and hydrogen gas. At 
any rate, this is a very simple process to make fuel. Methanol 
has been the subject of a book, “The Methanol Economy” by 
George Olah and his collaborators, which makes the case for 
this fuel in more detail than I wish to here. This book is well 
worth reading for its discussion of methanol and fuels that 
can easily be derived from it.

How do we estimate what it would take to replace a large part 
of our petroleum with methanol and fuels derived from it?  To 
make a crude estimate, let us assume that petroleum declines 
by about 3% per year for a number of years–3% of 20 Million 
barrels per day amounts to an annual initial decline of about 
600 thousand barrels per day the first year, then continued 
year after year. A very ambitious but surely unrealistic plan 
would be to replace all of this loss–each year, at least at the be-
ginning–by methanol from coal. We should, of course, reduce 
gasoline use at least in part–but let us pursue the idea for 
now. How many industrial plants would be needed to do this? 

Now let us make our crude estimate. Present methanol produc-
tion is not from coal but from natural gas. Natural gas produc-
tion of methanol could increase, but let us use coal for our ex-
ample. We can look up present methanol production and find 
that United States production amounts to 170,000 barrels per 
day, a small fraction of what we estimate we need to replace 

declining petroleum. Present production is 62 Million barrels 
per year. This is about about 8 megatonnes or, at 20 giga-
joules per metric tonne, about 0.2 EJ or exajoules. That is not 
much. Remember, our transportation fuel use alone is about 
28 EJ per year, so that to get any substantial methanol produc-
tion, the plants will have to be big. We need some idea of 
scale. Let us look at a modern coal-fired electric plant. Obvi-
ously a methanol producing plant will be different, but per-
haps not so different in scale when you think that they both 
take coal and water as an input while processing and storing 
gasses. Such a coal fired electric power plant might produce 
about 1 gigawatt of electrical power, or roughly three times 
that in heat power. (Remember how inefficient heat engines 
are.) Per year this is 9 × 1016J and using the energy content of 
coal, 30 GJ/tonne, this is about 3 megatons per year of coal. If 
we guess, and this is crude, that the coal is mostly carbon and 
that the carbon in the coal ends up as the carbon in Methanol, 
this corresponds to a larger mass of methanol, because metha-
nol is CH3OH . Hydrogen does not weigh much and oxygen is 
about the mass of carbon (16 to 12) so we just double the car-
bon mass and we estimate about 6 megatons of methanol pro-
duction per year from our imaginary plant using 3 megatons 
of coal. It is plainly not worth our trouble to keep more than 
one significant figure here–after all, we are estimating pretty 
crudely. A barrel of Methanol has a volume of 160 liters or a 
mass of a bit less than that in kilograms. Let us just estimate 6 
Megatons of Methanol is about 40 Million barrels. So one 
“electricity-scale” coal based plant might produce 40 Million 
barrels of Methanol per year or about 100,000 barrels per 
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day. It is surprising how small this number is; remember, we 
are trying to replace 600,000 barrels of oil per day, and add 
that much production capacity every year. The United States 
uses a lot of petroleum per day.

Our replacement problem is actually worse than this rough es-
timate, because methanol has half the energy content of gaso-
line and we would need to add more industrial plants (about 
twice as many) if we wanted to match the missing energy from 
the decline in petroleum. To replace that missing 600,000 bar-
rels of petroleum per day with methanol at the same energy 
content we would have to add the capacity of twelve such big 
plants every year!  This is not impossible, but it is clearly not 
entirely realistic, either. 

If the cost of methanol plants were similar to coal fired elec-
tric plants (which may be optimistic) then each plant would 
cost about $2-$4 billion. This puts the total investment for 
our crude estimate at somewhere in the order of magnitude of 
$40+ Billion per year. This does not seem frightening, but it 
does imply the capability to build large projects on this scale. 
We can look up the number of plants now producing that total 
of 170,000 barrels per day and it is 10-20 plants. So we can es-
timate that the production per plant would have to be scaled 
up by 30 times or more per plant. Even at a fraction of this es-
timate, it will take time to get significant production of metha-
nol, but it is probably easier than trying to build plants that 
make gasoline, diesel and jet fuel from coal. 

Of course, aircraft jet fuel cannot be Methanol. It might have 
to be made differently, perhaps from the remaining oil supply.

This crude estimate has assumed that we want to begin to 
gradually replace all the present liquid fuels from petroleum. 
We certainly will not do that. Our original energy estimate al-
ready showed the impossibility of such a plan in the long run. 
We need to replace liquid fuels in a more modest way than in-
dicated by our estimate–by some mix of methanol production 
from coal and reduced petroleum use. 

In the longer run, liquid fuels will likely be a small part of the 
energy mix. That should not stop us from stopgap measures 
for the short run.We will turn later to the large U.S. deposits 
of ancient carbon in the form of “kerogen”; it is very unlikely 
that this will play much of a role for many decades, if ever.

Let us move temporarily from short term to long term needs. 
Sometime by mid-century, maybe even earlier, coal produc-
tion will start dropping at the present level of use. If we can re-
duce coal to liquid fuel use, maybe we can extend both the pro-
duction of coal (at a much smaller level than now) and our car-
bon based liquid fuels. 

What other liquid fuels are available?  Hydrogen is one but is 
not liquid except at very low temperature, tens of degrees K. 
And its density as a liquid is very low, about 7 grams per liter, 
about a tenth the density of gasoline. Hydrogen seems to 
make little sense as a liquid fuel except for rockets where we 
are already familiar with the large volume of the liquid hydro-
gen tanks compared to liquid oxygen tanks. It is much simpler 
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and more logical to use the hydrogen already in methanol or 
hydrogen in another known liquid fuel, ammonia. We already 
know-you can check it-that ammonia can be used in present 
internal combustion engines with some modifications. Ammo-
nia is chemically written as  NH3 , has plenty of hydrogen and 
burns according to the chemical formula 
4NH3 + 3O2 → 2N2 + 6H2O .

Let’s go on a bit here in thinking about ammonia as a longer 
term fuel, since we are on the subject of liquid fuels already.

If we think about making ammonia using solar energy, we can 
crudely estimate just how efficiently solar energy can be at 
this. Ammonia today is made by combining hydrogen from 
natural gas with atmospheric nitrogen. Natural gas will eventu-
ally go the way of all fossil carbon. So let us assume that we 
have to make the hydrogen by using electricity to split water 
into hydrogen and oxygen–this is where solar electrical en-
ergy comes in. Commercial devices to split water into hydro-
gen and oxygen exist – you can and should look it up – and 
they turn about 70% of the electrical energy into hydrogen 
gas. The commercial plants to make ammonia from hydrogen 
and nitrogen are about 50% efficient at doing this. We can 
look these numbers up as well. If we generously assume 30% 
efficiency to turn sunlight into electricity, the overall effi-
ciency is 0.7*0.5*0.3=0.1 or about 10% efficiency. This is not 
fantastic but is better than photosynthesis by a factor of about 
thirty or maybe a bit less than that. Using electricity from so-
lar panels might give half this efficiency or about fifteen times 
better than photosynthesis. By 2100 we will have to synthesize 

ammonia this way for fertilizer anyway, and using ammonia 
as a fuel is another option. But to do so we will have to have 
abundant electric power to generate the needed hydrogen. 

It is hard to see a way around the eventual generation of much 
or most of our transportation energy as electric power from 
what should now be called “replacement energy” sources. Coal 
production will not only decline as it becomes difficult to get 
at and expensive, much of it will almost surely be diverted to 
liquid fuels.

We will likely have to transition from huge liquid fuel use now 
to a much more modest use in a few decades, a transition we 
can soften with methanol production. (Methanol will clearly 
be more limited than in our crude estimate.) That way we 
might even be able to extend coal and other surviving fossil 
carbon into the next century. 

We will revisit methanol in the energy scenario for 2040.

Now we need to turn to longer term replacement energy that 
will be viable in 2100.

Project

Try to create a more satisfying projection for the need and 
cost of temporary replacement methanol fuel. You might start 
by trying to replace only a one percent loss of petroleum per 
year after, say, 2015. (Assume that the rest of petroleum loss, 
perhaps several percent per year, can be dealt with by reduc-
ing vehicle use.)Try to make a better estimate of the tonnes of 
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methanol that can be manufactured per ton of coal. Look up 
recent coal fired electric plants to see what the cost might be. 
Perhaps costs of known chemical plants might help. Above all, 
avoid looking up final numbers (e.g. planned but not yet real-
ized project cost for a very large methanol plant) until you 
have some ideas of your own.
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CHAPTER 11

Solar Energy Long 
Term

Solar energy in the long term will mostly 
be used to generate electricity. By 2100 
much of this might be from photovoltaic 
panels.

A photovoltaic panel field, from Wikipedia.



The Earth gets so much radiant energy from the Sun 
that even if it had no atmosphere it would remain near 
the freezing temperature of water. With its atmos-
phere, enough of the Sun’s heat is retained to keep wa-
ter liquid except at the poles. In the units we have been 
using, what is the solar energy input?  As measured 
from orbit, the flow of energy is 1360 Watts per square 
meter (1360 Joules of energy per second per square me-
ter) for a surface perpendicular to the Sun’s rays. At the 
surface of the Earth the flow is less because the flow at 
the surface depends on how much energy is absorbed 
or reflected by the atmosphere. A good round number 
is 1000 Watts per square meter at the surface. As 
rough estimates we will use these: 1400 Watts per 
square meter above the atmosphere and about 1000 
Watts per square meter at the surface. 

The energy flow from the sun is big. Consider a square 
one kilometer on a side with the sun directly overhead 
providing 1000 Watts per square meter to the Earth’s 
surface. The total flow downward from the Sun is then 
a staggering (1000 Watts/m2) × (106m2) = 1 gigawatt . A 
large coal electric power plant will produce about this 
much delivered power and it is not hard to imagine 
such a plant sitting on nearly a square kilometer of 
land, when the area for coal storage is counted.

Unfortunately, the Sun is not directly overhead most of 
the time and is often obscured by clouds. And for most 
of the Earth the Sun is below the horizon for roughly 

half the day, depending on the season. How does this 
affect the average light power from the Sun?  

If there is a power of one kilowatt per square meter for 
a surface perpendicular to the Sun’s rays, this energy is 
spread out over a greater area if the surface lies flat on 
the ground and the Sun is not directly overhead. A little 
geometry shows that the area the sunlight is spread 
over is greater by one divided by the cosine of the angle 
of the Sun to the vertical direction. When this angle is 
zero the Sun is directly overhead, the cosine is 1 and 
the area is the same. When the angle between the verti-
cal and the sun direction is near 90 degrees the sun-
light coming in thru a square meter perpendicular to 
the line to the sun is spread over a huge area on the flat 
surface. The power on a square meter of the surface is 
less than our 1000 Watts per square meter, measured 
perpendicular to the line to the sun, by exactly this co-
sine of the angle factor. Even when the Sun is overhead 
at noon, the average power on a level surface over the 
whole period of daylight is less by the average of that 
cosine over the whole day. That average is 0.63 and if 
the Sun only shines half the time we have to cut this in 
half and the power averaged over 24 hours is close to 
0.3 × 1000 Watts/m2  or about 300 Watts per square me-
ter. If the Sun is not overhead at noon, because of our 
latitude and the season, we can tilt a fixed surface so 
that it is perpendicular to the Sun’s rays at noon, so for 
such a tilted and unmoving surface we expect to get an 
average radiant power of our 300 Watts per square me-
ter. 
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However, actual measurements will get a smaller figure 
than this 300 Watts per square meter estimate for sev-
eral reasons. Clouds will reduce the sunlight and the 
day will vary in length according to the season, as will 
the Sun’s noon height above the horizon. Often meas-
ured numbers are given for a level surface (what the 
ground gets) and for a surface tilted at the local lati-
tude. A common measured yearly average figure for the 
northern United States and a surface tilted at the local 
latitude (near 45 degrees for the northern U.S.) is 
closer to 200 Watts per square meter. The correspond-
ing figure for the southwest U.S. is over 200 Watts per 
square meter. Our crude estimate was greater than 
this. So, in reality, we get about 2/3 of our crude esti-
mate of 300 Watts per square meter or about 200 
Watts per square meter average--not too bad for an esti-
mate. 

There are detailed tables we can consult by location 
and month if we want more accurate averages. But 
when we need to make an estimate, let’s just use that 
200 Watts per square meter for a surface tilted at the 
local latitude or, being even cruder, even for a surface 
flat on the ground. We have already used this number 
earlier for solar energy for photosynthesis in plants.
The U.S. government, in an amazingly useful document 
at http://rredc.nrel.gov/solar/pubs/redbook/, pro-
vides tables for this if we need more accurate numbers. 
They give kW-hr per square meter per day. We want 
Watts per square meter. So we can convert. This way 
we get the table–not for all months–included here.

Table 8:  Average power in Watts per square meter for 
the months shown for a surface flat/tilted/vertical 
(tilted is at the local latitude). From the “redbook”.

The data and detailed maps of solar power can be 
found at http://www.nrel.gov/gis/solar.html. One of 
them is presented here. (The NREL website is recom-
mended for many of the figures in these chapters, and 
most of them are color coded.)

It is worth noticing that the range of average “solar in-
solation”, as it is sometimes called, ranges from about 
4 kWhr per square meter per day to 8 kWhr per square 
meter per day. That is only a factor two. So it is not ab-
surd to imagine using solar power even outside the best 
areas in the southwest of the U.S.--if solar power were 
to become cheap enough.
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Figure 67:  A map of average yearly solar insolation, 
from NREL.

Electric Power from Solar Photovoltaic Panels

To figure out just how much of that rough 200 Watts 
per square meter average we can get out in useful 
form–as electrical power rather than solar power–we 
need to know what the “efficiency” is for turning sun-
light into electricity. Just for one estimate, let us use 
numbers for commercial “photovoltaic” panels sold 
now. The best ones are about 15% efficient. So we can 
get about  as useful averaged electrical power. Of 
course, actual power varies from a maximum at noon 
on a clear day to zero at night. This figure averages 

over an entire year of sunrises, sunsets, storms, 
clouds... 

Because of this simplicity 
and their increasing use, let 
us start our discussion with 
electric power from these 
photovoltaic panels, not wor-
rying about the details of this 
technology.
As of 2013 it is possible to 
buy a panel for about $250 
that has an efficiency around 
12%-15%. Unfortunately, pan-
els sold at present almost al-
ways quote a figure of just 
“Watts” as their power (not 
mentioning panel area). A 
12% efficient panel one 
square meter in area would then quote a power of “120 
Watts”, which is misleading. That is the power deliv-
ered only when the sun is perpendicular to the panel in 
a clear sky. The only really useful numbers are two: the 
efficiency of the panel and its area in square meters. 
Then we can go to the “redbook” and figure out just 
what this panel actually delivers in an average month.
Another misleading factor is that quoting “Watts” only 
for a panel does not make clear whether the panel in 
question is low efficiency (about 5% is not uncommon) 
or high efficiency, 12%-15% as used here.
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We have used 100 EJ per year as a figure for our total 
primary energy use. Recall this benchmark comes to a 
(100 × 1018J )/3.15 × 107sec = 3.2 × 1012J/s = 3200 GW  
average–if we multiply the average by the number of 
seconds in a year we get the yearly energy use. Remem-
ber also, this is “primary” en-
ergy before any losses or 
waste. This total of around 
3200 gigawatts average U.S. 
power use is a good number 
to remember; i t corre-
sponds to roughly three 
thousand one gigawatt elec-
tric power plants–that is, 
one gigawatt heat energy in-
put. (Output of electric 
power would be about a 
third of this number.) Now, 
just as an example, how much land would we need to 
generate this much energy–as useful energy and not 
just primary energy–on average, using solar panels?  
Let us use a futuristic 20% efficiency for commercial so-
lar panels and thus estimate 200W/m2 × 0.2 = 40W/m2 
for the delivered average power per square meter. Here 
i s t h e c a l c u l a t i o n : t h e n u m b e r i s 
(3.2 × 1012W )/(40W/m2) = 8 × 1010m2 
This is the area corresponding to a square about 280 
kilometers on a side–not much land on the scale of the 
U.S. but still a lot on the scale of a state. This illustrates 
just how much energy there is in sunlight–we can even 
throw away 80% of the incoming solar energy in lost 

panel efficiency and still end up with a modest land 
area supplying a useful power amount corresponding 
to the entire “primary” energy use of the U.S. on aver-
age!  

If we had instead calculated from the “useful” energy 
number of 37 EJ per year we would have got an aver-
age power of about (37/100)×3200 GW=1200 GW and 
a correspondingly smaller area needed.

Of course “on average” 
averages over the incon-
venience that the Sun 
does not shine roughly 
half the time. To actu-
ally supply the real U.S. 
e ne rg y ne e d w o u l d 
m e a n s t o r i n g v e r y 
roughly half the daytime 
energy produced and re-
leasing it at times other 
than mid day. At pre-
sent there are no good 
technologies that would 
allow storing a half-
day’s entire U.S. energy 
use. This is a very seri-
ous problem with the 
large scale solar panel 
idea; there is also the 
problem of producing so 
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I use average power almost 
everywhere, but the usual 
popular sources quote “peak 
power”, not the average. Since 
for solar power the average, 
as we will see, is about 1/5 
the peak, it is better to deal 
with the average power 
delivered-at least when 
making estimates as here.

An advantage of solar panels is 
that they generate most power in 
the middle of the day. This does 
reduce the storage requirement. 
Unfortunately, a simple bump 
around Arizona noon does not 
really match the more complicated 
daily electric power use of U.S. 
households. An interesting thought 
would be to install large panel 
fields around the U.S., cutting 
distribution costs, and accepting 
the loss in average power 
produced. These panels might also 
only produce power for midday, 
reducing the storage requirement. 
But then we also have to look 
elsewhere for a large fraction of our 
electric power generation.



many panels affordably in an environmentally safe 
way. But the purpose of this exercise was modest: only 
to show just how much power can be extracted from 
sunlight.
 
We can continue along these lines to get a little deeper 
understanding. What would it cost to produce the en-
tire U.S. energy from solar panels?  Let us use not the 
“primary” energy this time but our more realistic “use-
ful” energy. Distributed electric power is mostly “useful 
energy”, there being little waste in the distribution of 
power. To do a proper estimate we ignore details about 
the waste of electrical energy. But let us ignore details 
and guess. The “useful” energy is about 37% of the “pri-
mary” energy (including household, commercial and in-
dustrial heating.) A very roughly 100 Watt peak electri-
cal power panel in 2013 costs about $250 in small quan-
tities. This is the same as $2.50 per peak Watt pro-
duced. We are concerned with average power, not peak 
power. How do we estimate the cost per average watt 
produced?  We already got a rough estimate that for a 
maximum solar power input of 1000 Watts per square 
meter, we get an average of 200 Watts per square me-
ter. So we get from the peak to the average simply by 
multiplying by this factor (200W/m2)/(1000W/m2) = 1/5. 
If we want to go from the cost per peak Watt to the cost 
per average Watt, we have to just multiply by a factor 5. 
Let us roughly estimate a cost of about $2.50×5=$7.50 
per average Watt for the panels, just as a guess. If we 
also estimate that installing all this will cost about as 
much as the panels, we get a cost of about $15 per aver-

age Watt, installed. At $15 per Watt and an average use-
ful power production of (0.37)*3300 Gigawatts here is 
the calculation:

(1300 × 109 Watts)($15/Watt) = $20 Trillion 

It is likely that this $15  
per Watt will go down 
in the future. But let us 
stick with it for now. 
The U.S. government 
budget is about $3 Tril-
lion and the U.S. “gross 
domestic product” is 
about $12 Trillion, so 
$20 Trillion is a lot of 
money, even not ac-
counting for the fact 
that we do not know 
how to store this much 
energy. A crash pro-
gram costing $0.5 Tril-
lion per year would re-
quire over 20 years to 
install this much power, 
as solar panels. 
Discussions of solar electric power based on photovol-
taic panels almost never deal with the cost of storing en-
ergy for times when the sun is obscured or absent. It is 
impossible to ignore energy storage if a major part of 
U.S. electrical power were to be from the sun. A really 
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Not so long ago, in the early 
2000’s, a coal fired power plant 
with an output of one Gigawatt of 
electric power cost about $2 Billion 
or $2 per installed Watt. Prices as 
of 2010 are probably closer to $4 
per installed Watt and may be still 
increasing. This is the cost to build, 
not including fuel cost; At the prices 
for coal in our earlier table, a 1 GW 
average plant would burn about 
$0.25 Billion worth of coal (3 
megatonnes) a year. If this cost 
over the plant lifetime were part of 
the “construction cost”, to compare 
it fairly with solar plants, it would 
drastically increase the cost per 
average Watt delivered for coal.



crude guess might be that storage could double the 
cost, but we just do not know. 

This $20 Trillion is a great 
deal of money. So, in our 
spirit of estimates, let us 
scale it down; we suppose 
that we want to replace the 
amount of energy used now 
in the form of transporta-
tion petroleum with electric 
power from an imagined 
large area of solar panels 
plus storage. To include the cost of power storage and 
distribution, let us just double the installed panel cost. 
Transportation uses about 26% of all primary U.S. en-
ergy. Let us scale our crude $20 Trillion estimate down 
by a factor of 4. This gives us $5 Trillion or $0.5 Tril-
lion per year for ten years, to power all or most trans-
portation. This is not so alarming a number but it in-
cludes only a guess for the big problems distributing 
the power and storing it for a half day. It also ignores 
the very serious economic problem of converting most 
transportation to electric power. But the cost no longer 
looks so large. The very serious downside–also from 
household to solar farm–is the lack of local power stor-
age.

Of course, the great attraction of photovoltaic panels is 
that they can be used at all power scales–house to giant 

solar farm–and, once connected up electrically and to 
the grid, involve hopefully modest maintenance cost.
This photovoltaic panel exercise gives us an idea of the 
scale involved. What is really significant is that we do 
not have to supply that 3200 gigawatts average power 
in “primary energy”–our problem is much less dra-
matic than that. As we saw, more realistic numbers 
would be either the U.S. useful energy budget of 1200 
gigawatts average or perhaps the present U.S. distrib-
uted electric power at 400 gigawatts average. Being a 
bit modest reduces the cost a lot.

Electric Power from Solar Heat Engines

Solar electric panels are not the only way sunlight can 
be used to make electric power. They may even be the 
least practical or affordable. There is also electricity 
generated by concentrating sunlight and using the heat 
this generates. There are roughly three ways of concen-
trating solar electric power in this fashion. 

 Electricity from parabolic mirrors that track the 
sun 
 Electricity from “solar troughs” that track only the 
sun’s vertical angle. 
 Electricity from fixed solar towers, sunlight being 
reflected to the tower by movable mirrors 
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Real building costs for 
photovoltaic “farms” around 
2010 are hard to find. The 
only ones known to me in 
Spain and Germany had costs 
of $50-$60 per average watt 
delivered, above our rough 
estimates here.



Figure 69:  Picture of a parabolic mirror power genera-
tor (from the former Stirling Energy Systems). The 
black box at the top is a Stirling engine plus a genera-
tor.

Sunlight can be concentrated by parabolic mirrors onto 
the hot end of a heat engine which then runs to power 
an electric generator. Such devices exist and will even-
tually work reliably, at this time their cost being an is-
sue. The main problem of putting a heat engine at the 
focus of a mirror is that the device must track the sun 
to keep the hot end of the heat engine in the sunspot 

produced by the mirror, which is expensive. There is a 
big advantage, however, in that the hot end of the en-
gine can be held very hot. Thermodynamics tells us 
that this method can be pretty efficient. Present power 
generators of this sort produce a few tens of kilowatts 
each. Producing power with just such devices would re-
quire about ten million or so for one of our choices of 
delivered power at 400 gigawatts average. Remember, 
this 400 gigawatts average is the U.S. distributed elec-
tric power, one of our benchmarks.

It is likely cheaper to have a trough or arrangement of 
flat mirrors focusing the sunlight on a long tube run-
ning East-West. Then the device only need track the 
vertical angle of the sun during the day, so that the sun 
is focused on the trough axis where fluid in a tube is 
heated. This could be much cheaper than mirrors that 
track the sun exactly. In the years ahead we will see 
how the combination of cost and reliability works out. 
The big advantage of “solar troughs” is that they are yet 
again a form of heat engine we already know how to 
build even on a large scale. The sun heats some fluid, 
we turn the heat into steam and use a turbine to turn 
steam into electricity. We might expect to get an effi-
ciency about half the thermodynamic maximum or 
maybe 30% or so. But the real advantage is known engi-
neering and no need to produce those thousands of 
square kilometers of solar panels we met with earlier. 
Solar cells require high purity silicon with careful and 
very small additions of other elements, which at pre-
sent makes them expensive and difficult to make in 
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large quantities. Mirrors are cheap by comparison, 
even if they have to move.

A very big potential advantage of solar troughs is that 
the heat they produce can be stored. Imagine that the 
fluid passing through the trough heats another sub-
stance that can hold large amounts of heat. Then this 
substance is used to create steam that drives a turbine 
connected to a generator. With careful design, an array 
of such troughs could supply electrical power even af-
ter the sun goes down. The power of the sun is then 
stored locally as heat energy, available when needed. 
Of course, this increases cost. But storing energy from 

Figure 70:  A Solar Trough array, source Acciona

the sun will always incur extra cost.

We already estimated the total land area we would 
need to cover with solar photovoltaic panels to produce 
all or a part of the U.S. energy use. So what about using 
long troughs that focus sunlight on a tube of fluid to be 
then used to generate power?  They can use almost the 
full 1000 Watts per square meter when the sun shines, 
since they track the vertical angle of the sun. If the 
troughs are very long, the slant angle of the sun causes 
a loss of efficiency near the ends, but for the moment 
we will ignore that loss and just use the 1000 Watts per 
square meter when the sun shines. We only have to di-
vide by a factor two (the factor will vary some by sea-
son) to account for the fraction of daytime (just assum-
ing on average the sun is up half the time). The effi-
ciency should be high when the sun shines and we can 
assume 30% efficiency. Of course, we are ignoring the 
spacing of troughs and access roads, so our estimate 
will be somewhat small, but what do we get?  One of 
our benchmarks put the average distributed electric 
power at 400 GW average. If we want to use only these 
solar troughs to make that amount of average power 
what land area would we need?  It is

400 GW/((0.3) * (0.5) * 1 kW/m2) ≈ 2 × 109m2 .
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Figure 71:  Nevada Solar One detail (Source Acciona); 
the facility produces 16 MW average, peak capacity 64 
MW.

This is a land area about 45 kilometers on a side. How 
many of these troughs would be needed?  This depends 
on how big they are. Let us just guess that they can be 
made in individual units that can be assembled to-
gether at some site. If a unit has to be transported, the 
limit might be a width of 3 meters and a length of 50 
meters. So one unit is 150 square meters. Here is the 
calculation: we would need 

2 × 109m2/150m2/trough = 1.3 × 107troughs
 
or about thirteen million. That is a lot. Producing elec-
tric power on this scale would be a big manufacturing 
job. It might be simpler to just build the whole factory 
at the site where the power is to go and roll out really 
long troughs, moving the factory rather than the 
troughs. In any case, this is both an engineering and a 
manufacturing challenge.

Small scale electric power generation by troughs has 
been done, and there is information on the cost-if a bit 
old, from 2005-2010. One company, Acciona, has built 
the “Nevada Solar One” facility. This covers 0.36km2 
with troughs and produces 16 megawatts (MW) aver-
age power over a year. The cost to build it (capital cost) 
was $16 per average Watt produced. 

There is yet another way to make solar electric power 
using old fashioned technology. Sunlight can be fo-
cused on the top of a tower by a very large number of 
mirrors. The top of the tower contains a boiler that 
turns the solar heat into steam, runs the steam through 
a steam turbine and generator to produce power. A way 
without steam would be to place a very large Stirling en-
gine at the top of the tower. (Stirling engines of this 
size do not exist yet.) This solar tower would need lots 
of mirrors to track the sun. But they can be simple–flat 
mirrors about the size of the top of the tower. (We all 
have noticed that a small mirror can reflect light onto a 
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wall, with the size of the spot roughly the size of the 
mirror.) So maybe we could use mirrors three or four 
meters on a side.The light from hundreds or thou-
sands, all directed at the same place, could produce in-
tense heat. How much electric power could such a 
tower produce?  

Figure 72:  The famous “Solar One” power tower from 
the 1980’s. See http://www.nrel.gov/csp/

A tower might be the height of a tallish building, per-
haps 100 meters. The mirrors cannot be too far from 
the tower and let us just guess that they can be about 
two tower heights. The mirrors could not be arranged 
all the way around the tower, but could be in the shape 
of a rough semicircle. A semicircle 200 meters in ra-

dius has an area, from high school geometry, of 
1
2 πr2 = 1

2 × 3.14(200m)2 = 6 × 104m2 a n d f r o m o n e 
square meter of sun for half the day times our old guess 
of 30 percent efficiency for steam to electricity we 
would get an average electric power of about 9 million 
Watts total. For estimation purposes let us round this 
to 10 MW produced electric power per tower. 

How many such towers would we need to produce our 
earlier 400 GW benchmark of present distributed elec-
tric power?  The number is 
about 40,000. The number 
of mirrors–moving mirrors, 
we recall–is much greater, 
in the thousands per tower. 
Most of the parts of such a 
site could be made else-
where and carried to where 
they would be needed, no 
single part being very big. Is 
this a better solution?  We 
do not know. It does seem simpler to maintain some 
tens of thousands of towers and their mirrors than tens 
of millions of other devices. 
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Coal and nuclear plants can 
have an average to nominal 
power ratio of about 0.9, 
versus this 1/4 to 1/5 for 
solar plants. This difference is 
why solar power needs to be 
accompanied by some way to 
store energy.



Figure 73:  Spanish PS10 and PS20 Solar Towers. 
Source Wikipedia. PS10 produces 2.4 MW average 
power, 11 MW “nominal”.

The original tower built in the U.S. used solar energy 
directly to heat a substance in a container at the top of 
the tower and this heat was used to run a turbine to 
make electricity. So such towers can be easily config-
ured to store solar energy locally. They can then pro-
duce power even when the sun is down. One nice fea-
ture of solar towers is this direct way solar energy is 
stored.

Solar tower installations exist now in Spain, and size 
and cost estimates are available for one of them, the 
PS10, which produces 2.4 MW average power and 11 
MW “nominal” (we are interested in average power). 
The cost to build PS10 was $15 per average Watt. Re-

markably, the newer PS20 
can store solar heat for 
electricity for a number of 
hours in molten salt.

All these solar electric 
power installations still de-
pend on subsidies to build 
and operate. These subsidies are vulnerable to eco-
nomic downturns that tend to throw power generation 
back onto fossil carbon sources.

It is unfortunate that this technology has been around 
for thirty years but has not been systematically devel-
oped on the large scale we need. What is really neces-
sary are prototype large scale systems producing about 
1 gigawatt average electric power, about 40 times the 
scale of the existing plants.

Whatever solar electric technology turns out to be prac-
tical, the cost to replace most transportation petroleum 
with electric power would still require at least doubling 
the distributed electric power. This would still amount 
to an investment cost of many hundreds of billions of 
dollars per year, plus the cost of transporting and stor-
ing such a huge amount of power. The cost of storing 
and distributing energy is vital to both solar electric 
and wind electric power, and we address the issue after 
looking at other replacement power in the next few 
chapters.

Solar Energy for Direct Heat
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There is a recent power tower 
installation in California nearing 
completion, called “Ivanpah”, at a 
cost of about $18 per average 
watt, but with no apparent energy 
storage.



If turning solar energy into electricity and moving that 
electricity around costs us efficiency, what about using 
solar panels directly?  After all, with electric solar pan-
els we loose about 80% of the energy falling on them. 
Why not use solar heat directly to heat houses and busi-
nesses, provide hot water for homes?  We already know 
for heat from natural gas that in the middle of the coun-
try in December the heat power needed is about 10 kW 
average or so for a typical old house with some insula-
tion. It is not so easy to guess just how much heat 
power would be needed for a really well designed and 
insulated house, so we will just use that 10 kW number 
average heat power for winter. Now we really should 
look up the sunlight power per square meter on a 
house in the winter. Unfortunately, that is going to be a 
good deal less than our 200 Watts per square meter av-
erage estimate, because we are dealing with winter. 
The table above gives us for most parts of the country 
less than 100 Watts per square meter for a vertical 
sheet of windows. Let us use 100 Watts per square me-
ter. To get 10 kW average heat at one hundred percent 
efficiency we would still need 

(10000W )/(100W/m2) = 100m2 . 
This is about ten by ten meters. (At a more realistic 
50% efficiency the area would be even greater.) If we 
just assume that a house is about 5 meters high, this is 
an area five by twenty meters. This is a lot of area. 

For a typical one story house it might be the height of 
the house and perhaps twice the length of a south fac-
ing wall. This is pretty crude, but we can now see why 

the typical magazine pictures of a “solar house” look as 
they do. Most of the houses have the south side largely 
glass. And it even looks from images we see as if the 
glass area might be around ten by ten meters. In fair-
ness, such “solar houses” are going to be built well-
insulated from scratch. So their winter heat power loss 
should be less than our 10 kW–maybe a third or less. 
So they would need only a third or less of the area we 
estimate, perhaps twenty or thirty square meters. That 
is still a lot of glass. And the house has to be designed 
so the heat let in does not just escape back out again. 
Luckily, glass lets in sunlight but can be fairly good at 
blocking the escaping radiation that is heat. Modern 
fancy glass windows with shades and the like can do a 
pretty good job of this. In northern climates, the winter 
heat loss through windows can be large. With some en-
gineering tricks a house could be largely heated by the 
sun, but that house would have to be carefully con-
structed to do that.

Our national problem is that most of the houses in the 
United States are old and do not look at all like these 
elaborate solar houses we see in pictures. Neither does 
the rash of recently built houses during our “housing 
bubble”. If there are about a hundred million house-
holds or houses and each is worth perhaps $300,000 
then the value of all these houses is–we are pretty good 
at this by now–about $30 Trillion. We are not going to 
replace them very quickly. Remember that the whole 
U.S. gross national product, the value of all goods and 
services in one year, is about $13 Trillion.
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It might seem that incremental improvements would 
work. Perhaps we might double the south facing win-
dow area. That might get us 10 square meters or maybe 
even less–about ten percent of what we need. That 
would be expensive and might not help a lot. Probably 
the only way out for older houses is to insulate them 
better and reduce the amount of air infiltration into the 
house. 
Alas, solar heating of the average old house is not going 
to solve its energy problems at one blow. The situation 
is very different for a new highly insulated passive 
house with little air exchange heat loss. Even in a north-
ern U.S. winter such a house might need only two or 
three kilowatts of heat, as we remarked earlier. This 
might be met by some combination of solar heat and 
the “heat pump” idea that we met with in thermody-
namics. If the extra electric demand to operate heat 
pumps could be kept to a kilowatt or about that to 
drive a heat pump in the coldest three or four months, 
the yearly energy demand for  households would be a 
modest ≈1 exajoule per year for the country. That looks 
more promising, but only in the long term out to 2100.
If you walk or drive around you do see some sort of so-
lar panels on old houses. They are often solar panels 
that heat hot water. Let us not go into details, but it 
seems reasonable that maybe ten percent or so of the 
heat used now by a house in December is for hot water. 
After many years of development, these panels can get 
to 50-70 percent efficiency. So maybe that 10 square 
meters is enough for hot water. That is something. 

Figure 74:  Solar panels for hot water-in a warm cli-
mate.

 Summary
Large scale production of electric power from the sun–
meaning many tens of exajoules per year–seems to be 
something that would work, some of this even in the 
next few decades. It is a big manufacturing and installa-
tion problem, but that should be solvable.

Heating your average present day house by the sun 
alone, another many exajoule per year problem, looks 
less promising. By 2100, a combination of solar heat-
ing, heat pumps and insulation for houses and busi-
nesses would probably work on the scale of the entire 
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country. But not in the next thirty years or so. As heat-
ing fuels decline in amount and go up in price, we may 
spend a great deal of money insulating our houses and 
still be cold in the winter. Two or three generations ago 
it was not uncommon to heat only one or two rooms in 
a house during the coldest months. Nobody wants to go 
back to that as a long term situation.

Interestingly, commercial buildings seem to have a 
shorter lifetime than homes. New commercial build-
ings may be a better place to focus on passive solar 
heating and other new ideas for the next few decades.

The purpose of these estimates is not to make a specific 
proposal. We can already see in outline where we 
might go as fossil carbon resources slowly decline over 
the course of this century. It is encouraging that large 
scale electricity looks credible even if it requires a large 
sustained national effort. Distributed solar electric 
power on a really large scale, comparable to our pre-
sent distributed electric power, might have a roughly 
estimated capital cost in the range of $20 Trillion or 
more, possibly distributed over twenty years or more. 
Replacing transportation fossil fuel energy with electric 
power might cost a quarter of this. Smaller scale solar 
energy for heat, and possibly for local electric power, 
would amount to significant money also, but would be 
spent on a less dramatic scale.

Estimating costs at this time is, to some degree, a fan-
tasy exercise. On the scale that is now apparent, it is 
likely that very large automated factories will be used 
to build somewhat standardized systems. Some of 
these factories will even be part of both the construc-
tion and maintenance of the facilities. This could turn 
out to be an inspiring engineering challenge.

Problems

1. Suppose that the average household uses an aver-
age 1 kW electric power, and this has to come from 
panels on the house or near it. Use some “redbook” 
number to figure out what area of panels you need 
in your area, at 15% efficiency, to do this. About 
what would they cost?  

2. In problem 1, now assume that you have to, on av-
erage, store half this power in batteries. What must 
the capacity of the batteries be, in MJ?  In kW-hr?  
How does this compare to the batteries in a car 
such as the Chevy Volt?  

3. If a solar “power tower” stores all its daytime solar 
energy in the form of molten salt for nighttime elec-
tricity, what is the needed salt volume, represented 
as a cube, in meter dimensions. You have to look 
up the composition and “heat capacity” of molten 
salt in Wikipedia. 

4. In your imagination, expand the “Nevada Solar 
One” plant to one gigawatt average power. How 
much land would it need?  What would it cost?  
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CHAPTER 12

Wind Energy Long 
Term

Wind energy is now the largest scale re-
placment energy. Future needs will dwarf 
what we have now.

Twelve kilowatts in 1887. From Wikipedia



It was easy to figure out how much potential energy there is 
from the sun, because all we really needed was one num-
ber–that 1 kW per square meter solar power at the surface in 
full sunlight directly overhead. The rest we could estimate. 
Wind energy is far more variable, but is also far more widely 
employed now than solar energy. 

Wind is a secondary effect of the sun’s heat warming the equa-
torial regions more than it warms the poles, which sets up 
large scale movements of air. It seems that it should be unim-
portant as a source of energy. But the whole Earth absorbs so-
lar energy as heat, and there can be a great deal of energy in 
the wind.

To estimate just how much energy there is in the wind, we 
need to go back to our energy studies. Wind has energy of mo-
tion or kinetic energy. Air is not heavy–a mere kilogram or so 
mass per cubic meter. But as it moves, it carries kinetic en-
ergy. Let us be very crude and suppose for an estimate that 
the wind over the United States up to some height is just a 
moving block of air at some speed. How fast is the air moving 
on average?  Sometimes the motion is a few kilometers per 
hour and sometimes it is thirty or more kilometers per hour. 
We guess that the atmosphere is a few kilometers thick–pick 5 
kilometers. So just to get an idea, let us suppose that up to a 
height of 5000 meters the average speed over the United 
States is twenty kilometers per hour, or about 5 meters per sec-
ond. The United States is about 5000 by 3000 kilometers or 
15 × 1012m2 . Up to a height of 5000 meters the volume of air 
over the U.S. is 7.5 × 1016m3 or a mass of air of about that 

many kilograms at about a kilogram per cubic meter. The ki-
netic energy in this air mass at any one instant is then of the 
order of magnitude of this mass times the square of the speed 
in meters per second. Here is the calculation of the estimate: 

7.5 × 1016kg × (5m /s)2 = 2 × 1018J

Recall that one exajoule is 1018J ; there is not that much en-
ergy in the wind at any one time compared to our natural unit, 
the exajoule. Of course, it does depend on our guess at the 
wind speed – it depends on the square of the wind speed.

But remember, we should be thinking about the power in the 
wind; power is what we hope to extract with wind turbines 
What is the power in the wind?  We need to make a clear 
model to think about this constructively. Clearly, the total 
power in the wind is for the whole country. This is not too use-
ful. We need to think about an area exposed to wind, say a 
standard area perpendicular to the wind. Call this area A in 
square meters. We can actually find out how much kinetic en-
ergy per unit time–that is, power–there is in smoothly flowing 
wind moving at a speed v. It is just the mass of wind flowing 
past some point, which we can think of as a wind turbine, per 

second. The kinetic energy in this wind is just our 
1
2 mv2 . It’s 

clear that v is the wind speed. But what is “m”?  That must be 
the mass of air flowing through the area A in some time in sec-
onds, call it t seconds. So m must be the density of air (about a 
kilogram per cubic meter) times the volume of air flowing 
through the area of the turbine blades. That volume must be 
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just the area the blades sweep out A times the distance the air 
moves in time t seconds. But remember from earlier, this last 
distance is just speed multiplied by the time, v times t. 

So the kinetic energy flowing through the area of the blades in 
time t is: Kinetic energy of the wind through an area A perpen-
dicular to the wind direction in a time t is the mass of air pass-
ing in time t times half the square of the wind speed or

1
2 ρAvtv2 = 1

2 ρAv3t 

And the power in that amount of wind is this energy divided 
by the time t in seconds. So we just divide out the t and find 
the power as energy over time t (remember for work we had 
power equal to work per unit time or work over time) and call 
it P, 

 The power in the wind through an area is the power 
through an area A is 

P = 1
2 ρAv3 .

This is our answer in the form of a complicated looking alge-
bra formula. We see that the power depends on the cube of 
the wind speed. That is because the mass per unit time goes as 
the velocity; multiplying this by the kinetic energy gives the cu-
bic. The formula tells us that we really want to know where in 
the country the wind goes fast–that is where the wind power 
is greatest. When we discussed the power in the sun’s radia-
tion, it was power per square meter. To get something compa-

rable, we should divide out the area A to get power per square 
meter (an area of one square meter perpendicular to the 
wind). This is: 

 Wind power per unit area (per square meter) perpendicu-
lar to the wind direction is equal to the air density time the 
cube of the wind speed, all divided by two 

P = 1
2 ρAv3 .

(remember, ρ is the density of air which is close to 1.2 kilo-
grams per cubic meter near  the ground). What is this power 
per square meter numerically?  Let’s take our earlier number 
for the wind speed, 5 meters per second. Then we get 

P/A = 1.2 kg
m3 × (5m /s)3/2 = 75 Watts/m2 . At a not at all unreal-

istic wind speed of 8 meters per second – not at all uncom-
mon – this number would increase to 300 Watts per square 
meter. (That is what the cube dependence on velocity leads 
to.) 

If we average over a long time 
we can get an average power 
in the wind without regard to 
the direction the wind blows. 
This can be plotted for the 
whole country, but we have to 
make the plot at some agreed 
on height above the ground be-
cause wind blows slower close 
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to the ground than higher up. The National Renewable Energy 
Laboratory has made such a plot. It is remarkable that their 
plot shows that there is so much wind power over the Great 
Lakes and the coasts of the country, as well as a great deal of 
land area in the middle. 

(In this plot darker extending into blue corresponds to more 
wind power. You may want to look up the original at NREL.)

There is a lot of wind power offshore of the coasts of the U.S. 
How it will be exploited on a large scale (hundreds of giga-
watts average) is not entirely clear, given that the wind tur-
bines have to be located in the ocean. Wind turbines in the 
ocean are subject to even larger storm risks than those on 
land. The power they generate has to be transferred to land 
and then along the coasts. If we want to average out variations 
in electric power, then the land power distribution system will 
have to extend a significant part of the coastal length. Ocean 
wind turbines exist now and we may resolve their problems in 
the future, but for our estimates we will think about the mid-
dle of the country. 

Figure 76:  U.S. Wind power in Watts per square meter at a 
height of 50 meters, from NREL.

This example of total wind energy versus power teaches us 
something. First, energy and power are entirely different be-
cause power is energy per unit time. Remember that two run-
ners who run up the stairs of a high building such as the Em-
pire State building may expend about the same amount of en-
ergy (their mass times the free fall acceleration of gravity 
times the height of the building plus heat losses in their mus-
cles) but if they do the run in different times the amount of 
power is very different. A trained runner might run up the 
stairs in ten minutes but you or I might take an hour or two to 
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do the same. Our power expenditure will be an order of magni-
tude less than for a trained runner. That is a huge difference. 

Our previous estimates gave us a number for how much 
power as kinetic energy is in a certain amount of wind, but in 
the real world we cannot get all the power in the wind. The rea-
son is simple: no turbine can just stop the wind moving and 
that is what would be needed to extract all that factor P we 
just got. The air coming out of the region of the turbine blades 
has to be moving to get out of the way of the incoming wind. 
So the air leaving the turbine is still carrying away some of the 
kinetic energy it had in the wind coming in to the turbine. The 
actual usable power in the wind is only a fraction – call it C – 
of the kinetic energy or power in the wind. The factor C is 
about one-half or somewhat less. The real-world wind power 
formula is then just our previous formula but with a new con-
stant C in front,

P = 1
2 CρAv3

If C is about one-half, as is common, this tells us that the wind 
downstream from the turbine is moving at about 70%-80% of 
the wind coming into the turbine. So we can see right away 
that you cannot just put one wind turbine right after another 
in a line along the direction of the wind. The kinetic energy in 
the wind gets reduced by each one. There has to be some spac-
ing. This is hard to estimate, but it seems that a safe distance 
might be five or ten times the diameter of the turbine. This 
gives enough space for the wind to even out after passing 

through a turbine so it can go through another turbine. If we 
don’t have a prevailing wind direction, this means that each 
turbine needs a land area equal to perhaps 25 to 100 times its 
blade diameter. (Most turbines have three blades for design 
reasons and the diameter is the diameter of the circle they 
sweep out.) 

So if we want to generate a lot of power, we will need big wind 
turbines with big area A, the area the blades sweep out. They 
will then need a lot of land.

Since when the wind speed doubles, the power in the wind 
goes up by a factor 23 = 8 it might seem that we want the great-
est possible wind speed. But we know instinctively that places 
with low winds and occasional hurricanes are bad places to in-
stall big devices with large blades, because they would be de-
stroyed in the first storm. Also, large modern wind turbines 
simply cannot rotate very fast and actually, large wind tur-
bines have to limit the speed of the blades to limit the speed of 
the generator’s rotating parts to prevent damage to the genera-
tor. So the power output of turbines typically rises above some 
low wind speed and then is unchanging for high winds. In or-
der to control rotating speed, turbines are built to tilt their 
blades to capture less wind as the wind speed goes up. Some-
times this flat power output range of wind speeds is called the 
“nameplate power”. 
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Figure 77:  An increasingly familiar sight–a turbine in a crop 
field; source unknown.

It seems odd that the wind turbines we see seem to be rotating 
so slowly. But at the wind speed where the power output 
reaches its biggest value, the blades are actually moving quite 
fast. Watch a big wind turbine. One blade may take several sec-

onds to rotate around the hub. In these several seconds a 
block of air entering the turbine at–let us guess–five meters 
per second can in fact only move twenty or so meters. This is 
much less than the diameter of a big turbine. So the blades are 
moving quite fast enough to capture the wind power at this 
speed. They don’t move fast enough at higher wind speed, but 
this is good enough. 

Figure 78:  Wind turbine blades can be large (from Wikipedia, 
Paul Anderson)

If turbines can only capture near the maximum wind power at 
some low speed and then extract the same amount of power at 
any higher speed, it might seem that they almost always de-
liver this “nameplate power”. Unfortunately, the wind does 
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not blow constantly and the average power is far less than the 
ideal “nameplate power”. 

Most turbines in good locations deliver an average power over 
the year that is 30-40% of their “nameplate power”. Large 
modern turbines can have a hub 100 meters or more above 
the ground and blades 50 or more meters in length. They are 
marvels of modern engineering, costing a few million dollars 
and delivering 1.5 MW to 5.0 MW “nameplate power”. As of 
this writing the largest wind turbine is about 7 MW nameplate 
power. One company, General Electric, builds about a thou-
sand 1.5 MW turbines a year. There are a number of other 
companies with similar capability. 

In dealing with wind turbines, we do have to remember that 
the “nameplate power” or the “capacity” is not the same as 
what interests us, the average delivered electric power. For 
the most part we will just estimate this at a third the name-
plate power. 

Figure 79:  Interior schematic of the guts of a turbine hub, 
from Wikipedia

Wind turbines are big but the power they deliver is not really 
so much per turbine. Remember, a large coal-fired power 
plant or a nuclear power plant can deliver a peak electric 
power of about 1 GW. The average output over a year might be 
70-80% of this, contrasting with 30-40% of peak or name-
plate power for a wind turbine in a good location. 

We can estimate how many turbines at peak power would be 
needed to equal the peak power output of a large 1 GW electric 
plant. 
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 For 5 MW “nameplate” turbines (larger than most deliv-
ered today) delivering an average 2 MW the number needed 
to produce 1 GW would be about 

 1000 MW/2 MW = 500 turbines. 

For comparison, we might think of a “power unit” of 10 MW 
average–that would be about five such 5 MW nameplate 
power turbines. About a hundred such “units” would be 
needed to equal a common present 1 GW power plant. We al-
ready met this number in the last chapter. A large solar 
“power tower” might deliver one such unit of 10 MW average 
electric power. Of course, both solar and wind power will need 
some connection to an energy storage system to even out gaps 
and bumps in the power they deliver.

The cost of everything is rising, but at one time a 1 GW electric 
coal fired power plant cost about 2 G$ (two billion dollars) or 
about $2000 per kW or $2 per W. At an optimistic 4 M$ (4 
million dollars) per turbine, a “wind farm” delivering 1 GW av-
erage electric power would cost about the same 2 $ Billion, or 
2 G$. There have been complaints that wind power cost is sub-
sidized, but we are not concerned with that level of detail. Be-
sides, there are open or hidden subsidies everywhere in the 
economy and openly subsidizing the future is not inherently 
bad if we are clear in our aims. What is plain from this is that 
you need a lot of turbines to equal one large modern coal (or 
nuclear) plant that can be concentrated in a small area. If it is 
really the case that one turbine needs a land area 25-100 
times its blade diameter, 500 turbines with 100 meter blade 

diameter would need up to one square kilometer per turbine 
or 500 square kilometers or a square about 25 kilometers on a 
side. This is a large land area but not unimaginable. Although 
coal and nuclear plants take up less space, they are also associ-
ated with dedicated mining and storage land, so the space ad-
vantage is not so clear-cut as it might seem. 

Figure 80:  Power curve for a “Vestas” 2 MW nameplate 
power turbine. The blades change tilt to limit power at high 
wind speed. 

For comparison, remember that 1 GW average electric power 
from a photovoltaic farm might get 20+ Watts per square me-
ter of land (if you can pack the arrays closely) or a total land 
area of roughly  or about 50 square kilometers. So wind farms 
are not quite as efficient users of land. As compensation, the 
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land under the turbines can still be used for farming or other 
purposes not sensitive to noise or the moving blades.

Is it imaginable that wind could supply one of our benchmark 
numbers, let us say 400 Gigawatts average electric power?  
From the estimate we just made, this might require about  or 
an area of 400 km times 400 km. This is not a huge amount of 
space. The NREL map above shows a region of the middle of 
the country of area about 500 km by 2000 km with good wind 
power. (This does not count the Great Lakes or coastal areas.) 
400 Gigawatts is probably at the low end of power that could 
be generated by the wind. And the technology exists and is not 
unreasonably expensive.

There is another advantage of wind energy when compared to 
solar electric power. The sun is off about half the day but the 
wind is not. The United States is so large that wind energy fluc-
tuations from the variable wind almost certainly averages out 
over the country as a whole. Of course, this is only useful if the 
electric power from wind can be transported large distances to 
take advantage of the averaging, a topic we will come to.

What about cost?  At present prices 400 Gigawatts average 
electric power might cost about 800 G$ (800 Billion dollars). 
Since costs are going up, this is probably low. But it is not an 
alarming number. The total number of 5 MW “nameplate” tur-
bines required would be about 200,000. The total number of 
smaller turbines currently manufactured per year is a few 
thousand. To manufacture 200,000 turbines in 20 years 

would mean a manufacturing rate five or ten times the current 
level. 

Construction and long term maintenance of a large number of 
turbines is an issue, but it may be a good thing. It will require 
manpower and therefore new jobs. Designs will likely become 
standardized. It may be that the production and maintenance 
of such a huge number will require large automated factories 
and an automated maintenance system. The scale is daunting, 
however: even a failure rate of one per thousand per year 
would mean replacing or major overhaul of 200 turbines per 
year!  And in the middle of the country they will occasionally 
fail due to simple mechanical problems, ordinary storms and 
tornados. 

Small scale wind power is already common in many rural, es-
pecially farm, areas and will likely grow. Urban wind turbines 
are unlikely to become common. Our interest here has been in 
large scale wind power.

What is most clear for both solar electric power and wind 
power is the large area that has to be used. The actual areas 
may not be large when compared to the area of the U.S., but 
these sources of power are distributed and not very localized 
as is coal, gas or nuclear power. This harvesting of distributed 
power represents a new sort of energy resource.

Problems

1. Suppose that your neighbors would accept a wind tur-
bine on your urban lot (not very likely). Look up the average 
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windspeed at a realistic 30 meters height, or guess it, and esti-
mate the power output from a turbine with a blade diameter 
of 5 meters. 

2. Using some of our numbers, estimate the land area 
needed for solar panels whose average power output equals 
the average power output of a 1.5 MW “nameplate power” 
wind turbine. 

3. U.S. highway 25 runs from Buffalo, WY to Las Cruces, 
NM. Just for a fun estimate, find the total length and imagine 
that there are 200 wind turbines per kilometer of road for its 
whole length. How many turbines would this amount to?  If 
they had 5 MW nameplate power per turbine, estimate the to-
tal average power production. 

4. Look up the frequency of large tornados in the mid sec-
tion of the country and try to estimate just how many turbines 
would be destroyed by tornados per year. (There is no right an-
swer to this one.) You might also look to find the simpler me-
chanical failure rate per year of large turbines per turbine. 
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CHAPTER 13

Geothermal Energy 
Long Term

Geothermal energy for electric power is 
undeveloped and its future scope un-
clear.

A geothermal power plant in Iceland. From Wikipedia



Geothermal power is often not considered a realistic source of 
energy, but at least one large geothermal electric power sta-
tion exists and works, so we will look at the numbers involved. 
The Geysers station, multiple individual plants, located north 
of San Francisco in the Mayacamas Mountains, has been oper-
ating since 1960 and currently produces an average electric 
power near 1 Gigawatt. 

The important thing we need to run an engine or generator is 
a heat difference. The idea behind geothermal energy is to use 
the temperature difference between the deep Earth and the 
surface to generate electrical power.

Shallow heat wells can make hot water for residential housing, 
but much greater heat differences are needed to make large 
scale production of power possible. So the key question is: 
how hot does the subsurface need to be for different applica-
tions?  How far down to we have to go to get heat to drive a 

heat engine or to get warm water to heat a building?  The fig-
ure, from an NREL report, shows.

 

Figure 82:  Temperature six kilometers deep in the Earth, 
from NREL

The figure shows that to get a reasonable efficiency it would 
be good to be able to use temperatures of 250-350 degrees C 
or roughly 500-600 K. (Remember, we need to use the Kelvin 
temperature scale.) If this is the temperature of the heat into a 
heat engine and the temperature of the heat out is about 373 
K, the temperature at which water condenses from steam, 
then the efficiency of the ideal heat engine will be

η = 1 − Tcold

Thot
≈ 0.25 − 0.38

186

Figure 81:  One of the Geysers plants (from Wikipedia)



From our experience, a real heat engine may have an effi-
ciency of half this, or perhaps 20% in a fortunate case. This is 
low, but the heat source is constant and free.

There are a very few places 
where ground water at these 
temperatures can be got sim-
ply by drilling. Usually, wa-
ter has to be actually in-
jected into the ground by a 
well and the resulting steam 
extracted by a second 
nearby well. The natural gas 
industry has a great deal of 
experience drilling wells 
and fracturing deep rock so 
that gas can flow. The same 
technologies may work for 
geothermal energy with 
wells 5 or 6 kilometers 
deep. Injecting water into 
deep hot rock and recover-
ing steam for power is 
called “Enhanced Geothermal Systems” (EGS).

The geothermal wells at the operating “Geysers” power plant 
in California produce an average electric power of about 5 
megawatts per well. Some crude theoretical modeling indi-
cates that an average electric power per well installation of 10-
20 megawatts is not unrealistic with larger wells and newer 

technology. So, estimating 10 MW per production well installa-
tion, each 100 GW average electric power would require about 
10,000 wells.

The only realistic way to estimate the geothermal electric 
power the U.S. could produce is to create actual large scale in-
stallations and operate them. The actual amount of electric 
power that might be produced this way is mostly unknown at 
this time. For the total power possible in the U.S., informed 
guesses range up to few hundred Gigawatts average power. 
The MIT study mentioned earlier is in this range. The figure 
shows a sketch of such a geothermal well system with some ob-
vious labeling.
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One source of information is an 
MIT study “The Future of 
Geothermal Energy”. As often in 
this book, the NREL laboratory 
http://www.nrel.gov is also a good 
source of information and links. 
There appears to be many 
simulations of EGS but not 
enough actual operational 
experience. As has happened with 
other energy projects, much of the 
original experimental work was 
done in the U.S. (about 40 years 
ago); we then did not focus on 
advancing that technology. There 
is a history of the 1970’s 
experimental “Fenton Hill” project 
by Donald W. Brown from Los 
Alamos Laboratory, which is easy 
to find on the Web. 



Figure 83:  A sketch of a geothermal electric power station 
(from Wikipedia)

Is this geothermal electric power truly renewable, in the sense 
that we can get a hundred or more gigawatts of usable power 
forever?  Probably not. Remember energy conservation: we 
cannot get more energy in than is there to start with. This 
means that the total power we can get in a sustained way (aver-
aged over a very long time) cannot be more than is flowing up-
ward from the interior of the Earth. We can look up an aver-
age number where the flow of heat power is large, in the west-
ern United States. This number is very roughly a tenth of a 
watt per square meter, or 0.1 W/m2 . Let us estimate and take 
a region 500 kilometers by 1000 kilometers. The total heat 
flow amounts to 50 gigawatts for this area. This would give an 
average electric power output, if all this heat could be used, of 
perhaps 10 gigawatts – not very much.

But in the meantime, perhaps centuries, we can get significant 
geothermal power by, essentially, cooling off deep hot rock by 
fracturing it and injecting water into the mass of fractured 
rock, recovering the heat energy in the form of steam flowing 
up a steam well. Of course, this increases the net movement of 
heat from the interior of the Earth beyond what would be the 
normal heat flow amount we just estimated. Geothermal 
power could even be continued after near surface rocks are 
cool by exploiting deeper and deeper hot rock. This probably 
cannot extend to cooling the entire interior of the planet for 
heat energy! 

We are focussing on electric power, but the actual heat output 
of a geothermal steam producing well might be five or more 
times the delivered electric power. This waste heat could be 
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very useful in the areas where the wells are drilled. It could be 
used to heat homes, businesses, greenhouses and more.

If wells become cheap (maybe not likely), wells might even be 
used just to recover heat, without the electric power genera-
tion.

Geothermal power may become more important than it seems 
to be now. The availability of geothermal power holds con-
stant over time, unlike wind or solar power. It needs no en-
ergy storage. In this sense, geothermal power can be thought 
of as like modern coal, gas or nuclear plants that provide a 
“baseline” of constant power. Without coal or gas plants, that 
baseline power seems to fall to nuclear plants. But maybe geo-
thermal power could fulfill that function. This is one reason 
why the lack of work on geothermal electric power in the U.S. 
is regrettable.

There is a similarity of scale between geothermal power and 
wind or solar power. Remember that a large wind turbine 
might deliver an average power of a few megawatts five or so 
could deliver 10 MW average; a large “solar tower” perhaps 10 
megawatts average. If an average geothermal steam well (and 
its associated equipment) could deliver 10 megawatts, that 
puts them all in the same range per unit. All of them need a 
lot of land compared to land use now. All of them need a large 
scale power grid to move energy from where it is produced to 
where it is used. In the case of geothermal power, much of the 
production – if it can be developed – will be in or near moun-

tain regions. So any electric grid will have to be expanded to 
that region as well.

These three sources of energy–solar, wind and geother-
mal–can be thought of in a unified way if we actually go ahead 
and  introduce the concept of a “power unit”. A useful unit 
would be a power, averaged over a year, of 10 megawatts or 10 
MW. Then we can think of our power needs in the number of 
such “power units”. A power unit would then be 

 One 10 MW average solar “power tower” unit or an equiva-
lent number of solar troughs or area of solar panels. 

 One 10 MW average wind power unit would require about 
five large wind turbines 

 One 10 MW average geothermal unit would be about one 
steam well, plus the wells needed to supply water to subsur-
face rock. 

And an aggregate 400 gigawatts average power for the U.S., as 
an example, would require about 40,000 such “power units” 
plus energy distribution and storage.

We have not mentioned at all here another use of geothermal 
power that is already common: as a source of heat for “heat 
pumps” that can efficiently extract even low temperature 
ground heat to warm buildings. If extracting heat from “cold” 
ground seems odd, remember that what is relevant here is the 
Kelvin temperature scale, not our usual Centigrade scale. 
“Cold” on the physics Kelvin scale is several hundred or more 
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degrees below zero on the Centigrade scale. So what we think 
of as cold ground is actually quite warm in a physics sense. If 
this technology can be made cheaper, it can be widely used to 
heat energy efficient houses and businesses, as we already 
saw. Remember, a good heat pump can multiply the heat 
value of electricity by the value we called the “COP” (coeffi-
cient of performance) earlier in the book. 

Problems

1. Look up the COP of a commercial household “heat 
pump” running on the heat from exterior air (you might have 
to calculate it from the “energy efficiency” often quoted). Then 
do the same for a heat pump that is for northern climates and 
needs subsurface piping to extract heat from the ground. Com-
pare commercial prices. 

2. See if you can find on the Web the prices for two things: 
the price to drill two or three deep wells (one of which is to 
produce steam for an electric turbine), and the price for a ba-
sic turbine and connected generator. This is not the whole 
cost for a 10 MW geothermal power station, but it is a start. 
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CHAPTER 14

Nuclear Fission 
Power, Short and 
Long Term

Nuclear fission power plants are now un-
popular. This will change when the fossil 
fuel crisis hits; perspective will be impor-
tant.

Chicago, 1942. Physicists had high hopes for peaceful nuclear 
power. Some of us still do. From Wikipedia.



We are all aware that nuclear energy has accident risks and 
produces toxic wastes that are difficult to store. Although it is 
not as widely discussed, coal energy produces much higher 
amounts of different toxic waste, while also releasing large 
amounts of carbon dioxide into the atmosphere. The narrative 
is often that nuclear power is our most damaging option, but 
an honest assessment of our choices for the future may find 
that nuclear power will have its place. It is not reasonable to 
ignore it, however worrying nuclear power might be at pre-
sent. 

Compared to the replacement energy ideas of the preceding 
chapters, nuclear power plants are large in scale, comparable 
to the generating capacity of large coal fired electric power 
plants, with their ability to produce roughly constant “base-
line” power. They are also technologically challenging.

The United States now gets about 9 exajoules per year “pri-
mary energy” as heat from nuclear fission in existing power 
plants. We can see this from the Lawrence Livermore plot 
shown earlier. If approximately 2/3 is lost in converting this 
to electricity, these plants produce about 3 exajoules per year 
distributed electric power. This is an average of roughly 100 
gigawatts average distributed power. As with coal fired plants, 
these nuclear power plants can be located near where the 
power is used, easing transmission problems. They also pro-
duce power steadily, night and day. There are no toxic gas 
emissions and no carbon dioxide atmospheric pollutant. 
There are about a hundred of these plants nationwide, many 
of them now quite old.

A coal fired power plant generating 1 gigawatt distributed elec-
tricity on average produces about three times this power as pri-
mary heat, before losses. In a year of constant running the 
plant would generate roughly 9 × 107 G heat energy, and we 
can estimate the amount of coal needed at such a plant. Good 
quality coal gives about 30 GJ of heat per tonne, so this 
amounts to some three million tonnes of coal, as we have seen 
before. Unfortunately, not all this coal is pure carbon that 
would be burned entirely to carbon dioxide. From public data 
it seems that about ten percent of this mass ends up as solid 
or liquid waste that has to be disposed of. Probably not all of 
this waste generated is toxic, but for estimates we will assume 
that it all has to be disposed of as toxic. This estimate amounts 
to three hundred thousand tons of toxic waste per year of op-
eration for a one gigawatt electric plant, not counting gener-
ated CO2 .   The poorer the coal used, the less energy it con-
tains and the more of it is needed to produce the same final en-
ergy. And the worse the toxic waste problem.

Nuclear energy produces a million or more times the energy 
per tonne of uranium, compared to the chemical energy in 
coal. If we use a factor of one million as an estimate, then a nu-
clear plant that produces one gigawatt of electric power uses 
about three tons of nuclear fuel per year. Most of this becomes 
radioactive waste at present. A rough estimate of the ratio of 
mass of toxic waste from a coal fired power plant to toxic 
waste from a nuclear plant is 105 : 1 . The difference is that the 
larger amount of waste from coal is chemically toxic; the 
waste from a nuclear plant is radioactively toxic. A curiosity 
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of this ratio is that radioactive toxins can be easily detected us-
ing the modern version of the “geiger counter”. There is at pre-
sent no equivalent “chemical toxin counter”. It might be worth 
keeping this in mind, as we have a tendency to ignore what 
cannot be measured.

Remember, this does not count the carbon dioxide produced 
by the coal plant, it includes only solid toxic waste. 

Where does this difference of one million times or so more en-
ergy from nuclear reactions come from?  Chemical energy 
comes from recombination of atoms or the breakup of mole-
cules. In magnitude it is very roughly the potential energy of 
the constituents of atoms–nuclei and their surrounding elec-
trons. This potential energy is electrical energy and we know 
how to estimate it. This energy is about the atomic force times 
the distance which means that we are looking at Newtonian 
work it takes to pull an electron off an atom. This atomic force 
is called the Coulomb force and the distance involved is about 
the size of an atom. So the potential energy is proportional to 
the square of the charge in an atom divided by the square of 
the distance (Coulomb’s law) times a factor of the distance 
again. This means that the potential energy is proportional to 
the inverse of the size of an atom. Smaller means larger poten-
tial energy.

We know that the nucleus of an atom has a positive charge 
and is about one hundred thousandths the size of the whole 
atom. (Remember that if an atom is imagined to be the size of 
a football stadium, the nucleus would be the size of a small 

pea.) The electric potential energy of the nucleus of an atom is 
thus about a hundred thousand times the atomic energy. And 
more: those positive charges in the nucleus repel one another 
and would fly apart without a counterbalancing attractive 
force, which is called the nuclear force. It is ten to a hundred 
times stronger than the electric force; we know this from ex-
periments with nuclei. So the nuclear energy is a million to 
ten million times atomic or chemical energies. Mostly this is 
just due to the fact that nuclei are small and large forces hold 
them together in a small volume. 

The actual process involved in the release of nuclear energy in 
a power plant can be likened to the release of chemical energy 
when a complex molecule disintegrates, breaking up into 
pieces. A nucleus disintegrates by breaking up into pieces, two 
pieces plus some extra electrically neutral particles, neutrons. 
These neutrons can go on to cause other nuclei to break up, re-
leasing energy and more neutrons. This is the chain reaction. 
It can even make a nuclear bomb if all the material of the 
bomb is concentrated into a single piece of size ten centime-
ters or so. In a nuclear reactor the material is distributed over 
a large several meter sized volume and cannot produce a nu-
clear explosion. What it can do is produce heat. The heat is 
used to boil water and, passed through a turbine, the steam 
makes electric power. The nuclei that make this possible are 
mainly Uranium-235 and Plutonium-239 that are easy to 
break up to release energy. Unfortunately, Uranium-235 is a 
tiny fraction of mined natural Uranium (less than one per-
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cent), and Plutonium-239 is an artificial element that has to 
be made in nuclear reactors.

Nuclear power thus uses a few tonnes of uranium “enriched” 
to a few percent Uranium-235 
per year per plant. And the 
waste is of this amount–tonnes 
versus hundreds of thousands 
of tonnes of solid waste, from a 
single coal fired power plant. 
Unfortunately, the waste from nuclear fission power plants is 
very radioactive, making it hard to store in the form it comes 
out of the reactor at the end of a fuel cycle. If there is good 
news in this it is that the amounts are small compared to coal 
waste (solids and carbon dioxide gas) and radioactivity is very 
easy to detect, as we mentioned, unlike chemical toxicity. 

What is in coal waste has to be characterized by chemical 
analysis and cannot be detected with a simple counter, and in 
this way coal wastes are given a pass by public opinion. Coal 
fired power plants produce without public alarm tens of mil-
lions of tonnes of toxic solid waste per year, not counting car-
bon dioxide gas. The much smaller amounts of radioactive 
waste from nuclear power plants is widely seen as a grave envi-
ronmental problem, when in fact real solutions do exist to con-
trol this waste and minimize its environmental impact.

Although difficult, it would be at least straightforward to sup-
ply from nuclear fission a great deal of the energy that will be 
lost in the future as coal resources decline. Unfortunately, 

there are at least three problems with fission power as a me-
dium term replacement for coal–”medium term” meaning in 
the coming few decades. We will come later to the long term.

The first problem with fission power plants is simply that the 
United States has almost entirely stopped building them. 
These plants are technologically much more complex to build 
and run than coal fired power plants and is very unclear how 
long it would take to rebuild the large scale manufacturing ca-
pability that has been lost. The history of nuclear power indi-
cates that the time scale may be on the order of the time it 
took to create the capability in the first place–perhaps a dec-
ade or longer. Even if this re-industrialization could be sped 
up it is hard to see how one could start making significant 
numbers of plants in less than a decade. And, as an example, 
300 GW of distributed electric power would require 300 one 
GW plants. To build this number in a decade would require 
30 new plants per year. This is a lot.

The second problem with fission power is the availability of 
uranium. We have already met the studies of the Energy 
Watch Group. They have also done a study on uranium avail-
ability. Current world resources of uranium are being rapidly 
depleted by existing nuclear power plants. Taken at face value, 
this seems to tell us that a very large expansion of nuclear 
power is problematic at present prices and technology, at least 
in the long run.
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Figure 84:  Energy Watch Group projection of uranium sup-
plies, from 2006

There may be ways around declining uranium resources. The 
energy to be got from uranium is a million or more times the 
energy from the same mass of fossil carbon. If present coal 
costs on the order of $10-$30 per tonne, uranium might be us-
able even at prices of several million dollars per tonne, or thou-
sands of dollars per kilogram of enriched fuel. So it may be 
that poorer sources of uranium can be mined than at present. 
Just as with mining poor coal reserves, this will create environ-
mental problems.

The remaining energy in nuclear waste can even be used via 
reprocessing of spent fuel, which the U.S. does not do right 
now. 

The huge energy content of uranium also might make it practi-
cal to extract uranium from seawater, something that would 
make no sense if the energy were chemical in nature. Some 
checking shows that this has even been done on a small scale, 
but not on the scale we would need. 

The downsides of decreasing uranium resources are that poor 
quality uranium ores will need a lot of energy to mine and pro-
duce a lot of waste. And this industrial scale extraction of ura-
nium from seawater has not yet been done. 

The third problem, one that occupies the public, is nuclear re-
actor safety and the possibility of accidents. Often Chernobyl 
is presented as the prototype accident, but it is not. Chernobyl 
had no thick steel “reactor vessel” and no thick walled “con-
finement” outside that. There was just a not very strong visi-
ble building. This allowed almost all of the very radioactive 
“core” to disperse in the air, due to burning graphite modera-
tor.

For an accident in a modern reactor to lead to severe radiation 
exposure of the public and numerous deaths, a number of 
things have to happen in sequence. First, the reactor core has 
to melt. Compared to the surrounding structure, the core is 
relatively light, although it does weigh many tens of tons. 
(This core  is inside the "reactor vessel" or "pressure vessel" 
which is six inches or so of steel.) Once melted, molten core 
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material has to puddle in the bottom of the reactor vessel. 
Then, instead of congealing, the molten core material has to 
melt or crack its way through the six inches of steel. Once the 
core material has eaten through or breached the reactor ves-
sel, it has in some way to breach the "containment", an outer 
structure with several feet of steel reinforced concrete. But 
this is still not enough for a true disaster. The surviving core 
material has to be hot enough at this point, outside the reactor 
vessel and the containment, to blow a lot of the core radioactiv-
ity into the atmosphere. The reactor accident is now not con-
tained. 

This is the disaster scenario, and at this point people in the 
public will die, perhaps quickly, or slowly due to delayed can-
cer deaths. This is possible but unlikely even if there is a core 
meltdown. Up to the point of reactor vessel and containment 
failure, reactor heat will likely boil off the reactor cooling wa-
ter. The steam produced has to be vented somehow to keep 
the reactor vessel pressure down and to keep the containment 
pressure down. This steam will contain radioactivity, more if 
the core is damaged than if it is not damaged. The visible 
outer building, outside the reactor vessel and containment, is 
usually ineffective if this point is reached.

In the Three Mile Island accident in 1979, the core melted be-
cause the water cooling stopped. Most of the core congealed in 
the reactor because cooling was restored quickly enough. A 
fraction of the melted core puddled in the bottom of the thick 
steel reactor vessel. It quickly congealed there, with little ero-
sion of the reactor vessel. No core material escaped this thick 

inner vessel, although radioactive gasses did leak out. The con-
tainment, that thick structure outside the reactor vessel, was 
not even needed to keep in core material. Nobody died and 
there was no large scale radioactive contamination. The criti-
cal phase was over in about a day, although cooling the reac-
tor vessel and its damaged core continued for weeks. The acci-
dent was contained, mainly because electric power to keep 
cooling the reactor was available. 

The fuel rods in the core of a reactor remain radioactive and 
emit heat even after they are removed from the reactor vessel. 
They have to be cooled in a large pool of water. If they loose 
cooling, their reduced heat is unlikely to lead to something 
like a core meltdown. But without a cooling water supply, they 
can boil off the water in the pool. They will then get very hot. 
At a minimum, the hot fuel rods will emit radioactivity.

Much of this is a concern because of the nuclear accident fol-
lowing the huge earthquake and Tsunami in Fukushima Ja-
pan in March, 2011. It will be some time before we have a de-
tailed technical account of this accident. The cores of several 
reactors appear to have melted, and some of the core material 
probably burned through the reactor pressure vessels. There 
is still dispute about how much radioactivity was released, con-
taminating land even far from the reactors. We do know that 
these reactor failures were vastly more severe than the Three 
Mile Island accident, where little damaging radiation was re-
leased. It is clear that this very severe “Fukushima” accident 
will affect all subsequent arguments about nuclear power, al-
though few places in the world are exposed to the same earth-
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quake and Tsunami risk. Even so, a competent investigation is 
clearly important for the future of nuclear power. It is worth 
keeping in mind that the Fukushima reactions were of an old 
design with known problems. Exactly how this may have con-
tributed to the accident will only come out in time.

Realistic public safety, not 
just for nuclear power, de-
pends on a set of tiers of 
observers able to affect 
events. This is not unlike 
our tiers of information. 
The lowest or third tier of 
safety lies with the opera-
tors; their economic inter-
est warps how they enforce 
safety. The next, second, 
tier is governmental over-
sight, which is also compro-
mised to some extent. The 
central problem is likely 
“who watches the watch-
ers? ” Only free outside 
groups can fulfill this role 
and at present they have 
little influence. The broad 
public perception that nu-
clear power, in particular, 
is poorly watched over is correct. If this lax attitude persists, it 

will make the expansion of nuclear power difficult or impossi-
ble. A paradox of our current situation is that the very com-
mercial operators who should be most directly concerned 
about public safety are in fact the least concerned.

Another type of reactor, known as a “breeder” reactor, is capa-
ble of “recharging” spent fuel. A breeder reactor makes more 
fissile material than it consumes. The large scale develop-
ment, production and installation of fission plants that either 
breed uranium from other elements or use them directly for 
power is quite far off. Nevertheless, this may be a long term 
energy source. 

The United States has not maintained its development of nu-
clear technology and advanced reactors are very much in the 
future, perhaps the distant future. Such future projects will be 
discussed later on.

In the near term there are modern versions of present nuclear 
power plants, called “generation III” or “generation III+” 
plants. They are intended to be much simpler and safer than 
previous plants, which had safety problems, exposed in the 
Three Mile Island accident and now at the Fukushima acci-
dent in Japan. Both accidents involved a loss of cooling water 
in the reactor vessel. 

In the U.S. these previous plants were referred to as “pressur-
ized water reactors” and “boiling water reactors”; there are 
good descriptions of them on Wikipedia. The newer designs, 
also pressurized or boiling water plants, are often referred to 
as “passively safe”, meaning that the core or containment can 
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It is surprising that a “last ditch” 
method for preventing large scale 
radioactivity release in an accident 
whose severity goes beyond any 
plan has been known since Three 
Mile Island, but not implemented in 
either the U.S. or Japan. This is a 
passive filtered vent system. It was 
proposed by Jan Beyea and Frank 
von Hippel in the 1980’s; you can 
find details on the Web. These 
systems are used in Europe. The 
key is that they do not depend on 
the plant power–a special disk 
blows out, releasing radioactivity 
into the filter completely 
independent of any electric power. 
Existing filters can prevent almost 
all external contamination. All 
reactors should have these 
systems; this is not a proper 
question of plant efficiency or cost: 
it is a simple matter of public safety.



be cooled for a time even if plant power and water pumps do 
not function. A number of these newer plants are being built. 
Two of the newer designs associated with U.S. companies are 
the pressurized water “AP1000” by Westinghouse and the boil-
ing water “ESBWR” by General Electric. There are a number 
of other designs. Whether this development indicates a revival 
of nuclear power is not yet clear. The nuclear power plant acci-
dent in Japan will surely cause all these newer designs to be 
re-examined even if nuclear power remains politically viable. 
And the problem of effective oversight remains.

An important and still not appreciated requirement ought to 
be that all nuclear power plants should incorporate “last 
ditch” public protection from radioactivity in the form of pas-
sive filtered vent systems. Even the newest passively safe de-
signs in the U.S. do not do that. They should.

The argument for nuclear power at present is that, unlike fos-
sil carbon power plants, they emit no carbon dioxide and pose 
no climate threat. An argument against them, apart from the 
accident risk, is that the waste fuel has to be disposed of. At 
present, used fuel in the form of rods is simply stored at nu-
clear power plants, initially in pools of water for cooling. Even-
tually these fuel rods become cool enough to store in large 
steel casks. In the long run waste fuel has to either be stored 
underground as is or processed to a state of lower radioactiv-
ity so that it can be stored more safely. This also makes recy-
cled fuel available. These issues, and others, are covered in the 
valuable book “Megawatts and Megatons” by Richard Garwin 
and George Charpak. A very useful summary of information 

that is more recent can be found in the MIT study, “The Fu-
ture of Nuclear Power” at web.mit.edu/nuclearpower/. Their 
conclusion is that producing about 300 GW capacity of elec-
tric power by 2050 is realistic. But it is clear that we are no-
where near building the number of the presumably safer gen-
eration III plants that would be required – even extending con-
struction over 30 years would mean building 10 plants per 
year and this is a large amount. The present number is close 
to zero. 

But remember that our premise is that little or nothing will be 
done to replace fossil carbon until the need is critical and 
plain to everyone.

We probably will have to pursue the nuclear power option be-
cause in the medium term there are not many proved technolo-
gies that can replace fossil carbon sources. It can almost cer-
tainly be made much safer, but not with the current lax over-
sight and willingness to compromise public safety. Whether or 
not the nuclear power option is politically palatable is outside 
our view.

Project

Look up current estimates of the amount of radioactivity re-
leased in the Fukushima accident and attempt to estimate 
what the release would have been with the passively safe fil-
tered vents available in Europe. The necessary reduction fac-
tor for such passive vents is available on the Web.
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CHAPTER 15

Storing and 
Transmitting 
Energy

We have seen that one key to replace-
ment energy is storing it, since most 
sources are intermittent, and transmit-
ting the energy to where it is needed.

Not all ways of transmitting power are efficient. Source: 
theoildrum.com



Oil, diesel, gasoline and even natural gas are all easy storage 
and transmission of energy methods. This ease of use simplifies 
even the production of electricity. A steady base of use can be 
created by burning coal or from nuclear power. Coal and elec-
tric power plants are most efficient if used for steady power. 
Daily changes in electric power needs can then, for example, be 
managed by intermittent use of natural gas. Such natural gas 
power plants can be turned on and off more simply than coal or 
nuclear electric power plants. There is some limited need to 
store energy, but not much. 

As we run short of fossil fuels, one of the difficulties that will 
have to be addressed is that none of our replacement forms of 
energy are as convenient as our current fossil carbon fuels. For 
these replacement forms of energy there are both issues with en-
ergy storage and with energy transmission. 

Farms of photovoltaic panels, solar thermal engines and wind 
turbines are sources of replacement energy that carry inconven-
ient complications. The sun is gone at night and wind varies, al-
though it does not stop at night, meaning that power produc-
tion may not be able to respond well to our use of electric 
power, creating the need to store energy until it is needed. 
Wind power varies a great deal over the U.S. So, connecting tur-
bines spread out over a large area, a fraction of the nation, 
would be needed to average electricity over local variations.

Figure 85:  Variations in wind and solar power in Germany, il-
lustrating the need for power storage.

This would make production more constant and avoid the need 
to store energy, but it would require the transmission of energy 
over large distances. If we expect to use solar electricity from 
parts of the U.S. with a lot of sun, we are faced with the same 
need. 

The U.S. has never created a true long range power network. 
Our present electric network is made mostly from short sec-
tions totaling some few hundred thousand miles of lines. Al-
most all carry 60 Hertz alternating current, as this allows easy 
changing of voltage with transformers. (See the tools chapters.) 
There are actually three independent “grids” in the U.S. Within 
one “grid” all the generators have to be synchronized to the ex-
act same frequency and timing of the alternating current, to pre-
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vent failure. The use of alternating current is very useful 
within states or somewhat larger regions. But it is hard to 
imagine using alternating current to transmit large amounts 
of power from one end of the 
country to the other, due to the 
synchronization problem. It is 
probably simpler to tie the na-
tion together with large direct 
current lines. These were once 
difficult to build but are now 
simpler, as they incorporate 
modern technology. Power 
lines even beyond 500,000 volts 
are possible. More important to us than voltage is the quantity 
of power they can carry. Remember that the average useful 
power in the U.S.–everything, not just electrical power–is 
over 1000 Gigawatts. (The present electric power use is about 
400 Gigawatts; most of this is consumed close to where it is 
generated.) If some large part of this is to be in the form of 
electric power then power lines will have to distribute at least 
many hundreds of Gigawatts across the country. With very 
large scale power lines going long distances, it is likely that in-
dividual power lines will have to carry perhaps ten Gigawatts 
or more.

Direct current power lines running a thousand kilometers or 
more and carrying ten Gigawatts of power are a real chal-
lenge, although some already exist. We have met Ohm’s law 

before, which tells us how much current is needed to carry ten 
Gigawatts of power. Remember, 

 The power carried by a pair of electric transmission lines is 
the current in a line times the voltage between the lines, P=IV. 

One line is needed for current one way and a second line for 
the same current running the other way. The lines must work 
this way because no electric charge can collect at the ends. 
The charge flowing one way must be exactly balanced by an 
equal charge flowing back. (Coulomb’s law prohibits an accu-
mulation of charge on the sort of scale here.) The charge flow-
ing back is just at a lower voltage or “electric potential” than 
the charge flowing out. The charge flow is the current. So the 
currents have to match. 

We can estimate the current needed to carry ten gigawatts of 
power, P=IV; here is the calculation for the current 

The current is 

 I = P/V = 1 × 1010W/5 × 105V = 2 × 104Amperes

Ampere being the unit of current, Coulombs per second. But 
we learned that wires have resistance to the flow of current 
and this resistance creates heat.
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Figure 87:  The existing Pacific DC Intertie carries about 3 gi-
gawatts 1300 kilometers (from Wikipedia). The photo is by 
David Omick. The conductors are about 3.7 centimeters in di-
ameter.

 Heat is lost energy. So we want it to be as small as possible, 
say less than one gigawatt. Although one gigawatt is a huge 
loss, that is ten percent of the total. This time we need to re-
member that the heat power in the line is the square of the 
electrical resistance of the line times the electric current in the 
line, or  . This tells us the electric resistance we need for the 
line. The calculation is

R = P/I2 = 1 × 109W/(2 × 104)2 = 2.5 Ohms 

Remember, “Ohms” is the unit of resistance. This number, 2.5 
Ohms does not seem unusual–we met resistances of tens of 
Ohms earlier in our investigation of electric power. But this is 
the resistance of wires thousands of kilometers long. The resis-
tance of a wire is cumulative, getting larger as the line gets 
longer. For a power line one thousand kilometers long, the cur-
rent has to go twice this distance. So the resistance of the 
wires has to be about an Ohm per 1000 kilometers. From this 
we can guess that there is a possible engineering problem to 
create such low resistance power lines. It is a bit more compli-
cated to figure out just how big the conductors for our pro-
jected power line have to be. A single line out and back over 
one thousand kilometers distance would have to have conduc-
tors about 15 centimeters (about six inches) in diameter. 
These lines would likely be made largely of aluminum alloys 
with strengthening. But engineers are clever and it seems 
likely that such lines can be built. They may be expensive. 
Most power lines now seem to cost a few million dollars per 
kilometer. Let us make another crude estimate. If these new 
large power lines would be built along the present 50,000 kilo-
meter interstate highway system and cost, to pick a largish 
number, since we will need multiple lines, ten million dollars 
per kilometer then the whole thing would cost about 500 bil-
lion dollars, leaving out the cost of stations at the ends. If it is 
necessary to have redundant power paths the cost would be 
higher. This would be spent over ten or twenty years so the 
amount does look like a feasible expense. 
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The large power loss to heat in the transmission lines is an ob-
vious big problem. This is why there has been much discus-
sion about power lines made of high temperature supercon-
ductors that have no resistance. This is probably far in the fu-
ture, although short lengths of superconducting power trans-
mission lines have been built and operated. The problems are 
probably in part the basic physics and also the large scale engi-
neering and operation. We already know how to build and op-
erate conventional power lines, which is why that is discussed 
here.

It does not seem impossible to build a large power network to 
move electrical power around the country. (A similar idea in 
Europe is referred to as the “supergrid”,  a good term for this.) 
We have the basic technology to do it now. Whether this 
would be enough to balance out the variations in wind power 
around the nation is something we need to know. Real analy-
sis is needed.

If the nation is going to need a supergrid anyway, it will proba-
bly be a good idea to create a large number of sub grids 
(rather than the three we have now) using our existing technol-
ogy at 60 Hertz frequency. These could be connected together  
by direct current as part of the supergrid.

Let us be rash and suppose just for the moment that the varia-
tions in wind electricity can indeed be averaged out across the 
whole country by means of a supergrid. This is no help for elec-
tricity from solar power. It is still off at night, unless we can 

store some heat energy where the solar energy is itself pro-
duced. 

How much energy needs to be stored and how can we do it?

 Right now electric power is stored for brief periods of a day or 
so. Mostly it is stored in a sort of reversible water dam. Re-
member, a motor and a generator are nearly the same device 
for alternating current power. A motor can be used to take 
power off the network and use that power to pump water up-
hill to a storage basin, converting electrical energy into the po-
tential energy of the water in a high basin. When needed, the 
motor can become a generator and the water allowed to flow 
back downhill through the generator to generate electricity. 
Such stations with peak power output (or input) of about a gi-
gawatt are common. The total peak power capacity of this stor-
age now in the U.S. is about 20 gigawatts; you can look it up. 
It is not easy to estimate just what will be needed in the fu-
ture, but it is probably at least ten times this. It should be pos-
sible to build such “hydro storage” out to 200 gigawatts peak 
over ten or twenty years. If this is not enough, we could build 
more. 

Storing electric power as the potential energy of a large pool of 
water is a very flexible technology. One only needs a differ-
ence of elevations, maybe as little as a few hundred meters, 
and two large pools of water. The source of water for this just 
needs to compensate for water losses. Such a plant can be 
built almost anywhere in the U.S.  Current “hydro storage” 
plants of this type are often on high ground above a lake or 
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large river, but this is not really necessary. If we choose to 
build hundreds of such plants, they will probably have to be 
distributed around the country. One interesting possibility is 
to string wind turbines from north to south through the mid-
dle of the U.S. with an array of perhaps a hundred hydro stor-
age plants on higher ground on the eastern side of the rocky 
mountains to deal with any variations in the  generation and 
use of the wind power.

A way of storing solar thermal energy might be to convert the 
solar power to stored heat during the day, as we discussed ear-
lier. Then it could be released as the heat is used to generate 
electrical power during the night. This is unlikely to be very ef-
ficient, but it might work. The solar “power tower” idea men-
tioned earlier might be a way to do this. We won’t go into this 
possibility much more, but it is not difficult to make crude esti-
mates. Here is one estimate. Remember that the heat capacity 
of one liquid –water–is 4200 Joules per kilogram per degree 
K or about 4 megajoules per tonne per degree K that the water 
is heated. Suppose that we can heat something with the heat 
capacity of water (it will not be water but perhaps some other 
liquid) by 200 degrees K.

Figure 88:  The Luddington, Michigan Hydro Storage Plant, 
1.8 GW peak power. Mostly avoided here, a unit such as 
“gigawatt-hours” or GW-hr ( 3.6 × 1012J ) for energy is useful. 
A plant that can store 10 GW-hr and release it over 5 hours 
would then have an average delivered power of 2 GW. Recall 
also that 1012J is one terajoule, 1 TJ.

This could absorb 800 megajoules per tonne of material – let 
us use one gigajoule per tonne in the spirit of a crude estimate 
using numbers we know. Storing the 10 megawatts of power 
from such a power tower generated in an 8 hour day would re-
quire some 300 tonnes of material, less if the heat capacity is 
greater than that of water. Of course, the heat has to be got in 
and back out – an engineering complication. But the number 
300 tonnes of heat storage material is not absurd. But storing 
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a day’s worth of solar power amounting to a hundred giga-
watts or more might be a demanding task.

What other possibilities are there for storing electric pow-
er–say for one day, to average out the solar energy output?  
One answer comes from check-
ing what has already been 
done. There are energy storage 
stations in action now that 
store energy by pressurizing un-
derground caverns. The pressur-
ized air is later used to aid in 
powering gas turbine electric 
generators. The pressurized air 
increases the efficiency of the 
process, which justifies the trou-
ble of pressurizing it in the first place.  Unfortunately, this 
seems unlikely to be a very efficient process once fossil carbon 
is scarce. Air is heated when it is pressurized and the heat will 
be lost. So there will be only a 
fraction of the original energy 
available. With other efficiency 
losses, it is possible that the 
process will be impractical. 
Pressurized caverns for energy 
recovery should be looked at 
carefully but some skepticism 
might be useful. One option is to store heat as the caverns are 

pressurized, using it to recover some of the energy as the air is 
let out of the caverns. 

Figure 89:  German ADELE pressurized air storage project

There is yet another possible way of storing energy. Long ago 
towngas or coalgas was used in homes; towngas is the same as 
the gas emitted in pyrolysis of coal or wood or biomass. We 
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An appropriate unit for short 
term energy storage for a 
single 10 MW “power unit” 
might the some tens of “MW-
hr”. We will not go into this, 
but this is in the range of 
energy storage that can also 
be managed by large 
batteries.

A useful source is a Scientific 
American article on a large 
scale solar plan for the U.S. 
using pressurized cavern 
energy storage.



met it already. It is a mixture of carbon monoxide (which 
burns to carbon dioxide) and hydrogen. It was common to 
store it at near atmospheric pressure in large cylinders that 
were called ’gasometers’. So storing hydrogen gas at near at-
mospheric pressure is not new, and probably not much more 
dangerous than the old gasometers. It could be done now with 
little engineering development.Devices that electrolyze water 
to hydrogen and oxygen are common and very reliable produc-
ers of hydrogen gas. They do it at about 70 percent energy effi-
ciency (you can check this). So storing energy in the form of 
atmospheric pressure hydrogen is not adventurous engineer-
ing. Modern gas turbines are very near being able to run on hy-
drogen as fuel (perhaps including some of the oxygen gener-
ated with the hydrogen in an electrolyzer). They are about 60 
percent efficient on natural gas. So it is possible to imagine an 
energy storage system consisting of modern ’gasometers’ with 
the energy being recovered through gas turbines. The overall 
efficiency might be of order 30-40%. It is interesting to esti-
mate the storage capacity of a single gasometer perhaps 200 
meters in diameter and 100 or so meters high. From our ear-
lier numbers, such a gasometer would store about 30 tera-
joules (TJ) or close to 8 GW-hr (you can work it out). This 
might work as an energy storage mechanism; the stored hydro-
gen could even be used for other purposes such as home heat 
or for industrial use. A huge advantage of such a scheme is 
that the storage could be anywhere in the country. Of course, 
this energy storage option has very little to do with the so-
called “Hydrogen Economy”.

The objection now to most energy storage, apart from hydro 
storage, is cost. All of these options will likely be expensive un-
til they are common. But given the pressures that will come 
with a rapid decline in the production of world oil and U.S. 
natural gas there may be little alternative.

A seemingly exotic solution to the storage of electrical energy 
from wind or direct solar energy is to not bother. Given 
enough excess capacity and a wide geographic distribution of 
wind or solar power it should be possible to satisfy individual 
and industrial needs with power left over. The problem is then 
what to do with the excess. It can be simply used for other pur-
poses–to desalinate water for arid parts of the country, to pro-
vide power for the generation of liquid fuels and for hydrogen 
production. Plants of this sort could be designed to use any ex-
cess power and reduce their use when electric power is needed 
elsewhere in the grid. Once fossil carbon is rare and expen-
sive, electric power will almost certainly have to be used at 
least in part to produce liquid fuels. This and desalination can 
simply absorb any deliberately created overcapacity. Overca-
pacity plants for fuels can be put anywhere on a large enough 
power grid. So perhaps we need not store vast amounts of elec-
trical power at all. We just need to produce a lot more than we 
need at any moment.

Transmitting electric power over large distances does not 
seem so hard, it is just a large scale engineering effort. Storing 
an amount that corresponds to a peak power production of 
perhaps 200 gigawatts seems similarly possible using technol-
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ogy practiced now. The whole project of transmission and stor-
age looks like a big undertaking but not an impossible one.

These chapters have all assumed that very large scale replace-
ment energy projects are possible.

Problems

1. Suppose that you want to transmit 1 GW of electric 
power through a transmission line having a voltage of 1 MV 
(one megavolt). What is the electric current?  Now suppose 
that the line has an overall resistance of 1 Ohm. What fraction 
of the transmitted power is lost to heat in the line?  

2. A hydro pumped storage plant has a pool of water meas-
uring 5 km by 5 km that is 20 m deep at a height 200 m above 
a lake into which the water is to be discharged. What is the po-
tential energy of the water when the pool is full?  If this is dis-
charged through a turbine and generator to make electricity 
over a period of 10 hours, what is the power, assuming 100 % 
efficiency?  

3. A very crude estimate of the energy in pressurized air is 
that is is pV, the product of the pressure in Newtons per 
square meter times the volume in cubic meters. (This is not ac-
curate, but close enough for an estimate.) Suppose that an 
empty salt cavern deep below ground is 500 meters in height 
and 200 meters in diameter and the air pressure inside is 30 
times atmospheric pressure. What is the energy contained in 
the pressurized air and what is the power generated by its re-
lease through a turbine and generator over 10 hours?  Again, 

for an estimate, assume 100 % efficiency. (You have to look up 
some numbers.) 

4. Imagine a really big ’gasometer’ full of hydrogen gas at 
atmospheric pressure, 300 m in diameter and 100 m high. 
What is its energy content if burned in air?  (You have to look 
up the energy content of atmospheric pressure hydrogen.) Sup-
pose that this, too, is converted to electric power by burning in 
turbines and generators at 60% efficiency over 10 hours. What 
is the power generated?  

5. Optimistically, suppose that an average of 100 GW ’ex-
cess electric power’ is used to generate a liquid fuel for trans-
portation (Ammonia, for example) at 50% efficiency. How 
many EJ of fuel energy can be produced in a year?  (If relevant 
at all, this might occur late in the century.) 

Project

Redo the above estimates, looking up realistic values for the 
efficiency. Some numbers are in the text, but you should check 
them.
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CHAPTER 16

Large Scale Projects 
are Possible

An obvious question is whether the large 
scale replacement energy projects de-
scribed in the last few chapters are really 
possible. 

The Great Wall of China. Unfortunately, it took a long time to build.



There are certainly new discoveries that will help to fill our en-
ergy shortfall, but that dream is not something to lay plans on. 
We have a set of tools now and whatever we do needs to gener-
ate replacement energy soon. It may seem overambitious to 
believe that we can replace the amount of energy we currently 
get from fossil fuels, but ambitious projects are not foreign to 
this country.

It might be useful to appropriate here an old term for large am-
bitious  projects, “megaengineering”.

In previous chapters we have explored how much replacement 
energy any given technology could produce. Let’s start to 
think further about the feasibility of actually building the nec-
essary devices. Some of this we have already done. If we need 
to reach our benchmark 400 GW electric power with wind tur-
bines, it would require about 400 turbines per GW or about 
160,000 turbines. This sounds like a shockingly big number, 
but present production of wind turbines by one manufacturer 
in the U.S. is about 1000 per year. Ten times as many manu-
facturing plants could produce the 160,000 turbines in 16 
years, which sounds very possible. What about photovoltaic 
panels?  We can look up production figures. We would need 
about 100 times the manufacturing capacity of 2010. This is a 
lot, particularly since there are uncertain environmental is-
sues with large scale manufacture of the components of the 
panels. (Silicon refining and computer chip manufacture is 
known to produce a great deal of waste water.) This would 
probably work, but for photovoltaic panels the manufacturing 
capability is less easy to see in a short time. So: large scale 

wind turbine manufacture yes, large scale photovoltaic panel 
production – maybe. 

We can recapitulate some features of what we have done so 
far. What is usually called “renewable energy” seems to come 
in small units, our “power units” of about 10 MW average 
power each–roughly a few wind turbines, one solar power 
tower, one producing geothermal steam well, all of this tied 
into an electric grid–then significant power requires a lot of 
individual units and their interconnection. We just saw this 
again in the previous paragraph. So that is one large problem: 
vast numbers of these “power units” of energy production.

There are other, but very different, large scale problems. The 
largest nuclear power plants can produce an average of about 
1 gigawatt average power, or the same as 100 of our renewable 
units. These plants are big and expensive. If we retire old coal 
electric plants to use coal to make transportation fuel for the 
next few decades, such coal-to-methanol plants will also be 
very large and expensive.

These examples show the scale of the problem we face in re-
configuring U.S. energy.

The engineering, or megaengineering, of large scale single 
plants or broadly distributed small ones is not simple but, on 
the other hand, large projects built under time pressure are 
not new. They were commonplace during World War II. Muni-
tion plants of various kinds were enormous and built very 
quickly. Aircraft plants were famous for high production–in 
the four years after Pearl Harbor about a half million aircraft 

209



were made in the U.S. The key was, of course, that it was well 
understood how to make one airplane. Like automobiles, lots 
could be made by just replicating large scale plant assembly 
lines. 

One thing that was done in World War II was to standardize 
the design of particular aircraft, tanks and other war material. 
This was done by decree and it might be a good idea to repeat 
this to some degree. It would be vastly more difficult to manu-
facture hundreds of thousands of wind turbines if there were 
hundreds of different designs. That would be uselessly ineffi-
cient. There will need to be some balance between innovation 
in design and the need for production. This is seldom opti-
mal–the German army was scornful of American tanks, but 
Germany did loose the war on the Western front in part due to 
Allied material advantages. The balance of innovation and 
large scale production was achieved in World War II, so it is 
not fantasy. 

That war also led to plants that were not just assembly lines. 
The famous Oak Ridge gaseous diffusion plant that produced 
the enriched Uranium-235 for one of the first atomic bombs 
was gigantic and it was build in about 18 months. It was modu-
lar, in that cascades of identical diffusion systems were used, 
and it showed how effectively a process could be scaled up to 
accomplish a seemingly impossible goal.

Some future energy options do not involve huge industrial pro-
duction of a single technology. When we made some estimates 

of solar “power towers”, an advantage they had was that there 
were not millions of units needed but only tens of thousands. 

If making wind turbines is comparable to aircraft or Uranium 
manufacture during WW II, solar power towers could be con-
sidered comparable to the Navy ship building program during 
the war. Both levels of manufacturing are entirely feasible. 
But here too, standardized design and manufacture should 
work, as it did for large and small naval vessels in the war. The 
most famous example are the thousands of “Liberty Ships” 
that carried cargo on the Atlantic. 

Figure 90:  The Oak Ridge gaseous diffusion plant in 1945

So it is quite incorrect to think that large scale projects cannot 
be done on short time scales, although sacrifices would be 
needed to enable their manufacture. It may be that the key to 
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large scale distributed power is to build very many well under-
stood modular units, not unlike aircraft, or lesser numbers 
such as naval ships. 

There are other comparisons that may be useful. A search will 
disclose staggering photos of the devastation of Berlin in 1945. 
The western part of the city had been largely rebuilt twenty 
years later, at great social cost to the citizenry. But it was 
done–also for other devastated cities. The GDP of the People’s 
Republic of China was low and slowly increasing before about 
1980 or 1985. Since then, in thirty years, it has exploded. 

So there seem to be two time scales: some large projects can 
be implemented in a few years. Large scale social transforma-
tions seem to take longer, perhaps two decades. This latter 
time scale is probably the one we have to look at if we propose 
to reindustrialize the U.S. along new lines.

All the options for future energy and large projects are subject 
to at least two dangerous laws, reflecting the perversity of na-
ture in humorous form: 

 Gold’s Law (from Joseph Heller): “Nothing Succeeds as 
Planned” 

 Murphy’s Law (from Col. John Stapp): “If Something can 
go Wrong, it Will” 

Large scale projects that do something new or that even nota-
bly modify something old are subject to Gold’s Law. Individ-
ual pieces may temporarily fall victim to Murphy but it is im-

portant to remember the end may not be entirely what was in-
tended. Acquisitions of new combat aircraft by the U.S. gov-
ernment are the most famous example of this at the present 
time. Private industry pretends that its own production proc-
esses are not subject to these laws, but they are. To avoid disil-
lusionment, it is important to understand that the associated 
problems are universal and must simply be overcome.

What we do not do now is employ a kind of national “crash” 
agency that studies failed projects and produces public data 
on what happened and how failure might be avoided in the fu-
ture. We do something like this with aircraft, where the Na-
tional Transportation Safety Board studies airplane crashes 
with the aim of avoiding them in the future. This idea needs to 
be employed more broadly, particularly when we employ en-
ergy technologies on a very large scale. Megaengineering will 
be unforgiving if we do not approach it right.

Often we think of information as proprietary. But it was not in 
WW II and information on new energy technologies needs to 
be rigorously made public, so the entire national economy can 
benefit.

It is worth emphasizing yet again how dependent we will be 
on modern development of old technology. The challenges we 
face can only be solved by large scale engineering of a kind we 
have not encountered in a long time. The challenges to us to 
move beyond fossil carbon are very unlikely to involve biol-
ogy, bioengineering or other miracles we may wish for, in any-
thing like the near future.
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The large scale readjustment of the country that will be 
needed to cope with the end of fossil carbon will involve many 
large projects, some that can be made to work incrementally 
and others that will fail or seem to fail before they finally suc-
ceed in a changed form. We have to be prepared for this. Our 
readjustment will not call for the irresolute, inept or grasping. 

One view of the fossil carbon crisis is that it is a national secu-
rity issue for the United States. In the past we have accepted 
and dealt with the reality of Gold’s Law and Murphy’s Law 
when national security was a military issue. We will need to 
do so again, when the national security interest is not military 
in nature.

212



CHAPTER 17

Replacement Energy 
Scenario for 2040

We do not know what our energy future 
will be like, but we can form ideas. These 
ideas will change with events, but can 
still be useful

An existing small wind farm in Texas. From Wikipedia. 
This chapter envisages a larger wind farm some 1500 kilo-
meters in length, a megaproject.



There are as many scenarios for the future as there are people 
who think about them. But the previous chapters have out-
lined a specific problem and the real technologies we have 
available to deal with it. Sometime in the near future, proba-
bly by 2015 or 2020, it will be clear that world petroleum ex-
ports are in permanent decline–dropping by 3% per year, 5% 
per year or perhaps even more. Transportation fuels in the 
U.S. will become scarcer and more expensive. This is a threat 
to our national security, coming soon. Beyond this, natural 
gas production in the country will begin a permanent decline, 
probably at high prices. Then coal will do the same, probably 
much later. (It seems that the decline in coal production will 
happen after mid-century.) By 2100 it is very likely that we 
will have to be almost – but not entirely – independent of fos-
sil carbon for most of our energy demands. 

Remember that production of fossil carbon never goes en-
tirely away. There is still anthracite coal in Pennsylvania. 
There is still oil production in the U.S. ; production just tapers 
off gradually until there is not enough to do us much good. 
Even ten exajoules per year available fossil carbon energy in 
the U.S. when we need almost ten times that is going to hurt 
us, even if there is fossil carbon left. For U.S. oil, petroleum de-
cline started over thirty years ago. For world oil it will hap-
pen, and for other fossil carbon resources as well. We should 
also remember that the decline happened long ago for U.K. 
coal production. This is no fantasy.

Suppose that world market petroleum–crude oil–the kind 
that we can use in U.S. refineries, jumps in price and starts de-

clining, beginning soon. It 
may be a couple of years after 
this before everyone accepts 
that the decline is real. This 
will then be “year zero” for the 
United States. 

Then we will have to start to act. The first obvious action is to 
drastically reduce the use of automobiles for single person 
travel. Carpooling and other measures will accomplish some 
of this. But we have to think beyond short term accommoda-
tions.

As an exercise, let us think of a plan or scenario of what to do 
after this “year zero”. Setting a target date is a good idea, so let 
us pick 2040 as our horizon for the scenario. 

Fossil Carbon Accounting for 2040

To begin, let us repeat a figure 
from earlier. It is the yearly en-
ergy flow in the U.S. in 2002. 

It is hard to use this figure as it 
stands. It is too complex for our 
purpose here. Let us reduce the 
fossil carbon inputs into a table, 
omitting some small contribu-
tions. This is speculative so 
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there is no point in keeping many digits of accuracy.

Figure 92:  The U.S. Energy Flow from LLNL; this is the pretti-
est of the LLNL flows.

Where will we stand in 2040?  We are familiar now with expo-
nential decline. 

 With the decline starting in 2015, twenty five years of 5% 
decreases will leave petroleum at  or 28% of the starting value. 
A 3% decrease would leave us at 47% of the starting value. If 
the start of the decline is 2020 the end fractions would be big-
ger, 36% and 54%. Let us use a rough value, 36% as our pri-
mary petroleum energy estimate, or about 15 EJ in 2040.          

Natural gas decline starting in 
2020 and a 3% annual decline 
over 20 years, , would lead to a 
2040 value of 0.54×24=13EJ. 
About 9 EJ primary energy in 
natural gas is needed for resi-
dential and commercial uses 
(home heating included). So 
there is not much freedom in 
natural gas for either electric-
ity generation or transporta-
tion. We should protect our 
natural gas resources. We will 
suppose that in 2040 natural 
gas is not used for electric 
power or transportation.Present enthusiasm for natural gas in 
electric power generation and possibly transportation may be 
short lived once reality sets in. 

 If we optimistically assume that the contribution of nuclear 
power will rise by a factor 1.5 (meaning about 50% more nu-
clear plants than at present), we can assign this source 12 EJ, 
leading to a new set of primary and useful energy inputs. We 
will see that the new nuclear energy is needed to make up 
roughly for a decrease in coal for electric power. 

 Let us leave total coal energy near where it is now, at 25 EJ 
primary energy. This will help preserve coal resources for the 
future. (Compare this to the earlier coal projections; keeping 
coal use at or below the present value of about 1 gigaton per 
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It should be clear from our 
earlier chapters that domestic 
production in 2040 will not be 
adequate to produce this 15 EJ 
petroleum energy. A prudent 
estimate would be that only a 
fraction of this will be domestic 
petroleum, despite present 
optimism from low tier sources 
of information. I have made 
some estimates for 2040 
based on projections by Ted 
Patzek (available in 
theoildrum.com) and these give 
even lower petroleum in 2040 
than the 15 EJ here. 



year will keep coal re-
sources available much 
longer than otherwise.) 

These are, of course 
very crude estimates 
meant to get us thinking 
and they are not in-
tended as a prediction. 
The big loss is, of 
course, petroleum. 

Recall that almost 6 EJ 
(actually 5.6 EJ rounded 
up) of useful energy in 
petroleum is presently assigned to transportation. It may 
seem that we will need a few exajoules (EJ) of new useful en-
ergy for transportation.

Unfortunately, a glance at the energy figure discloses a prob-
lem. About ten exajoules of primary petroleum energy is now 
diverted to various industrial and nonfuel uses. If we are to 
maintain the industrial use of petroleum at near this level (as-
suming that it is essential to a prosperous economy), less than 
the primary 15 EJ per year in the table will be really available 
for transportation. Let us assume that industry can get by on 
half the present primary energy, or 5 EJ per year. This leaves 
10 EJ primary energy for transportation. So the actual useful 
energy in petroleum for transportation may be small, a fifth of 
this, or around 2 EJ per year on our table here. This is about a 

third of what we use 
now.This means that we 
have to find approximately 
4 EJ per year useful re-
placement energy for trans-
portation, two thirds of 
what we use now.

The final table shows the 
breakdown of fossil carbon 
and nuclear energy, before 
we account for replacement energy from wind.

Summary for Transportation

Let us accept this new contribution of about 4 EJ useful en-
ergy for transportation and just divide it up into 1 EJ useful en-
ergy from liquid fuels (not petroleum! ) and 3 EJ from useful 
electrical energy. The former translates into non petroleum 
primary energy of 5×1EJ=5EJ. (The factor 5 to get primary 
non petroleum energy is just 1/0.2, the loss in efficiency of 
autos and trucks.) 

If we assign 10 EJ of primary coal energy to the generation of 
transportation fuel at 50% efficiency, this gives us the 5 EJ pri-
mary energy we need. There is 15 EJ coal primary energy left 
for electric power generation, alas much less than now.

Going from 3 EJ useful electricity for transportation to 4 EJ 
primary distributed electrical energy is a guess that the effi-
ciency is about 75%-80%.
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For comparison, motor gasoline use 
in Europe is somewhat over a third 
of U.S. use. Of course, Europe is 
smaller than the U.S. and has more 
extensive public transport. Despite 
its size, the U.S. is headed towards 
much smaller liquid fuel use than 
now. We are only going to try to 
mitigate the inevitable difficulties 
here.



Let us first explore this 5 EJ primary energy in new liquid 
fuel, connecting on to our earlier discussion. 

 Can we generate enough methanol from coal to replace 
some of the lost petroleum fuel?  We need about the 10 EJ 
coal primary energy we just estimated. (10 EJ in coal to 5 EJ 
in methanol) 

 Can we generate enough additional electric power to en-
able a partial shift to electrified transportation?  We need 
about 4 EJ distributed electric power for this, plus replacing 
lost coal and natural gas electricity. 

Can Methanol Replace Some Petroleum by 2040? 

Methanol can be made in easy steps from coal, as we saw. To 
revisit this, we have seen that hydrogen, carbon monoxide and 
water are made directly from coal by burning it with too little 
oxygen for complete consumption of the carbon in the coal. 
Carbon monoxide and hydrogen can then be turned into 
methanol. It makes sense to manufacture methanol for trans-
portation fuel and move away from gasoline and diesel fuel. 
Auto or light truck manufacture with engines capable of run-
ning on any arbitrary mix of gasoline, methanol and ethanol is 
now an old technology. California at one time had very many 
such autos at an extra cost per car of a few hundred dollars. 
Hybrid autos could be built with such “flex fuel” engines driv-
ing a generator, with electric motors driving the wheels and 
batteries for extra energy storage. 

Autos have long lifetimes and keeping existing autos going for 
a time would require upgrade kits so they can run on flex fu-
els, including methanol. 

As mentioned, the book “The Methanol Economy” offers use-
ful information on this and similar topics.

It is less clear to what degree methanol could be used in heavy 
trucks (the book “The Methanol Economy” proposes dimethyl 
ether, easily got from methanol, as a truck diesel replace-
ment). It is less clear whether aircraft jet fuel could be re-
placed. We may need a significant amount of the available pe-
troleum for jet fuel. Disturbingly, US jet fuel use by itself is 
now about 3 EJ primary energy. By 2040 air travel will either 
become much more efficient or it will have to start to shrink in 
scale. 

Present production of methanol is about 1.3 × 105m3/d . (You 
can look it up.) What amount of methanol do we need in 2040 
if it is to supply 5 EJ primary energy?  Let us revisit the calcu-
lation in this new context. We know the density of methanol, 
it is about 800 kilograms per cubic meter (less than water). 
The energy density of methanol is about 20 MJ/kg. 10 EJ is 
1019J which means we need

5 × 1018J/year
20 × 106J/kg

× 1
800kg/m3 = 3 × 108 m3

year

or 1/365 of this per day or about 9 × 105 cubic meters per day 
(about 5 million barrels per day! ) or around six or so times 
more than present production. 
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We can relate this methanol demand to the scale of plants 
needed. One coal fired power plant has a primary power input 
of about 3 GW or nearly 0.1 EJ per year. So we estimate that 
about fifty plants of this scale would be needed to produce 
methanol. This is a very rough “ballpark” estimate. 

Making a fifty plants in 25 years does not seem out of rea-
son–that is 2 such plants per year. But there are two prob-
lems: 

 No plants of the needed scale have been constructed yet. 

 If methanol is a stopgap measure, why do it at all?  

The first problem is serious; the answer to the question in the 
second may be that beyond 2040 we will become quite desper-
ate for any form of liquid fuel.

Wind Energy in 2040? 

Recall that we lost about 10 EJ of coal primary energy in elec-
tric power generation (it is diverted to methanol) and also 
about 6 EJ natural gas primary energy that now goes to elec-
tric power (it is diverted to households and industry). If nu-
clear power can roughly replace only some of this missing dis-
tributed electric power, we are left with a need to replace 
about 2 EJ energy. 

Summing up, we will need roughly 4 EJ + 2 EJ = 8 EJ new dis-
tributed electrical energy from replacement sources (other 
than nuclear). 

The total distributed electrical energy from new sources is 
then this estimate. If we convert this into average electrical 
power over the year, we get (repeating a calculation yet again), 
8 × 1018J/yr

3 × 107sec/yr
≈ 250 GW . This 250 GW average is not too far 

from our “benchmark” value of 400 GW (the present average 
distributed electric power). 

So what is a realistic source for about 250 GW average new dis-
tributed electric power?  Right now, thermal solar power and 
photovoltaic power are negligible on a national scale. Local 
and household photovoltaic power is a growing industry and 
is important on a smaller than national scale. But let us focus 
here on that 250 GW distributed nationally. 

Remember, we are not yet developing very large scale solar 
thermal or photovoltaic power. When the petroleum crisis 
hits, we won’t have these replacements on the scale we need. 
What we do have now is about 3% of our distributed electric 
power from wind. Increasing wind electric power by twenty or 
so times in 25 years does not sound crazy. So wind it is for 
2040.

Using wind replacement energy on this scale means that we 
have to seriously address two very big issues: a supergrid to 
carry the power and energy storage to even out fluctuating 
wind power. So let us imagine the possibilities. We know how 
to build large direct current “interties” between smaller grids. 
We also know how to build large pumped water storage plants 
(presently about 20 GW peak capacity for the whole U.S.).
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Let us reprise our earlier estimates, if a turbine can deliver a 
“nameplate power” of 5 MW or 1.5 MW average power, we 
would need roughly a number of turbines we have mentioned 
before:

250 × 109W
1.5 × 106W/turbine ≈ 170,000 turbines 

Hopefully this is no longer a 
shocking number. Let us go fur-
ther and suppose that these tur-
bines are spread out through 
the center of the country where 
the wind resource is largest. 
Tentatively, think of these spread out on the sides of U.S. 25 
from Buffalo, WY to El Paso, TX, about 1500 km. Or pick your 
own route for the turbines. A simple calculation gives roughly 
a hundred or so turbines per kilometer of road-a pretty big tur-
bine field. This would allow all of the turbines to be manufac-
tured in the region and also allow for rationalized mainte-
nance and replacement. (Even a replacement rate of one per 
thousand per year would be 200 total replacements per year, 
not to speak of routine maintenance.) A more ambitions idea 
might be to build a special turbine field and road system some-
what east of U.S. 25. There are a lot of possibilities.

A turbine field this large could be connected by a large direct 
current north-to-south power grid, which could in turn be con-
nected to the rest of the U.S. This latter part means creating 
the first elements of a genuine “supergrid” for the nation. 

A supergrid for this huge wind farm would even out fluctua-
tions in power to some degree. But another option would be to 
connect this north-to-south grid to a series of pumped water 
storage plants on the eastern side of the Rocky Mountains. It 
is not easy to estimate how many storage plants would be 
needed. At 2 GW peak power, perhaps 50 or so would do. 
They would only need water to keep the basins filled–such 
plants do not need to be on existing watercourses.

A fantastical plan?  Yes, it is. But by now it should be clear 
that small scale plans are very unlikely to work at all well. For-
tunately, this book need not address the land use, environ-
mental and political problems of a genuine national replace-
ment energy plan. 

Our scenario then requires 170,000 turbines. The installed 
cost, optimistically, might be $2 per average watt or about 
$500 Billion over 25 years, not counting grid and storage 
costs. For comparison, news sources are quoting total lifetime 
system costs for the F-35 fighter jet program of over $1 Tril-
lion. Compared to this or a medium sized war, $500 Billion is 
not a lot of money. Such a large wind energy program would 
also be an opportunity for rational large scale systems manage-
ment–something the U.S. does not seem at present to be very 
good at.

Transportation in 2040-What the Replacement En-
ergy is For

Recall that most auto transportation needs are for short trips, 
an obvious opportunity for shifting to public transportation. 
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But autos will remain important, although probably not simi-
lar to the ones we have now.

What are the possibilities for replacing some of our transporta-
tion fuels and the autos that run them with pure electric cars?  
Most estimates seem to put a maximum battery range of 
about 300 kilometers for an auto having a mass of 1500 to 
2000 kilograms. And at present these batteries–mostly types 
of lithium ion–are extremely expensive. Much of the cost of 
the car would be the cost of the batteries. The problem of elec-
tric cars would be much smaller if the cars were a great deal 
less massive and limited in speed. 

We have estimated the energy cost of driving an electric car of 
conventional large mass and high speed–it is a less than a me-
gajoule per kilometer average. Our earlier estimate for the 
Chevy Volt was about 0.5-0.7 MJ/km. Existing very light, 550 
kg, entirely electric autos, with no gasoline engine, can go 
about as far on half the full capacity of conventional lead-acid 
batteries or about 0.2-0.3 MJ/km, assuming that the batteries 
are never more than one-half discharged. So a lighter car can 
use cheaper battery technology than a heavier one. Speed and 
mass limits on electric cars would make them both cheaper 
and more energy efficient.

Small electric cars in combination with widespread electrified 
public transportation could reduce the use of gasoline by per-
haps the 80 % corresponding to the present fraction of auto 
travel under about 60 kilometers (40 miles). So, it does not 
seem unreasonable to project that in 2040 about half or more 

of the useful energy in transportation could be replaced by 
electric power. This would correspond very roughly to our 4 
EJ distributed electric power (3 EJ useful after the modest 
electric power losses). Long 
range autos would likely still 
need expensive liquid fuels. 
Twenty-five years should be 
enough time to retire most pre-
sent autos and replace them 
with fundamentally new ones. 

There are two other transportation needs, beyond autos for 
the general public: long range freight and public transporta-
tion. 

It is not at all an unrealistic goal to convert slow long range 
freight trains to electric power. It is difficult to find useful 
numbers, but present energy consumption of long range rail 
freight, as petroleum fuel, is likely significantly less that 1 EJ. 
If this is correct, rail freight electrification is a small addition 
to the transportation problems we will face up to 2040. Con-
ventional petroleum based and long range heavy trucking will 
probably become tiny by 2040. 

(The reader will naturally wonder about the future of ocean go-
ing transportation, now dominated by diesel fuel based freight 
shipping. Considering this would take us too far off our main 
course of thinking, however. )

Short range electric autos as a complete alternative to short 
range public transport is unlikely. By 2040 few will be wealthy 
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enough to buy and support an electric auto, particularly in 
view of the need to maintain roads in a nearly petroleum free 
time. (Road maintenance generally is going to be a very big 
problem by 2040.)

What should be the priority for public transportation, driven 
by new electric power, in 2040?  Somewhat surprisingly, the 
best use of power here might simply be electric streetcars, or 
other modern equivalents to streetcars or a similar system, 
such as trolly busses or subways. Modern electric streetcars 
can be energy efficient and cheap for users when compared to 
maintaining an electric auto. This would be the most effective 
way to convert short trips to electric power. We might end up 
reconstructing by 2040 the systems that were mostly disman-
tled two generations ago. But this time, they could be even 
more efficient and durable. Although “light rail” connections 
to suburbs are a good and popular idea, streetcars may be a 
better investment at the start. 

Rebuilding large city streetcar systems, or possibly introduc-
ing new subways or electric trolly bus systems, ought to be a 
national priority. It will not be cheap. The original “Redcar” 
system in Los Angeles was perhaps 1500 km in total length. 
(This does not count the inner city “Yellow Car” system.)

 Some of this has been rebuilt already, but today such a Red-
car system would cost over $30 Billion (you can check the cost 
per kilometer numbers on the Web). Subways cost even more, 
except perhaps in very favorable city geology. Medium size 
city streetcar systems might cost about ten billion dollars. A 

brief review of plans in the works in most cities shows them to 
be very modest in scope. Within a decade this modesty will 
probably decline. 

Because of likely chaos after “year zero”, a case can be made 
for electric trolly busses rather than fixed rail streetcars and 
subways. Trolly busses use existing roads with relatively 
cheap overhead electric power lines that can be removed if not 
needed. The overhead lines can as well be used as power for 
electric road maintenance vehicles, snowplows and perhaps 
even light freight. Trolly busses may even be usable for public 
transportation between small towns whose size does not jus-
tify rail. 

Long range and fast heavy electric rail for personal transporta-
tion is likely to be difficult to realize. Ideally, the nation could 
build out a very high speed system comparable to those in 
Europe and China. The difficulty might be one of priorities 
out to 2040. Present short range transportation is a wasteful 
use of petroleum and the U.S. may have to deal with the im-
pact of petroleum shortages on short range transportation 
first. Long range passenger rail will become electrified but, by 
2040, may not what we ideally would want. A satisfactory fast 
long range rail system may have to wait until after streetcar, 
light rail and commuter rail systems are built.

What we will need long before 2040 is realistic city, regional 
and national transportation planning that looks forward to 
2100. Transportation planning for a future with less than a 
third of the present petroleum in 2040, and much less beyond 
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that time, will look completely unlike the plans that we have 
made in recent decades.

Out to 2040

Let us summarize the needs in this 2040 scenario: 

 We may need to build about fifty large coal to methanol 
plants, at a rate of approximately two or so per year, to pro-
vide even partial replacement for lost petroleum based fuels. 
Prototype coal to methanol plants on this scale do not exist 
now. 

 We will need to build roughly 170,000 grid connected wind 
turbines, built at a rate of nearly 10,000 per year, to replace 
lost electrical power generation from coal and gas and also 
provide additional electric power for transportation. We al-
ready manufacture well over a thousand wind turbines per 
year in the U.S. 

 We will need to build a new 250 GW grid connecting geo-
graphically distributed wind turbines, and connect this to the 
existing or an upgraded grid in other parts of the country. 
Pumped water power storage is a well understood technology 
and can be used to even out wind power variations. 

 All this will feed into a changed transportation infrastruc-
ture, with much greater use of electric vehicles and electrified 
mass transportation and freight rail that are not dependent on 
liquid fuels. 

This is a large order and would likely require a national effort 
on the scale of that in World War II or the Cold War. (After 
all, the Cold War used over 5% of the U.S. GDP for a very long 
time; the scale of effort in this scenario is thus not unprece-
dented.) There is no obvious physics reason why this scale of 
replacement energy cannot be achieved. We are as a nation 
just not now used to this sort of thing.

But anything we do that is aimed at 2040 should be in this 
context: how do we want our energy systems to develop so 
that they will be viable in 2100?  

Figure 93:  Simplified 2040 scenario energy flow showing the 
multiple sources for transportation energy. Some of the dis-
tributed electric power is shown diverted to transportation. 
Program source: http://www.densitydesign.org/

Notice again what is missing: because of the large scale and 
the urgency of the project, there is no solar energy included 
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and there are no bio fuels. There is no drastic energy conserva-
tion assumed, even in transportation. The final useful energy 
remains about the same as now. 

In fact, there will probably be some solar energy and high fuel 
costs will likely drive energy conservation measures. (See the 
next chapter.) But it is still useful to see that we can cope with 
the onset of the loss of petroleum and natural gas energy with-
out such measures. Also, we do not need to massively exploit 
our coal resources to make up the loss, at least up to 2040.

What about cost?  Rather than a cost, these large projects may 
actually stimulate the economy to the point that they more 
than pay for themselves. At least we can hope so.

A key missing element of our scenario is not what this transfor-
mation will cost, but rather how to manage it at all at a time 
when fossil carbon is in decline. Building coal to methanol 
plants, energy storage facilities, a huge wind farm and new 
transportation infrastructure would be far easier now when pe-
troleum is abundant rather than after 2020 or 2030. Just how 
we will manage this in the future when there is less petroleum 
for construction projects is entirely unclear. It is certainly too 
much to hope that we as a nation will start such a huge effort 
now, when it will be much easier than later on.

Of course, this is just the bare bones of an energy scenario for 
2040, but it isn’t intended to be more than a stimulus to 
thought about the beginning of the fossil carbon problem. And 
with practice, you can make up your own scenario for 2040–
or analyze scenarios that appear in public discussion.

The real challenges appear later, when available fossil carbon 
energy is an even smaller fraction of the present value.
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CHAPTER 18

Replacement Energy 
for 2070 and 
Beyond

It is important to think of replacement en-
ergy that will be viable in 2100, even if 
there is some fantasy involved.

Solar panels made by automated factories on the Moon. From NASA.



Replacement Energy for 2070 to 2100

If scenarios for 2040 are conjectures and a bit fantastic, then 
anything for 2070 and beyond is even more of an imaginative 
projection. Let us proceed anyhow and project that very little 
fossil carbon will be used for much of our economy; specifi-
cally 

 Distributed electric power will be produced entirely from 
replacement sources–nuclear, solar, wind and geothermal en-
ergy 

 Transportation energy will be from distributed electric 
power plus a modest amount from methanol liquid fuel from 
coal and possibly a few other liquid fuel sources. (Biofuel 
might power farm machinery.) 

 Home and business heating and cooling will be from a com-
bination of conservation plus distributed electric power. 

 Industrial uses of carbon will mainly be from coal whose 
production is maintained at a low level. Remaining petroleum 
and natural gas will be reserved for industrial use as well. 

Coal production will not necessarily be small. Let us assume 
that coal production remains at the 15 EJ primary energy level 
projected in the last chapter. Of this 5 EJ will be for industry 
and 10 EJ for liquid fuels (methanol and its derivatives). The 
10 EJ will amount to a useful energy for transportation of 
about 2 EJ–or more if transportation use of liquid fuel can be 
made more efficient than our assumed 20% figure. If the US 

does use this remaining 62 gigatonnes of coal over the next 
century, it would not be a major contributor to atmospheric 
CO2, particularly since any efficient use of this fossil carbon 
for liquid fuel would require outside energy in the form of elec-
tric power and (electrically) generated hydrogen to make 
methanol.

Right now the US consumes about 1 gigatonne of coal per 
year. This scenario assumes that production falls to about 600 
megatonnes  per year or so and remains at that level. How 
long does our US coal last in this scenario?  Rutledge at Cal-
Tech estimates A total recoverable US coal reserve of 127 
megatonnes, of which about 62 megatonnes is left to mine. So 

 Using 10 EJ primary coal energy for liquid fuels and 5 EJ 
to industry, remaining US coal reserves of roughly 62 gigaton-
nes would last roughly a hundred years. 

We will not go into the industrial uses of remaining petroleum 
and natural gas. Both of these are likely to be entirely or al-
most entirely from U.S. production. 

An interesting possibility is that, although there will be little 
or no exported petroleum, some countries with remaining 
natural gas resources will refine it to methanol and export the 
methanol fuel. In that case, we will have this additional source 
of liquid fuel.Let us also ignore biofuels, apart from a limited 
use to drive farm equipment.
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If 2040 is the time for short to intermediate term solutions, 
clearly by 2070 we should be well along on our long term solu-
tions pointing to 2100.

Let us recapitulate where primary fossil energy goes now. 
From the point of view of most of us, it goes to transportation, 
home and commercial heating and electric power generation. 
a glance at the Lawrence Livermore plot in the last chapter 
shows that these three items taken together amount to about 
24 EJ natural gas (including industry), 21 EJ coal (almost all 
for electricity) and 27 EJ petroleum fuels (out of a present to-
tal of about 40 EJ). These primary energy sources will be al-
most gone, except for industrial use. But remember we are in-
terested in useful energy, not just primary energy. Useful en-
ergy presents a different picture: on our plot “residential/
commercial+industrial” useful energy is about 32 EJ total. 
Again, remember, transportation is about 6 EJ per year use-
ful energy. Here is a breakdown of the 2002 useful energy 
numbers: 

 Residential/Commercial 16 EJ per year useful energy 

 Industrial 16 EJ per year useful energy 

 Transportation 6 EJ per year useful energy 

For our longer time scale to 2070, it may be safe to now as-
sume that conservation enters the picture. 

Homes that are highly energy efficient should be able to reach 
a useful energy use one fifth of the present value. Not all 

homes or commercial buildings can be replaced at this level 
by 2070. So let us be conservative and assume that the first 
item can be less than halved, to 10 EJ per year. The same with 
the second, to also 10 EJ per year. Transportation will con-
tinue to be important so let us be more modest and assume 
the useful energy into transportation will be 5 EJ per year. 
Here is our–admittedly very speculative–estimate for useful 
energy in 2070: 

 Residential/Commercial 10 EJ useful energy per year 

 Industrial 10 EJ useful energy per year 

 Transportation 5 EJ useful energy per year 

For a total of 25 EJ per year, less than the present value of 
about 40 EJ/year. Conservation of energy at this level will 
have to be driven by the higher price of replacement energy 
compared to present very cheap fossil carbon energy, as it is 
not realistic to suppose that this level of conservation would 
occur voluntarily. 

Why not use these considerations for our 2040 scenario?  The 
reason is: panic, social and political disruption, and the lack of 
effective planning until some time after the decline of fossil 
carbon is plain to everyone. After our “year zero”, there may 
be some impulse to conserve because of high energy prices-
less automobile use, for example–but the initial focus of the 
nation will be on easily implemented replacement energy and 
the continued exploitation of what fossil carbon remains. 
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By 2070 we can hope that more rational planning will have set 
in and conservation measures, such as energy efficient hous-
ing and businesses, will have achieved useful results. 

Where is this useful replacement energy of about 25 EJ per 
year going to come from?  There are only two sources on the 
horizon and one of them is presently “pie in the sky”. The two 
realistic sources, mentioned above, are electricity from 
sources such as solar, wind, geothermal energy, advanced fis-
sion power, and possibly fusion power. 

Replacement sources of electric power, apart from nuclear fis-
sion or thermonuclear, are unusual because we get full value 
for the “primary” energy by dividing the useful energy by the 
efficiency with which it is used from the primary source. So let 
us go into this: electric cars are around 70-80% efficient, mass 
transportation more so. The electric power grid could have an 
efficiency of around 95% or so. When we add up the primary 
energy demand we can just estimate it by dividing by 0.7-0.8. 
Heat energy for homes, if electric, is even better because such 
devices as heat pumps produce more useful heat energy out-
put to a building interior than there is energy in the electricity 
that drives them. (This does not violate conservation of en-
ergy, since they just move heat energy from the environment 
to an interior.) So an overall efficiency of 80% may be optimis-
tic but not crazy. Let’s use that. 

If we wish to include significant nuclear fission or fusion 
power for electricity, we will have to discount the primary en-

ergy by a factor of about 3, since these are in reality heat en-
gines.

The key here is that almost all energy use in 2070 will be 
through electric power.

If all the primary energy we use in 2070 is from replacement 
sources such as wind, solar and geothermal energy, then the 
total primary energy is 25EJ/0.8=31EJ. We have already seen 
how to convert that into average electric power over a year. 
The average is 1000 gigawatts, or less than three times the 
amount of distributed electric power now. This future 1000 
GW distributed electric power is hardly an unimaginable num-
ber. We already assumed that for 2040 the power grid might 
have to move hundreds of gigawatts average around the coun-
try. This won’t have to be expanded by more than a factor two 
or so. Similarly for energy storage to average out intermittent 
wind and solar power. (Geothermal electric power will not 
have storage needs.)

We can even imagine, to reduce energy storage, that excess 
power might be used for desalination or the liquid fuel produc-
tion we are not considering in any detail. It is safe to assume 
that having too much power available in the future will not be 
our most pressing concern.

Let us revisit sources of replacement power in 2070. Wind 
power and solar thermal power should be mature by then. En-
ergy storage will be a problem, but it should be solv-
able–maybe at some loss of efficiency, but solvable. Solar pho-
tovoltaic power should also be a mature technology by 2070 
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and the replacement sources of power can be imagined to be 
in roughly equal proportions solar photovoltaic, solar thermal 
and wind. That puts us at an average of about 300 gigawatts 
for each. If problems with overnight storage of solar power 
persist then the wind fraction can be increased and geother-
mal and fission/fusion plants included. 

What about 2100?  This is pure fantasy, but in that spirit we 
can imagine two principles: 

 Move power generation off the planet entirely using photo-
voltaic panels on the moon or in geosynchronous orbit, with 
power transmission to the ground. 

 Democratize the distribution of power worldwide, with eve-
ryone allotted some minimum power. 

Of course, this is somewhat crazy and therefore a good place 
to stop.

228



CHAPTER 19

Projects for the 
Future

If we rely on known technologies for our 
energy in 2040, we still need to prepare 
for our energy future beyond that.

Image of the ITER thermonucler fusion device now 
under construction in France.



Projects for the Future

The present popular view that renewable power is not pollut-
ing is likely untrue. The manufacture of silicon devices includ-
ing photovoltaic panels, the manufacture of large scale solar 
thermal power, the effects of hundreds of thousands of wind 
turbines–these are hardly likely to be purely benign. And elec-
tric power will belong to those nations with the right sort of 
manufacturing capability and the right resources. All this will 
create national and world wide social issues that lie beyond 
the scope of this book. 

What we can see is that, since we desire varied sorts of replace-
ment energy, it makes sense to look at all possible sources and 
also to develop technologies that are not feasible yet.

Many technologies exist now only on a small scale and high 
cost. Others only exist as studies, wild ideas or fantasy.

When we fall into a crisis as world petroleum exports start 
their long term decline and it is clear that other fossil carbon 
resources will eventually do the same, what then?  Technolo-
gies that cannot be quickly turned into large scale energy pro-
duction will seem hopelessly far off. In two words, many tech-
nologies will be “temporary losers”. The first twenty or thirty 
years after “year zero”, after we recognize the reality of declin-
ing fossil carbon, the technologies we know well will be used 
to fill these immediate needs. This is largely what we have 
been looking at in previous chapters. At this time anything 
more than thirty to fifty years from readiness looks like a “pie 
in the sky” project.

Looking beyond the next few decades, the present technologi-
cal losers may become vital in the long term beyond 2040 or 
2050 and towards 2100. It would be foolish not to invest re-
search in these and others, even if the time when we can use 
them on a large scale is many decades off. 

Here are a few technologies that, although not yet ready, may 
pay off in time.

“Shale Oil”

There are more forms of fossil carbon than oil, coal and natu-
ral gas. One of these in the United States is found in shale 
rock in the southwest of the U.S.This is often called “shale oil” 
but this is completely wrong as a description. Oil molecules 
have mostly less than a dozen carbon atoms, plus some hydro-
gen atoms, and it takes the form of a liquid. The stuff in rock 
in the southwest, often called kerogen, is more accurately de-
scribed as “carbon sludge”, with hundreds or thousands of car-
bon atoms per chunk of sludge; it is a solid interspersed in 
rock. There is a lot of it. Unfortunately, this resource is often 
quantified in terms of “barrels of oil”, which it is not. For com-
parison, we know that the total recoverable crude oil resource 
of the contiguous continental United States at the beginning 
of our extraction was some 200 billion barrels, less than 30 
years present U.S. oil consumption. 

The U.S. resource of kerogen or carbon sludge in rock is, by 
mass, perhaps ten times that 200 billion barrels. (This is an 
example of the fact that there is more fossil carbon in the 
Earth than we will every be able to get at or use.) Most of this 
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particular carbon sludge resource is deep underground, just 
like actual oil. We know that there is still real oil left in subsur-
face rock. We just cannot get out a significant amount of this 
left over oil. But it is hard to imagine mining oil resources for 
the remaining liquid–Texas is an example of a state with a 
great deal of oil still in the ground in rock at considerable 
depth. There has, as yet, been no suggestion that we should un-
dertake actual deep mining in Texas for this remaining oil. So 
one may wonder if it makes sense to mine carbon sludge rock 
for its much more difficult to process carbon. Fortunately, 
much of this carbon sludge resource is not as deep as Texas 
oil. Some is even near the surface, like much of the recover-
able coal in the country. 

At present this rock with car-
bon sludge in it has been mined 
and processed in small quanti-
ties and considerable expense 
to make a form of synthetic liq-
uid oil. Once the rock is mined, 
it is possible to process it to oil 
using less energy than is in the 
final oil, according to propo-
nents. There are even efforts to 
convert this sludge in place un-
derground into usable oil with 
heat. And it is important to notice that this misnamed “shale 
oil” has been in vigorous discussion as a source of synthetic oil 
for over 30 years, with no lasting result so far. Thirty years of 

no or very little progress is not a recommendation for the next 
thirty years. The proper place for it is as a pie in the sky en-
ergy resource. At least it is carbon. My own view is that this 
source of fossil carbon will never amount to anything substan-
tial.

Algal Oil

A popular idea for novel plant hydrocarbon fuel is diesel-like 
fuels from algae. Dried algae can be burned or some fraction 
of the mass can be an oil–the fraction varies. It reappears so 
often that we need to think about it a bit. This was studied 
over a period of nearly two decades by the National Renew-
able Energy Laboratory (NREL) and they released a final re-
port, in 1998. The actually achieved result was to produce as 
much as 50 grams of algae (presumably dry mass) per square 
meter of algal pond per day. This was their best result. 

We can use this to estimate the photosynthetic efficiency 
achieved. Let’s use our usual sunlight estimate of 200 Watts 
per square meter average power in sunlight. Over a year this 
amounts to–we are repeating the calculation– 

200 Watts
m2 × 3 × 107 sec

yr
= 6 × 109 J

yr
 or about 6 gigajoules per 

year per square meter. If we optimistically assume the 50 
grams maximum per day can be sustained over a whole year, 
we get a total mass per square meter of 

50 × 10−3 kg
day

× 365 days
yr

= 18 kg
yr

 . Using our standard 15 MJ 

per kilogram of organic matter, this gives us an energy equiva-
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The only project I know of to 
process sludge in place using 
heat put in outside energy 
that was roughly equal to the 
energy in the resulting 
synthetic oil. This is bad. 
Whether larger scale projects 
would be viable is unclear. 
Hundreds or thousands of 
gallons of oil from a tiny pilot 
plant do not make an industry



lent of 2.7 × 108 J
m2yr

 , which is easy to check. This is pretty re-

spectable – it gives a “photosynthetic efficiency” as the ratio  
2.7 × 108/6 × 109 = 0.045 or 4.5%, far better than our earlier es-
timates for switchgrass of 0.3%. 

If we want actual burnable oil rather than dry biomass from 
algae we have to multiply this by the fraction of oil. The oil 
fraction seems to vary a lot. If we use 10% then the photosyn-
thetic efficiency for oil drops to around a half percent–still re-
spectable. This is for open ponds, which is the only cheap way 
this technology seems to 
work according to NREL. 
(There are many complica-
tions in their study that we 
ignore in our estimates.)

Unfortunately, there is a 
flaw. The flaw is that these 
numbers only follow in the 
studies if the carbon dioxide 
the plants need to grow is in-
jected into the ponds, not ex-
tracted from the air by the 
algae. The efficiency for at-
mospheric carbon dioxide 
must be much lower, since 
atmospheric carbon dioxide 
is only around 300 parts per 
million of air. The carbon dioxide used for algae ponds might, 

as a possibility, come from coal fired power plants. But then 
the process has to compete in efficiency with just converting 
coal directly to fuel. And the process might not work at all effi-
ciently once fossil carbon to run it is gone, or much less avail-
able. So the apparent efficiency might be an illusion. In any 
case these studies started in 1978 and have at this point pro-
duced no commercial plant. Again, thirty years with, so far, no 
result. Without more information or studies, this also looks 
like pie in the sky when looking at the next thirty years.

Gasification of Deep Coal Seams

We already saw that coal remains in the U.K., presumably 
very deep and difficult and expensive to mine. The same is the 
case in the U.S., where deep mines, although they produce 
coal, have proved to be very dangerous. There have been sug-
gestions over many decades that coal in seams too deep to 
mine could, by partial combustion of the coal, be turned into 
the syngas we already met with. Just how practical this will 
turn out to be on a large scale is not clear to me, but the tech-
nology exists. It has been used to produce electric power by 
burning the resulting syngas. The projects appear to be on a 
small scale so far, but it is possible that they can be expanded 
so as to maintain a low level of fossil carbon production for a 
long time. That would help with the liquid fuels problem that 
is coming. Whether or not this is environmentally safe has 
still to be determined. There is an obvious risk that groundwa-
ter can become contaminated by byproducts of the coal gasifi-
cation. 
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Existing ponds need a CO2 
concentration about a hundred 
times that in the atmosphere; so 
far as I can determine the 
efficiency of algal oil production 
drops by about a factor twenty 
when using CO2 at atmospheric 
concentration. This still might 
make sense if the overall 
efficiency is good. Also, if algae 
can be fooled genetically into 
producing heavy alcohols that are 
entirely insoluble in water, and 
float, they would become 
continuous fuel producers–a very 
good thing when considering 
overall efficiency. But this is, at 
least, very far in the future.



As we should expect by now, the subject has been raised on 
theoildrum.com and that is a good place for the reader to look 
further into this. Wikipedia is, of course, another source.

Hydrogen for Fuel

Hydrogen is another possible solution as a fuel. It has a pro-
found disadvantage already mentioned and one not easy to 
fix. It is a gas and to make it liquid requires very low tempera-
ture. Even then, the liquefied gas has a very low density or 
mass per unit volume – a tenth that of gasoline. The same is 
so for hydrogen stored in crystal matrices, although these are 
at least solid. Doing this, however, is a new technology. Using 
hydrogen at atmospheric pressure for local energy storage is 
an old technology we already met–hydrogen plus carbon mon-
oxide was once called “town gas” and widely used. Hydrogen 
transported long distances and stored as liquid or in crystal 
matrices is new. In the near term, it is simpler and safer to 
combine hydrogen and carbon and oxygen to make methanol. 
Methanol is a well known and easy to use liquid fuel, although 
it requires carbon in some form, either fossil or plant carbon. 
Ammonia is another liquid fuel that can be synthesized from 
atmospheric nitrogen plus the hydrogen, in the absence of fos-
sil carbon. It is hard to see the need for a “hydrogen econ-
omy”. 

There is a possible role for hydrogen in the more distant fu-
ture. Once fossil carbon is nearly gone, there are only three op-
tions for liquid fuels: methanol from plant carbon, ammonia 
from hydrogen and atmospheric nitrogen and hydrogen itself. 

All of these require electrical energy to produce and hydrogen 
as well, from the electrolysis of water. So why not bypass the 
production of methanol or ammonia and simply use the hydro-
gen?  This may happen. The uncertainty may be just the rela-
tive cost of making methanol or ammonia versus the whole 
new infrastructure to use hydrogen productively. We cannot 
judge this now. But for the present a hydrogen economy is pie 
in the sky.

Advanced Batteries

Perhaps the best present transportable batteries are variants 
on chemical Lithium-Ion technology. But the energy storage 
density is poor: about 0.5 MJ/kg at present. Compare this to 
the energy density of a chemical that contains its own oxi-
dizer, TNT, which has about ten times this storage density. 
Can battery energy storage be improved by a factor ten?  
Maybe, but remember that chemical energy is usually released 
by burning. A battery based on lithium metal or more abun-
dant sodium metal, for example, would release its energy by, 
essentially, “burning” the lithium or sodium metal and re-
charging by “unburning” the same metal. This may be a long 
way off as an affordable commercial technology.

Fuel Cells

The role for fuel cells is unclear. They are often presented as a 
way to run autos or other vehicles on hydrogen or methanol. 
They convert the energy in the fuel, plus atmospheric oxygen, 
to electricity that can run electric motors. Their advantage is 
that they have a higher efficiency than conventional combus-
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tion engines: some are reported to be 50-60% efficient at turn-
ing fuel into electrical energy. 

However, it is easy to see an alternative. A highly efficient and 
reliable turbine, possibly a turbine with more than one stage, 
can burn the same fuel and use an attached generator to pro-
duce the electricity to run an automobile’s electric motors. 
There has been little work on this rather simpler and more ro-
bust technology–to replace the conventional, and inefficient, 
internal combustion engine with a turbine-generator package 
or Stirling engine-generator package that can efficiently turn 
any liquid fuel into electricity.

It seems that fuel cells as a broadly available technology are 
also pie in the sky for now. Someday they may be generally im-
portant and not a niche energy source. It may also become im-
portant that they can operate on methanol synthesized from 
coal and plants. If fuel cells can become both efficient and 
cheap, they would be able to use even dwindling resources of 
carbon in the form of methanol. 

Ultracapacitors and Flywheels

We have already seen that energy can be stored in capacitors 
(ultracapacitors) and also in spinning masses, such as a rotat-
ing thin walled cylinder connected to an electric motor/
generator. Such a flywheel can reach maybe 0.5-1.0 MJ/kg 
(kilograms of flywheel mass). Both are used at present to a lim-
ited degree, as temporary storage of power in streetcars. The 
question for us is whether or not these technologies can be de-
veloped to the point where they can store energy on a large 

scale – for mass transportation, say. It would be interesting go 
go into the present state of energy storage for such devices, 
but they are probably both a long way off as a widely available 
energy storage technology. But we should still invest in large 
capacity capacitor and flywheel research because of a great ad-
vantage they have when compared to batteries: they can be re-
charged in a very short time – seconds instead of hours. It 
would be hard to beat this as energy storage for transportation 
if the devices could be recharged as quickly as we can now fill 
a gas tank at a gas station.

One option that might make flywheels viable is for inner city 
and intercity busses. Such busses might need energy of about 
10 MJ/km and if flywheel systems could store 100+ MJ, such 
busses could be rapidly recharged every 10+ km, avoiding the 
need for long overhead power lines. Busses are already heavy 
enough to carry the mass of flywheels needed. (I am less con-
vinced that ultracapacitors could store this much energy, but 
who knows for sure? )

Energy storage using high magnetic fields, large ultracapaci-
tors and flywheels is quite unlike storing the same amount of 
energy in gasoline. Gasoline can leak out and burn. Such large 
storage devices can virtually explode if the energy is released 
quickly enough. Remember, the energy in TNT is about 4 MJ 
per kilogram; this energy is released quickly, hence explo-
sively. The storage devices mentioned here cannot release 
their energy so fast, but without careful design they can still 
be dangerous.
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Superconductors

There have been amazing advances in the technology and engi-
neering of high temperature superconductors in the last ten 
years. These are materials that become superconducting at 
“high” temperatures, usually above the temperature of liquid 
nitrogen. They are significant for two reasons: liquid nitrogen 
is cheap ($0.25 per liter in quantity) and the materials’ super-
conductivity can survive in very high magnetic fields. Some of 
these materials are already used in trial power transmission 
lines, motors, and very high field magnets. We mentioned ear-
lier that magnetic fields can store energy, and these high tem-
perature superconductors may allow fields of 40 or 50 Tesla 
and thus be actually useful for large scale energy storage. 

The density of energy in such a large field is about  and a su-
perconductor wound donut with a circumference of a meter 
could easily store 60 megajoules of energy!  With a bit of fan-
tasy, this could be seen as a power source for vehicles.

There is real potential for high temperature superconductors, 
and they would fill a real need for energy generation, storage 
and transmission. The technology is just not ready for wide-
spread use yet. This is one technology that may not be pie in 
the sky, because generators, motors and transmission lines ex-
ist now in small quantities. Because transmission of tens of gi-
gawatts of electric power per line is going to be expensive, this 
technology may be worth significant investment in the coming 
decade or two. Right now a thousand kilometer high tempera-
ture superconductor transmission line is hard to envisage. 

Advanced Fission Reactors

Fission power suffers from a number of problems, chiefly 
highly radioactive waste and the probably declining supply of 
uranium, mostly the isotope uranium-235. There are solutions 
to both these problems. Reactors exist now that can convert 
very abundant but non fissionable uranium-238 to fissionable 
nuclei. They are called “breeder reactors” or “fast neutron reac-
tors” because present reactors have to slow down the neutron 
products of fission so that they can induce new reactions. De-
ploying these reactors on a very large scale would be expen-
sive and time consuming, making the technology not too use-
ful in the short run. But intensive development might make 
these reactors credible in a few decades. The same goes for the 
radioactive waste problem: it is known how to reduce the ra-
dioactivity of the waste from reactors and even recycle spent 
fuel in these fast neutron power reactors. We just do not do it 
at this time. Here too development could lead to a lesser waste 
problem. It could also alleviate a decline in uranium re-
sources. A good general source here is the book “Megawatts 
and Megatons” mentioned earlier.

There have even been more adventurous ideas for nuclear re-
actors that use the very abundant element thorium as primary 
fuel dissolved in liquid salts in a reactor. The same hope may 
well apply to these ideas. Intensive development may pay off 
in a few decades.

One thing we have not touched on is the problem of how to 
propel ships in a low carbon future. Wind is a known resource 
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for ship propulsion and was common through the 1920’s. How-
ever, the power demand of a large modern container ship is 
very big – 30,000 horsepower ship engines are common and 
this amounts to over 20 megawatts. Wind power in the range 
of even several hundred Watts per square meter can hardly 
propel such a large ship. We may be able to employ many effi-
cient smaller wind powered cargo ships in place of the present 
fleets of ships. If not, nuclear powered cargo ships may be 
needed. Nuclear ships are already routine in many of the 
world’s navies, but are probably too expensive now for wide-
spread ship propulsion. This may change.

Right now advanced nuclear power has to be put in the pie in 
the sky category. When our problems become immediate 
these ideas will not be ready. If we use nuclear power in the 
coming decades, it will be the well known kind. If the newer 
nuclear fission technologies mature, it will be important to 
control the fuel and waste to prevent its use for fission bombs. 
However, we now know that large reactors are not needed to 
make bombs–just the now common ability to extract bomb 
uranium from natural uranium using known technology, so-
called “centrifuge farms”. Even a quite small reactor of the 
proper type can make plutonium for bombs. Controlling nu-
clear weapons is a problem that is likely independent of our 
energy needs.

Nuclear Fusion

For a very long time the promise of nuclear fusion has held 
out the hope for abundant power. The reason is that fusion 

can put together two light nuclei and get energy out. Fission 
does the opposite–energy comes out by breaking up a single 
heavy nucleus, usually uranium, into two lighter but very ra-
dioactive nuclei. Fusion on Earth needs two nuclei: heavy hy-
drogen (deuterium) with one proton and one neutron plus a 
second nucleus, heavier hydrogen or tritium with one proton 
and two neutrons. When brought together at high tempera-
ture tritium and heavy hydrogen combine to produce helium 
and an extra neutron plus kinetic energy that can be con-
verted to heat. There are no heavy and very radioactive by-
products as from fission.

One problem is to obtain the deuterium in what is often called 
“heavy water”. About one in two thousand water molecules in 
the oceans is not made of two hydrogens and one oxygen but 
rather one deuterium atom, one hydrogen atom and one oxy-
gen atom. And it has been known for many decades how to ex-
tract the heavy water from the ocean, it is simply a large scale 
but quite familiar task. 

The much bigger problem for fusion reactors is the tritium 
they need. It is not available in seawater. About half of any pro-
duced tritium decays by radioactivity in 18 years. Some comes 
from fission reactors now. Tritium is used for light in some 
watches, which is why they claim that the light is “good for dec-
ades” and not “forever”. Tritium is also used in some emer-
gency exit signs. Most tritium in a fusion reactor has to be 
made in the same fusion reactor that uses it for fuel. So there 
are three challenges to practical nuclear fusion power: make 
usable power in the first place, get the power out in usable 
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form, and make enough tritium to power the reactor (together 
with the deuterium from seawater). 

Fusion “reactors” have been already built that produce more 
power from fusion than they consume. What is missing is to 
do this reliably, learn how to extract the power, and to make 
enough extra tritium and recycle it. Plans are underway to do 
just this, but there are many steps yet to come. That is why 
right now fusion power is pie in the sky. There is a large pro-
ject underway, the “ITER project”, to test methods to extract 
usable power and recycle tritium. Some decades from now 
this may lead to real power reactors. This is almost certainly 
not going to help us in the coming thirty to forty years.

Real Pie in the Sky

True pie in the sky power would be photovoltaic power off the 
Earth, either from a belt of photocell panels in geosynchro-
nous orbit or from panels on the Moon. Surprisingly, it is al-
ready known how to beam power down to the Earth from or-
bit or the Moon. Power from the Moon could be sent to relay 
stations in geosynchronous orbit for transmission down to the 
ground. If the receiving stations on Earth are large enough 
(some kilometers in diameter), the microwave power density 
can be very low and not harmful. This idea is not new, and you 
can look up the minimum safe microwave power level and fig-
ure out the size a one gigawatt receiving station would have to 
be. 

This idea may seem crazy, but we have already been to the 
Moon, with far less advanced technology than we have now. 

What we cannot do yet is the important part: build a vast ar-
ray of long lived photovoltaic panels in space or on the surface 
of the moon. At the present time this vision is simply not possi-
ble, but the advantages would be great. 

If the entire manufacturing technology for such a system 
could be built on the Moon, the Earth would be free of the en-
vironmental consequences of making electric power on the 
surface and everywhere on the planet would have access to 
power. With robot factories and large photovoltaic panel 
“farms” on the moon and microwave relay stations in geosyn-
chronous orbit, a small part of the moon’s surface could sup-
ply all the power needed on Earth even when the moon is be-
low the horizon. The problems in achieving this are so vast 
that off-planet power is a distant dream. It is hardly likely that 
it will happen before the end of this century, if ever. 

There is an interesting objection to this whole idea. Energy 
technologies on the Earth based on old physics are robust. 
They could recover from epochal social disruption. Once ac-
cess to remote lunar technology is lost, it might be gone for 
good.

This seems a good place to end discussion of “pie in the sky” 
options for future energy.

This century will have its crises and disasters, but we can at 
least imagine that one thing might proceed as it did in the last 
century: the continuous development of energy resources that 
can power an industrial civilization. There may be panic in 
our near future but there is no logical reason for resignation.
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CHAPTER 20

What to do Now?

So what should we be doing soon?



We now have an overview of the decline of fossil carbon in 
this century. The exact timing and the details of the decline 
are at present uncertain, but we know that there are options 
for dealing with this shortfall. Studying the numbers, it ap-
pears that the drastic decline in fossil carbon by 2100 can be 
dealt with by employing large scale engineering, megascale en-
gineering, to combine with renewable and nonrenewable re-
placement energy sources. The resulting energy system will 
not look like what we have now, but we have found no reason 
why the physics of it cannot work.

There are many historical examples that this sort of oncoming 
serious crisis will be ignored or downplayed until it happens. 
In particular, the economic and political power relationships 
within the United States now show no apparent capability to 
deal with a long term crisis. It is hard to imagine how any 
large action can be realized without major changes in the atti-
tudes of everyone, but there are things that can be done once 
those attitudes start to change. A few of the easiest actions 
could be undertaken now, given the desire to act, while others 
are clearly harder and further off. One of the easy things is 
simply to enable adaptive responses to very high gasoline and 
diesel prices. Given modern mobile communications with GPS 
capability, social networks that can spontaneously create (and 
dissolve) transportation sharing groups is an easy task. This 
just needs a legal framework and someone to do it. But low ef-
fort innovative ideas will only carry us a limited way, and 
large and decisive actions must come.

Below is a list of necessary actions; anyone who considers the 
problems detailed in the book will probably have a different 
list, and that is good. We start off with some of the simplest ac-
tions and then move on to the difficult and contentious items.

Easier–Planning, Research, Development

 We should build a sound structure for new research and de-
velopment based on solid data and shared information, with 
a nationwide network of stronger universities working to-
gether with national laboratories in the public interest. 

What does this mean?  At present we do not know the timing 
– including an estimate of the error in the timing – of when 
fossil carbon resources will begin their decline. The world pe-
troleum market that fuels large parts of the U.S. economy is a 
confusing and secretive place. The main reason for this lack of 
information is the opacity of OPEC and other oil exporting na-
tions. They, like any corporation, have no interest in transpar-
ency concerning their operations, and they likely even view 
transparency as harmful. 

But the future national security of the U.S. is involved and 
their concern with secrecy should not deter us, simply because 
they look to protect their profits. The U.S. should acquire this 
information by whatever means, civilian or military. It should 
be made public for independent researchers to evaluate and 
will help both the U.S. and other nations around the world 
make informed decisions on energy policy.
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Good information on fossil carbon resources within the U.S. is 
not available from impartial sources, because our present data 
is dependent on the fossil carbon industry or government 
agencies charged with advancing that industry. All important 
geological information on U.S. fossil carbon should be pub-
licly available. At best, it should be collected and presented by 
actors without direct or indirect economic interest in the re-
sults. 

We understand far too little about the prospects for large scale 
engineering of existing and well developed technologies. 
Large scale pilot projects are needed and, though some may 
fail, their results need to be carefully examined and publicly 
available. A process that includes “project crash” investigation 
groups would create feedback to allow for the development of 
successful projects. What currently happens is that small scale 
projects are started and then just abandoned. This timid ap-
proach must change. Further, we need to aggressively develop 
new technologies in a way that makes them broadly available. 

We should expand the group of universities and national labo-
ratories that engage in energy research and encourage them to 
compete. The national laboratory effort is already impressive, 
as is clear from my frequent mention of laboratories such as 
LLNL or NREL. We need more of these efforts and the labora-
tories should work with university research groups as well. 
Universities need to clearly serve the public interest and not 
narrow commercial interests, as they currently do.

It is a mistake to think that one laboratory or university 
should investigate one set of scientific or engineering ideas 
only. Competition is essential. Often projects are cancelled be-
fore we even know for sure that they cannot work. With multi-
ple groups working on any one idea, even if that idea cannot 
be made to work at one laboratory or university, another may 
build on that work and succeed. 

The technologies developed should be broadly available, mean-
ing that any company can license them. Holding proprietary 
technology through the present patent system is not in the na-
tional interest. The unexamined concept of “intellectual prop-
erty” is not useful in a crisis. If you look up the history of the 
WWII “Jeep” you will see the power of many groups uncon-
strained by “intellectual property”. Many of us even consider 
the phrase “intellectual property” an oxymoron.

This kind of expansion has to be done slowly, and it has to 
bring new people into the energy field who would otherwise 
do something else. Careers take a long time to build. Simply 
throwing money at an area and then withdrawing it later can 
be very destructive because good people will not move into an 
unstable environment. (At least they will not do it given pre-
sent incomes in engineering.)

The goal should be to build a solid research and development 
framework for future energy action. This needs to be clear to 
the public, not just policy elites. Much of this framework ex-
ists but its importance is not appreciated by the public. The 
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sooner this effort is started on a focussed and national scale, 
the better. 

 We should expand educational, university and college, and 
communications infrastructure into rural areas and create a 
public high speed internet. 

It may seem odd to put this as a goal, but universities are 
among the few institutions that have the capability to act in 
the common interest and they should be enabled to do so on 
broader scale and in all areas of the nation. 

When fuels and transportation become expensive, the adapt-
ability of rural communities will be vital. A paradox of expen-
sive fuels and transportation will likely be that we need larger 
rural populations, not smaller. More of the population will 
need to become involved in agriculture and we will need these 
new populations to be adaptive. 

Rural areas will need a new network of two year community 
colleges and centers of communication and information. 
These networks already exist in many places, but they should 
become common.

High speed Internet communications should be a right and 
not a commercial activity. Essentially everyone should have 
access at very low or no cost. This should be looked on as a 
new version of public roads, the same applying to cities. The 
harder physical transportation becomes, the more important 
national data communications infrastructure becomes. 

 We should start now on new housing and business stan-
dards aimed at heating and cooling energy use one fifth to one 
tenth of the present use. 

It is customary to emphasize better insulation for present 
houses as an energy conservation measure, but this will only 
be a stopgap. Most such projects reduce building energy use 
by a factor two or less. This kind of reduction will have its dol-
lar cost eaten up by only a factor two increase in fossil carbon 
(natural gas) cost. It is already possible to design and build 
new houses and other structures that use as little as a tenth of 
the present average for heating, and such structures are be-
coming common in Europe. In cold climates in the U.S. this 
large reduction in energy use may not be achievable, but tech-
nology can help bridge the gap. For example, useful heat 
pumps are now very expensive but with greater production 
could become more affordable.

What Will be Harder and Slower

 We need to begin a very large scale move to electric trans-
portation, far beyond the trivial efforts so far. 

This means streetcar, trolly bus, subway systems, as well as 
electric light and heavy rail (including freight). Also, electric 
cars. Our present internal combustion cars are very heavy 
(1500 kilograms and up) because gasoline is a dense and abun-
dant form of energy. To be efficient, electric cars will have to 
be much lighter than existing automobiles and will probably 
be of limited range if they use batteries for energy storage. To 
be safe, light electric cars will have to travel much more slowly 

241



than present autos. We know about kinetic energy, the source 
of destruction in crashes. To keep the kinetic energy the same 
for an auto of half the present mass means that the square of 
the speed has to be half what it is now. That means that a 70 
mile per hour speed limit has to become a 50 mile per hour 
speed limit (which will also extend vehicle range). This will 
not be popular, but a compensation is that, with planning, eve-
ryone can live within electric vehicle range of fast rail transpor-
tation to businesses or a place where they can rent another 
car. Long range auto travel will not vanish, it will just become 
very costly.

There is no obvious reason why suburbs have to disappear as 
transportation fuel becomes expensive. Some of the most 
poorly located may fail, and others may undergo some consoli-
dation, but the availability of light electric cars and electric 
rail systems will keep many suburbs viable. A bigger difficulty 
facing suburbs will be the cost of heating and cooling large 
and badly insulated houses.

Transportation electrification will be a slow development. But 
it is clearly possible to start soon. Electric transportation 
within cities will have to grow. Light rail to the denser suburbs 
is already under discussion in many places, we just have to do 
it. None of this is even particularly difficult from an engineer-
ing point of view. The real problems are, of course, political.

There has been much discussion of long distance rail transpor-
tation. Usually this means upgrading trains to only 150-200 
kilometers per hour using diesel locomotives. As aircraft fuel 

becomes expensive the need will be for long distance electric 
trains with speeds near and above 300 kilometers per hour. 
Such trains are common in Europe and Japan and are becom-
ing common in other parts of Asia. In time, we should invest 
in fast long distance trains, not slow ones dependent on fossil 
carbon fuels. A problem, of course, may be our transportation 
priorities. (We may have to focus more on local transport.) 
But there is no sound reason why, in the long run, we cannot 
not build fast trains connecting major cities. Plans exist now, 
they are just too limited in scope. High speed electric trains 
are a major investment but last a very long time. 

 We should drastically expand wind turbine to grid electric-
ity, aiming at a hundred or more gigawatts average delivered 
power. A new electric grid aimed at averaging out wind power 
over long distances should be started. 

The purpose of this new electric power source and new grid is 
to replace present coal fired electric plants. The coal will be 
needed in the next few decades for transportation fuel. Eventu-
ally, coal itself will have to be replaced. The sooner this transi-
tion is started, the better.

Connected wind farm prototypes can even be based on exist-
ing technology and on a modest expansion of wind turbine 
farms now in existence. Tying them together with a long range 
direct current power grid will be a new development. But it 
can start small and expand.

Large scale solar photoelectric or solar thermal energy plants 
fall under the section where I describe projects that will re-
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quire large scale prototype facilities. We will need some sort of 
mechanism to deal with the complete absence of sunlight half 
the time. Eventually, these solar sources of electricity will con-
tribute as well, but wind turbines are ready now for mass pro-
duction, and the wind blows at night. Evening wind energy 
out over hours or days is a major issue but almost certainly a 
manageable one. 

We should not minimize the social and political impact of the 
large scale development of wind power. At this point in the 
book, we already know just how many turbines would be 
needed per kilometer along a corridor along the interstate 
roads from north to south in the middle of the country. The 
numbers are daunting and land use will become a major politi-
cal issue. 

 We should start large scale coal to methanol technology. 
We should mandate that present mass produced car engines 
be manufactured as flex-fuel engines, that can use an arbi-
trary mix of gasoline, ethanol and methanol. 

Cars and trucks last a long time, ten years or more. It is not ex-
pensive to require that near future auto engines--out to 
2040--  run on an arbitrary mix of gasoline, ethanol and 
methanol. A small scale program, now ended, did that in Cali-
fornia at one time.

National laboratories and universities should develop conver-
sion kits for existing gasoline engines to enable them to use an 
arbitrary mix of gasoline, ethanol and methanol. The technol-

ogy should not be patented but made available to any com-
pany interested in manufacturing the kits.

Gradually we should start closing coal to electricity plants and 
using the coal for coal to methanol. Large scale methanol 
plants have not been built so far, so it would be good to start 
now in order to develop the technology. 

 We should replace aging nuclear power plants with newer 
and “passively safe” Generation III plants and, build more nu-
clear plants as needed. This is to supply carbon-free constant 
power. (Other power sources will fluctuate if there is not a lot 
of storage.) All plants should have a last ditch passive filtered 
containment vent. 

Future nuclear power may well turn out to be a slow to imple-
ment, expensive, and only an intermediate term technology. It 
may even be rejected because of safety concerns. Neverthe-
less, we should pursue it. It is simply too risky to depend on 
one or two sources of future energy out to 2040. We really 
have no idea now just how to deal with fluctuating renewable 
power from sun and wind without some baseline reliably con-
stant power being available. (Geothermal power might just 
possibly offer a way out of this uncertainty.) 

As to nuclear waste, we already store used fuel rods on site at 
nuclear power plants, so the disposal of waste is an issue that 
can be delayed a few more decades. To repeat an earlier point: 
there is little to no public concern over the toxic waste now 
produced by coal fired power plants. We need to broaden the 
environmental focus on fuel waste, coal as well as nuclear.
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Safe nuclear power depends on oversight, and governmental 
oversight can be compromised as regulators are captured by 
the industry they oversee. Unfortunately, this is where we are 
now. We need funded outside groups, without an economic in-
centive, to oversee many of these governmental regulatory ac-
tivities. Universities are one place to do this, and it can be 
done. The web site “theoildrum.com” carried out this type of 
function for fossil fuels without much public attention.

There will be much controversy about how to pay for all of 
these projects. Recall that we paid for the Civil War in part by 
simply printing money rather than borrowing it. We paid for 
World War 2 and the Cold War through borrowing and taxa-
tion. I think that the expected future complaints about cost 
will be almost frivolous. The real problem is not money, it is a 
problem of national will. 

An important side effect of the projects mentioned above is 
that almost all involve old style engineering, only on a scale 
the nation has not seen in a while. These projects will require 
a new growth of industry and will create many new jobs in the 
U.S. We have lost much of our industrial infrastructure over 
the last few decades, but now we have an opportunity to start 
anew. Mobilizing our country around post-carbon projects 
will strengthen our economy, draw creative people to us, revi-
talize our industries, and ultimately improve our nation’s posi-
tion and influence a century from now.
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CHAPTER 21

Suggested Reading

Take up and Read

Saint Augustine in his study. From Wikipedia.



 Part I

The following books and articles happened to appeal to me or 
are potentially interesting. Wikipedia articles are the place to 
start looking for information; Wikipedia may be the web’s 
most important contribution to widening public understand-
ing of many issues. Google is so loaded with ads and useless 
links as to hamper its utility, but it can be used anyway. And 
there are other search engines.

Part II-Tools

 “Consider a Spherical Cow”, John Harte, University Sci-
ence Books, 1988 (Somewhat advanced, but very interesting 
and even fun.) 

 “How to Measure Anything”, Douglas Hubbard, John 
Wiley and Sons, 2007 

 “Touch This!  Conceptual Physics for Everyone”, Paul 
Hewitt, Addison Wesley, 2001 Mostly Newtonian physics; get 
the cheaper $15 paperback and not the expensive longer text-
book. It is worth the $15. Unfortunately, there is no similar 
short and cheap book on Thermodynamics and Electricity and 
Magnetism. Hewitt’s expensive longer textbook is, however, 
good on these topics. 

Part III-The Fossil Carbon Problem

 “Hubbert’s Peak”, Kenneth Deffayes, Princeton University 
Press, 2008 (The standard popular discussion of the coming 
decline of oil.) 

 http://www.oilcrisis.com/laherrere/lisbon.pdf, A talk by 
Jean Laherrere, my standard reference and the source of a 
number of figures in this book. A search for further Laherrere 
talks produces much valuable background. Many of Laher-
rere’s articles can be found in theoildrum.com, cited later 
here. A recent extremely useful JL paper is “Oil & gas produc-
tion forecasts 1900-2100” from February, 2013. There is also 
a shortened version from May, 2013 that can be found via a 
search. Or try http://www.aspofrance.org. There is an excel-
lent discussion of the distinction between proved oil reserves 
versus proved + probable reserves at  
http://www.manicore.com/anglais/index.shtml. Laherrere 
uses proved + probable reserves, which is why he is likely 
right about conventional production decline by or just after 
2020. 

The modern period in oil resource work started with C. 
Campbell and J. Laherrere in 1995. You can find the original 
Scientific American 1998 article by C. Campbell and J. Laher-
rere by a search. A good summary of the history is R. Bentley, 
“Global Oil and Gas Depletion: an Overview”, also on the 
Web.

 www.theoildrum.com (The range of intelligently discussed 
topics is remarkable. See also http://europe. 
theoildrum.com/.) After this was written, theoildrum an-
nounced that it is closing but will be a permanent archive of 
old articles. These are highly recommended. 
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 Also try http://peakoil.com, http://www.peakoil.net,  
http://earlywarn.blogspot.com and links there. A currently ac-
tive site is http://aspo-deutschland.blogspot.com 

 http://www.energywatchgroup.org/ (Laherrere and the 
EWG started the current discussion on limited coal reserves.) 

 http://rutledge.caltech.edu/ is good on coal. The remark-
able 1865 book by Jevons on U.K. coal can be found on the 
web; check the Wikipedia article on Jevons. There are also re-
ports by Ted Patzek and his collaborators that can be found by 
means of a Web search. 

 http://www.eia.doe.gov/ (Here for completeness; they ap-
pear to believe economists.) 

 
http://www.netl.doe.gov/publications/others/pdf/oil_peakin
g_netl.pdf (The very valuable but ignored “Hirsch Report”. 
Compare this with the scenario for 2040 at the end of the 
book.) 

 “Beyond Oil and Gas: the Methanol Economy”, George A. 
Olah et al, 2nd edition, Wiley 2009 What to do using metha-
nol; I have no good source on ammonia as widespread liquid 
fuel. 

 National Academy of Sciences report on biofuels. I believe 
that this is not public, you have to pay for the PDF or know 
somebody in the Academy who will get it for you. This is 
where the 400 megatons per year renewable biomass number 

comes from. The USDA claims 1 Gigaton per year renewable 
biomass but this is one of my lower tier sources and I do not 
use their number. 

Part IV-Short Term Replacement Energy

 There are many texts on energy and the environment with 
a lot of useful information on short term replacement energy, 
as well on the longer term. All are quite expensive and cover 
about the same ground. Check the web for reviews. Better, 
start exploring using Wikipedia. There are some links in the 
previous note. 

Part V-Long Term Replacement Energy

 http://www.nrel.gov/ Many very useful studies on renew-
able energy-wind, solar and geothermal; a very valuable re-
source. Just look at the number of figures from the NREL 
used here. 

  
http://www1.eere.energy.gov/windandhydro/pdfs/41869.pdf 
“20% Wind Energy by 2030”. Very useful, if modest in its 
goals. 

Part VI-The Future

 “Beyond Oil and Gas: the Methanol Economy”, George A. 
Olah et al, 2nd edition, Wiley 2009, Used here again. 

 http://www.nrel.gov/docs/legosti/fy98/24190.pdf, (The 
article on algae for biofuel, from NREL. It is common practice 
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to simply ignore the key finding, that you need to increase dis-
solved carbon dioxide by a huge factor to make alae biofuel 
work. ) 

 http://gif.inel.gov/roadmap/ (Generation IV nuclear reac-
tor technology.) 

 http://www.iter.org/ , (The official ITER site for informa-
tion on thermonuclear power.) 
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